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Abstract
In accordance with the Moore’s law, the increasing number of on-chip integrated transistors has enabled modern computing platforms with not only
higher processing power but also more aﬀordable prices. As a result, these
platforms, including portable devices, work stations and data centres, are
becoming an inevitable part of the human society. However, with the demand for portability and raising cost of power, energy eﬃciency has emerged
to be a major concern for modern computing platforms.
As the complexity of on-chip systems increases, Network-on-Chip (NoC)
has been proved as an eﬃcient communication architecture which can further improve system performances and scalability while reducing the design
cost. Therefore, in this thesis, we study and propose energy optimization
approaches based on NoC architecture, with special focuses on the following
aspects.
As the architectural trend of future computing platforms, 3D systems
have many benefits including higher integration density, smaller footprint,
heterogeneous integration, etc. Moreover, 3D technology can significantly
improve the network communication and eﬀectively avoid long wirings, and
therefore, provide higher system performance and energy eﬃciency.
With the dynamic nature of on-chip communication in large scale NoC
based systems, run-time system optimization is of crucial importance in
order to achieve higher system reliability and essentially energy eﬃciency. In
this thesis, we propose an agent based system design approach where agents
are on-chip components which monitor and control system parameters such
as supply voltage, operating frequency, etc. With this approach, we have
analysed the implementation alternatives for dynamic voltage and frequency
scaling and power gating techniques at diﬀerent granularity, which reduce
both dynamic and leakage energy consumption.
Topologies, being one of the key factors for NoCs, are also explored for
energy saving purpose. A Honeycomb NoC architecture is proposed in this
thesis with turn-model based deadlock-free routing algorithms. Our analysis
and simulation based evaluation show that Honeycomb NoCs outperform
their Mesh based counterparts in terms of network cost, system performance
as well as energy eﬃciency.
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Chapter 1

Introduction
Gone are the days when Integrated Circuit (IC) designers focused solely on
the creation of faster chips or more powerful processors. With the development of computer technologies and network infrastructure, a large variety
of computing platforms are becoming unprecedentedly important in many
aspects of the human society. At the same time, energy eﬃciency has been
recognized as the most critical challenge and has drawn significant attention
from both industry and academia. In this chapter, we will firstly explain
the energy challenges for diﬀerent types of computing platforms.

1.1

Energy Eﬃcient Computing Platform

A computing platform includes a hardware architecture and a software
framework where the combinational eﬀorts allow application software to be
run. With the current technologies, all computing platforms are powered by
either AC power or batteries. In this section, we introduce the energy concerns for portable devices which are powered by batteries as well as servers
and data centres using AC power.

1.1.1

Portable Devices

During the past decades, the demand and popularity of portable devices
has been growing tremendously, such as laptops, smart phones, mobile Internet devices, pocket video recorders, digital single-lens reflex cameras and
hand-held game consoles. These devices conveniently provide many services
including communication, computation, entertainment, information management and Internet access [66]. Smart phones, for example, have gained
extreme popularity thanks to the increasing processing capability, powerful functionalities and applications, as well as easy access to Internet via
2G, 3G, Blue-tooth and Wi-Fi networks. Figure 1.1 illustrates the market
growth during the previous years and forecast until the year 2015.
1
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Figure 1.1: Market and Sales Growth of Smart phones
Portable devices commonly run on rechargeable batteries to support user
mobility. The requirements for small size and light weight imply that its battery be proportionately small in volume [73]. According to Moore’s Law, the
number of on-chip integrated transistors has doubled approximately every
18 months and thus power consumption of processors has increased significantly. Over the last 30 years, the power consumption of microprocessors
has gone up from under 1 Watt [90] to over 130 Watts (e.g., Intel i7 9-Series).
However, the development of battery technology has not kept pace. Since
1990s, battery energy density has only tripled [13].
Therefore, energy eﬃciency is of obvious importance for portable devices
since people like neither replacing or re-charging their batteries frequently,
nor carrying heavy batteries with their sleek gadgets.

1.1.2

Servers and Data Centres

Unlike battery operated portable devices, workstations, servers and data
centres are usually operated by AC power and are not restricted by battery
capacity. However, there are at least two important energy related aspects
that make energy eﬃciency a crucial concern.
Environmental Cost - According to the U.S. Environmental Protec2

tion Agency’s Report to Congress on Server and Data Center Energy Efficiency made in the year 2007 [3], the aggregate electricity use associated
with U.S. servers and data centres is expected to rise from 61.4 billion kWh
in 2006 to 124.5 billion kWh in 2011, representing about 2.5 percent of total projected nationwide electricity use. Many organizations have expressed
severe concerns over the rising electricity consumption attributed to the Internet and to commercial desktop computation including workstations and
servers. This is because of not only the rising financial cost, but also the
process of electricity generation which is a major source of pollution. Therefore, ineﬃcient energy usage in computing equipment will exacerbate the
currently challenging enough environmental problems.
Reliability and Heat Concerns - In addition to environmental cost,
there are concerns of reliability and heat dissipation. Computer platforms
with high energy consumption tend to increase the silicon temperature, and
high temperature will exacerbate various failure mechanisms. According to
[34], every 10◦ C increase in operating temperature roughly doubles an electrical component’s failure rate. For modern computing platforms, the die
surface temperatures are already over 100◦ C and thus sophisticated packaging and cooling mechanisms are required. This fact has increased system
cost substantially. As presented in [90], a processor with less than 1 W power
consumption requires a plastic package costing about 1 cent per pin, while
if the power consumption is over 2 W, ceramic packages costing about 5
cents per pin would be required. For data centres, high energy consumption
also leads to the usage of large scale and expensive liquid and air cooling
solutions [78].

1.2

System-on-Chip Development and Challenges

With the digitalization of modern society, embedded systems have spanned
all aspects and play increasingly important roles in people’s everyday lives.
An embedded system is a computing platform designed for a specific function, often within a larger system such as a personal computer (PC). It is
embedded as a part of a complete device which often includes both hardware
and software systems.

1.2.1

Development Progress of Embedded Systems and Electronic Devices

The Apollo Guidance Computer (AGC) is usually recognized as one of the
first modern embedded systems. It was designed at the MIT Instrumentation Laboratory in early 1960s. Serving as a digital computer produced
for the Apollo program, it was installed on-board each Apollo Command
3

Module and Lunar Module. The AGC provided computation and electronic
interfaces for guidance, navigation, and control of the spacecraft.
At its early stages, embedded systems were used intensively for military
purposes. Autonetics D-17, an early mass produced embedded system, was
the guidance computer for the Minuteman missile, released in 1961. It was
built from transistor logic and had a hard disk for main memory. The main
reason for the lack of commercial applications was the price for quad nand
gate ICs which was as high as 1000 USD per piece.
Another milestone of electronic systems is the invention of Dynamic
Random-Access Memory (DRAM) by IBM in late 1960s. It stored each bit
of data in a separate capacitor within an integrated circuit. The capacitor
can be either charged or discharged; these two states are taken to represent
the two values of a bit, conventionally called 0 and 1.
In 1971, Intel launched the first microprocessor known as Intel 4004
which cost 60 USD each. This 4-bit processor was also the first complete
Central Processing Unit (CPU) on one chip.
Over the next several years, Intel 8008 and other more capable microprocessors became available in the IC industry. However, processors still
required external chips to implement a working systems, which hindered
their commercial usages due to high cost. To solve this problem, Texas
Instrument released the first micro-controller known as TMS 1000 in 1974,
which integrated processor, memory and clock on one chip.
In 1980s, the introductions of Application-Specific Integrated Circuit
(ASIC) and Field-Programmable Gate Array (FPGA) brought revolutionary
changes to the IC industry. The initial ASICs used gate array technology
known as uncommitted logic array which was invented by Ferranti. This
technology was successfully commercialized via 8-bit ZX81 and ZX Spectrum
low-end personal computers in early 1980s. Later in 1985, the co-founders
of Xilinx invented the first commercially viable field programmable gate
array the XC2064 which had programmable gates as well as programmable
interconnects between gates.
In 1990s, the introduction of intellectual property (IP) blocks and virtual
components brought in a new implementation format called System-on-Chip
(SoC) where a single chip contained mostly reusable IP based logic blocks.
Comparing with the aforementioned systems, SoC is a completely integrated
on-chip system and has much powerful processing capabilities.

1.2.2

SoC Overview

SoC is a chip which holds all the necessary hardware and electronic circuitry
for a complete system. It normally contains a large number of components
integrated on a single substrate, such as microprocessor, micro-controller,
memory blocks (ROM, RAM or flash), I/O logic control, data converters,
4

etc. Peripherals such as USB interface and communication modules including radio frequency module and Ethernet components are also commonly
used in SoCs.
With the increasing number of integrated components, on-chip communication is undoubtedly one of the most critical issues and can easily become a
performance bottleneck. In current SoC based systems, the most commonly
used communication medium among diﬀerent components is based on the
on-chip bus architecture.

Figure 1.2: An Example of SoC [86]
As an example of SoC implementation, Figure 1.2 shows the block diagram of a mix-signal SoC developed at the University of British Columbia
[86]. This SoC is a Bluetooth device for low-power wireless personal area
networks (WPANs) and its overall architecture consists of a RF front-end,
a baseband controller, and software to implement the Bluetooth protocol
stack.
As shown in Figure 1.2, one major advantage of SoCs is the usage of IP
cores, which greatly shortens the production lead time. An IP core is usually
5

a hardware circuit design that is lent, sold, or licensed from one designing
or engineering company to another. There are two main categories of IP
cores, namely, hard IP cores and software IP cores.
Hard cores refer to the IP circuits that are delivered to the customer in
the form of a final silicon layout. It is worthwhile to notice that hard cores
do not mean the physical chips of silicon, but all the necessary information
to manufacture such a chip. This is the most restrictive form for delivery,
but also provides the highest reliability. Delivering a hard core leaves little
room for the recipient of the IP to make any manufacturing mistakes. Hard
cores are usually delivered in the form of a GDS-II database.
Soft cores, also known as synthesizable cores, do not have to be manually ported to specific manufacturing process. Thus, soft cores avoid the
problems with process porting that hard cores have. Soft cores can be synthesized for diﬀerent types of silicon processes, and the conversion is now
automated hence becomes the responsibility of the synthesis tools, rather
than the IP supplier or customer. Soft cores delivery makes IP cores more
universal and less specific to individual customers or their silicon manufacturing processes. However, comparing with hard cores, software cores
usually cost more silicon area, manufacturing cost and power consumption
since they are not explicitly optimized for a specific technology process.

1.2.3

Challenges for SoCs

During the past years, the transistor counts on a single chip have entered
the billion era for both microprocessors and graphical processing units. As
a result, the number of IP blocks integrated on chip has been increasing
dramatically which leads to an exponential rise in the complexity of their
interaction. With this technology trend, it is predictable that the traditional
digital system design methods, especially bus based SoC designs, will soon
face the following performance bottleneck and design challenges [44] [63].
Communication verses Computation - As the technology develops,
the scale of on-chip systems grows exponentially. With the use of reusable IP
blocks, the design of computing component and circuit is no longer the most
critical challenge in system design since the reusable IP blocks can provide
satisfying circuit features and performances. Researches have unveiled that
the data transmission and communication have profound eﬀects on system
performance and communication often becomes the bottleneck in large scale
systems.
Deep Submicron Eﬀects - Signal integrity eﬀects such as interconnect
delay, crosstalk, substrate coupling, transmission line eﬀects, etc. did not
draw significant attention in the early era of IC design with relatively slow
clock speed and low integration density. However, as the transistor density
increases, wires are getting neither fast nor reliable [37]. Meanwhile, more
6

noise sources due to inductive fringing, crosstalk and transmission line eﬀect
are coupled to other circuit nodes via substrate, common ground and electromagnetic interference [63]. Consequently, signal integrity analysis has
become as important as timing, area and power analysis in modern chip
designs.
Global Synchronization - IC designs have been following a globally
synchronous design style where a global clock tree is distributed throughout
the chip, driving logic blocks to function synchronously. However, this style
is unlikely to hold for future wire interconnect. With the technology scaling,
gate delay has been reduced more significantly than wire delay. Therefore,
in large scale SoCs with small feature size, it usually takes several clock
cycles for the clock signal to transfer from one component to another. It is
predicted in [44] that large chips will no longer be synchronous designs with
only one clock domain.
Design and Productivity Gap - The design and productivity gap is
the gap between what we are capable of building and what we are capable
of designing [63]. According to [9], the development of compiling and synthesizing tools does not keep pace with the IC manufacturing technology.
This problem has been alleviated thanks to the reusable IP blocks which can
largely reduce the design time of computing components in systems. Therefore, It is naturally expected that the on-chip communication architecture
is also reusable in diﬀerent systems.
In order to solve these challenges, the Network-on-Chip (NoC) architecture was introduced at the beginning of 21st century based on the existing computer network principles. By adopting this architecture, the performance of inter-component intra-chip communications can be largely improved. Since there is no arbitration requirement in a network, more transaction can occur simultaneously and thus let a resource (usually an IP block
as a component in the network) transmit a message whenever it is ready,
which can decreases the response time (delay) of messages and enhance the
usage as well as the throughput of a system. Moreover, as each link in a
NoC system is based on point-to-point (P2P) mechanism, the network wires
and consequently the communications among resources can be pipelined.
In terms of scalability, network architectures can be increased by inserting repeaters without severe performance degradation. The details of NoC
architecture will be introduced in the next chapter.

1.3

Thesis Contribution

The main contributions of this thesis are:
1. To achieve higher energy eﬃciency, diﬀerent Three Dimensional (3D)
NoC implementations are studied with the analysis on benefits and
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limitations. We have presented a 3D on-chip DRAM architecture
which alleviates the thermal challenges. A quarter connection TSV
placement architecture is proposed to reduce the total TSV cost with
little performance cost.
2. A 2D/3D change function is presented in this thesis, which quantifies
the pros and cons of each architecture. The principle of this function
is based on the analysis of perceived crises using 2D NoC architectures and pains of 3D NoC adoption. While illustrating the change
function, we have compared 2D and 3D NoCs in terms of benefits, including communication delay, power consumption, area consumption,
reduction in the number of metal layers, as well as costs including
cooling, TSV manufacturing, yield and testing.
3. A hierarchical monitoring agent based design approach is proposed in
this thesis where agents are either software or hardware components
monitoring and configuring the operations on a NoC based system.
By the joint eﬀorts of all agents at diﬀerent hierarchical levels, the
system is able to perform autonomous optimizations during run-time
and thus achieve higher system robustness and energy eﬃciency. Low
power techniques including DVFS and power gating are studied using
the proposed agent based architecture. Together with a reinforcement
learning adaptive routing algorithm, this approach eﬀectively improves
the energy eﬃciency for complex NoC based systems.
4. Diﬀerent 2D network topologies have also been explored for lower energy consumption. In this thesis, we propose a Honeycomb NoC architecture together with the deadlock free routing algorithms. Comparing
with Mesh based NoCs, the Honeycomb topology provide lower implementation cost, shorter communication delay as well as higher energy
eﬃciency.

1.4

Thesis Organization

The rest of the thesis is organized as follows. The concept and architecture
of NoC are illustrated in Chapter 2. Chapter 3 starts with the introduction
of energy eﬃciency for NoC based systems and then explains the power
challenges as well as the abstraction layer model for communication on NoCs.
In Chapter 4, we study the 3D NoC architecture which provides benefits in
terms of both system performance and power eﬃciency. However, these
benefits do not come for free. Thus we propose a change function method
which can quantify the pros and cons. A hierarchical monitoring agent based
design approach is introduced in Chapter 5. By using this approach, a NoC
based system can autonomously adjust the operations to achieve higher
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robustness and energy performance. DVFS and power gating techniques
are then studied in Chapter 6 with their implementation alternatives on
agent based NoCs. A reinforcement learning adaptive routing algorithm
is also presented with diﬀerent case studies. In Chapter 7, we propose a
Honeycomb NoC architecture and prove that it outperforms the Mesh based
architecture in terms of system performance as well as energy eﬃciency.
Chapter 8 concludes the thesis.
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Chapter 2

Network-on-Chip
As the predominating on-chip communication architecture, buses can efficiently connect 3-10 communication partners but do not scale to higher
numbers [44]. Even worse, for each connected component, the performance
of the bus is unpredictable due to the fact that there are many other components waiting for the bus access. In large scale on-chip systems, it has been
proved that designing and verifying the inter-task communication are more
challenging than achieving higher performances for computation resources.
Moreover, each system has its own communication structure, making reuse
diﬃcult.
As the consequence, from year 1999, researchers have started investigating a systematic approach to separate the design of communication infrastructure from that of computation resources such as processors and memory
banks. The first scientific article with the term Network-on-Chip (NoC) was
then published in November, 2000 [36].

2.1

NoC Overview

Like many other computer networks, NoCs are defined based on key system characteristics including topology, flow control, switching mechanism,
routing, etc.
Topology of a network means the connection pattern of communication
resources including links, routers, interfaces, etc. Diﬀerent topologies have
diﬀerent characters and thus will result in diﬀerent system performances.
The most commonly used NoC topology is Two-Dimensional (2D) Mesh
network. In depth discussion on NoC topologies and their impacts on system
performances will be presented later in Section 2.6.
Figure 2.1 shows an example of NoC with 2D Mesh topology. In this
3×3 NoC based system, the core of the communication infrastructure is the
Mesh network consisting of 9 routers. Routers are connected to each other
11

via bi-directional links. Attached to each router is one or several Processing
Elements (PEs). The functionalities of PEs can be heterogeneous, such as
processor cores, DSP cores, memory banks, specialized I/O blocks including
Ethernet or Bluetooth protocol stack implementations, graphics processors,
FPGA blocks and even bus based subsystems. Routers and PEs are connected by Network Interfaces (NIs) which provide communication capability
between the two parties, based on the chosen communication protocol such
as AMBA AXI or OCP.

Figure 2.1: An example of NoC with 2D Mesh topology

2.2

Flow Control

Flow control determines the allocation of network resources such as link
bandwidth and buﬀer capacity for data traversing the network. A good flow
control method allocates the resources in an eﬃcient way so that the network
achieves higher real bandwidth and delivers data with low and predictable
latency.
Figure 2.2 shows the units in which flow control is conducted. At the top
level is the message, which is a logically continuous group of bits containing
the information sent from source node to the destination. However, messages
12

are usually too long to be allocated to network resources. Therefore, in
practice, they are divided into one or more packets that have a pre-defined
maximum length.
As the basic unit for routing and sequencing, a packet consists of a
segment of message to which a packet header is prepended. The packet
header includes routing information (RI) and, if needed, a sequence number
(SN). A packet can be further divided into flits which are the basic units
of bandwidth and storage allocation. Thus, a packet consists of a head
flit which allocates link state, one or more body flits which carry the real
information, and a tail flit which deallocates the network resources.
Furthermore, a flit can be divided into one or more phits which are the
unit of information that is transferred across a link in a single clock cycle.
Phits are usually between 1 bit and 64 bits in size, with 8 bits being typical
[24].

Figure 2.2: Units of resource allocation
In general, there are two categories of flow control mechanisms, namely,
buﬀerless flow control and buﬀered flow control.
Buﬀerless flow control is the simplest form of flow control which uses no
buﬀering and simply act to allocate link state and bandwidth to packets.
As a result, when there are more than one packets requesting for the same
link, the flow control method must perform an arbitration to decide which
packet can get access to the link. After the arbitration, the winning packet
is sent through the link while the losing packets are either misrouted which
will waste network bandwidth by sending packets into wrong directions or
even dropped.
To overcome these challenges, more commonly, buﬀers are added to NoC
for more eﬃcient flow control. When a packet loses in the arbitration process, instead of being dropped or misrouted, it will be stored in the buﬀer
while waiting for the link.
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2.3

Switching Mechanisms

Switching is the mechanism of how a message traverse its route. There
are two main switching mechanisms, namely, circuit switching and packet
switching. Circuit switching is a form of buﬀerless switching that operates
by first allocating links to form a circuit from source to destination and
then sending one or more packets through this circuit. Four phases are
involved during a circuit switching process. The source node firstly sends
a request to propagate to the destination and allocate the links. After the
circuit is allocated, an acknowledgement is transmitted back to the source.
Once the acknowledgement is received, the circuit is successfully established
and all packets are sent along the circuit. Finally, when there is no further
packet to be sent, a tail flit is sent from source to destination deallocating
the reserved links as it passes. For on-chip systems, circuit switching has
two major weaknesses comparing to packet switching: high latency and low
throughput.
In a packet switching process, each packet is transmitted individually
and may even follow diﬀerent routes to its destination. Once all packets are
received by the destination, they are recompiled according to the given order
into the original message. Typical packet switching mechanisms include
store-and-forward, virtual cut-through and wormhole.
With store-and-forward switching, each router along the communication
path waits until a packet has been completely received and stored in the
buﬀer and then forward the packet to the next router. Two resources must
be allocated to the packet before it can be sent forward: a packet-sized
buﬀer on the other side of the link, and the exclusive use of the link. While
waiting to acquire these resources, no link needs to be held idle and only a
packet-sized buﬀer on the current router is occupied. It is obvious that the
store-and-forward switching has the major drawback of very high latency.
Virtual cut-through overcomes the latency penalty of store-and-forward
switching by forwarding a packet as soon as the header is received and
the needed buﬀer and link have been allocated. As with store-and-forward
switching, virtual cut-through allocates buﬀers and links in units of packetsize. However, transmission over each hop is started as soon as possible
without waiting for the whole packet to be received and stored.
Wormhole switching operates similarly to virtual cut-through, but with
link and buﬀer allocations in the unit of flit rather than packet. When the
head flit of a packet arrives at a router, it requires the network resources
and can be forwarded immediately along a route. The body flits and tail
flit then follow the route allocated to the head flit, while the tail flit releases
the resources as it passes. Comparing with virtual cut-through, wormhole
switching makes far more eﬃcient usage of buﬀers which reduces the sizes,
costs and power consumption of routers. The main disadvantage of worm14

hole switching comes from the fact that only the head flit has routing information. In case the head flit is blocked due to resource contention, all
trailing flits will also be blocked along the route which may further block
other transmissions.

2.4

Routing

Routing is the progress to select a communication path from the source
node to the destination in a given network. Topology determines the ideal
performance for a given network, whereas routing is one of the key factors
which determines how much of the potential can be achieved. A good routing
algorithm will lead to more balanced loads on the links across the network,
with shorter communication delay. The more balanced the loads are, the
closer the network throughput is to ideal.
Based on how the routing path is selected among the set of possible
paths between source node and destination, routing algorithms are divided
into three main categories, namely deterministic routing, oblivious routing
and adaptive routing.
Deterministic routing algorithms always choose the same path between
given source node and destination, even if there are more than one possibilities. These routing algorithms take into account neither the routing
diversity nor the real-time network situation. As a result, poorly balanced
loads on links are to be expected across the network. However, these algorithms are common in practice mainly because they are easy to implement
and deadlock-free can be achieved with less eﬀorts. The most commonly
used deterministic routing algorithm is the X-Y routing for Mesh topology.
Oblivious routing algorithms, which include deterministic algorithms as
a subset, have the performance advantages thanks to the consideration of
path diversity. However, the real-time network situation is still not considered when making the routing decision. An example of oblivious routing algorithms is the random algorithm which uniformly distributes packets
across all possible paths.
As the most advanced category of routing algorithms, adaptive routing algorithms take the real-time network situation into consideration when
making routing decisions. Therefore, they are able to eﬃciently balance the
link loads across the network, and react to the topological changes or faulty
nodes during run-time. The considered information may include states of a
router or link, lengths of waiting queues, historical routing information and
etc.
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2.5

Quality of Service

In the field of computer networking and other packet-switched telecommunication networks, the traﬃc engineering term quality of service (QoS) refers
to resource reservation control mechanisms rather than the achieved service
quality. Quality of service is the ability to provide diﬀerent priorities to
diﬀerent applications, users, or data flows, or to guarantee a certain level of
performance to a data flow [111]. For example, a required bit rate, delay,
jitter, packet dropping probability or bit error rate may be guaranteed.
A network or protocol that supports QoS may agree on a traﬃc contract
with the application software and reserve capacity in the network nodes,
for example during a session establishment phase. During this session it
may monitor the achieved level of performance, such as the data rate and
delay, and dynamically control scheduling priorities in the network nodes.
It releases the reserved capacity during the tear down phase [111].
Many problems are prone to occur to packets as they travel from origin
to destination, some of them are as follows:
Dropped Packets - Routers may fail to deliver some packets if they
arrive when all buﬀers are already full. Depending on the state of the
network, some of, or even all, the packets can be dropped, which is very
hard to predict in advance. The receiving application may require these
packets to be retransmitted, possibly causing severe delays in the overall
transmission.
Delay - It might take a long time for a packet to reach its destination,
because it gets held up in long queues, or takes a less direct route to avoid
congestion. In some cases, excessive delay can render an application, such
as VoIP or on-line gaming, unusable.
Jitter - Packets from the source will reach the destination with diﬀerent
delays. A packet’s delay varies with its position in queues of the routers
along the path between source and destination and this position can vary
unpredictably. This variation in delay is known as jitter and can seriously
aﬀect the quality of streaming audio and video.
Out-of-Order Delivery - When a collection of related packets is routed
through a network, diﬀerent packets may take diﬀerent routes, causing different communication delays. The result is that the packets arrive in a
diﬀerent order than they were sent. This problem requires additional protocols responsible for rearranging out-of-order packets to an isochronous state
once they reach their destination.
Error - Sometimes packets are misdirected, or combined together, or
corrupted, while being delivered. The receiver has to detect these errors and
if any error is found, it should be able to correct it or ask the sender to send
again.
In certain interconnection networks, it is useful to divide network traﬃc
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into a number of classes to more eﬃciently manage the allocation of resources
to packets. Diﬀerent classes of packets may have diﬀerent requirements;
some classes are latency-sensitive, while others are not. Some classes can
tolerate latency but not jitter [26].
The traﬃc classes in NoC based systems fall into two broad categories:
guaranteed service classes and best eﬀort classes.
Guaranteed service classes guarantee a certain level of performance as
long as the traﬃc they inject complies with a set of restrictions. There
is a service contract between the network and the client. Once the client
satisfies the restrictions in the service contract, the network will deliver the
performance. The client side of the agreement usually restricts the volume
of traﬃc that the client can inject, that is, the maximum oﬀered throughput.
In contract, the network makes weak promises to the best eﬀorts packets.
Depending on the network, these packets may have arbitrary delay or even
be dropped. As depicted by its name, the network will make its best eﬀort
to deliver the packets to their destination.

2.6

NoC Topologies

Interconnect networks are composed of a set of shared routers and channels,
and the topology of the network refers to the arrangement of these elements.
The topology of an interconnect network is analogous to a roadmap where
the channels (like roads) carry packets (like cars) from one router (like intersection) to another [23]. A good topology exploits the characteristics of
given network resources, providing high bandwidth while maintaining low
communication latency. In this section, we present and study diﬀerent existing NoC topologies including Ring, Torus, Mesh, Spidergon and Fat-tree.

2.6.1

Ring

A ring network is a network topology in which each router connects to exactly two other routers, forming a single continuous pathway for signals
through each router. Figure 2.3 shows a case of eight-router ring network.
Comparing with bus-based systems, a ring network does not require a central node to manage the connectivity between routers, and therefore provides
better performance under heavy network load. However, since a ring topology provides only one pathway between any two nodes, the entire network
may be disrupted by the failure of a single link or router. Moreover, the
scalability of ring topologies is limited because removing, adding and changing of a router can aﬀect the whole network. From the energy point of
view, the power consumption of routers in Ring topology is expected to be
lower than in many other topologies. However, in communication intensive
systems, the total energy consumption can be higher due to the potentially
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long network delays. Moreover, larger buﬀers are needed to be implemented
in the routers in order to store the delayed packets, which will become a
major static energy consuming source.

Figure 2.3: An example of Ring topology

2.6.2

Torus

Another well-known symmetric topology is hypercubes which is a k-aray
n-cubes network consisting of N = k n nodes arranged in an n-dimensional
cube with k nodes along each dimension. Ring topology can be regarded as
a subset of hypercubes where n = 1 and k equals the number of nodes in
the ring. When n = 2, the hypercube becomes a radix-k 2D Torus network
where each node is assigned with an n-digit radix-k address {ak−1 , . . . , a0 }
and is connected by a pair of channels to all nodes with addresses that
diﬀer by ±1 (mod k). The regular physical arrangement in Torus network
is well matched to on-chip packaging constraints. The main drawback of
this topology is the long wrap-around links which require not only higher
implementation cost but also power consumption. Figure 2.4 shows a 3-ary
2-cube Torus network which is also often known as 3 × 3 Torus.

2.6.3

Mesh

As shown in Figure 2.5, a Mesh network is subset of Torus network without
the connecting channels between address ak−1 and address a0 in all directions. Thus Mesh outperforms Torus by lower power consumption and easier
implementation and has become the mostly used NoC topology. However,
it gives up the edge symmetry of Torus network which can cause load imbalance for many traﬃc patterns. More detailed studies of Mesh topology
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Figure 2.4: An example of Torus topology
will be elaborated and compared with the proposed Honeycomb topology in
the later sections.

Figure 2.5: An example of Mesh topology

2.6.4

Spidergon

Spidergon is another on-chip communication architecture which was proposed in [47]. As shown in Figure 2.6, a basic Spidergon unit consists of
8 nodes and 12 bidirectional links. The advantages of Spidergon topology
include two-hop communication between any pair of nodes, higher aggregate throughput under certain conditions, simpler routing algorithm and
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less wiring than a crossbar based interconnect. The main constraint of Spidergon topology is its scalability especially when the number of nodes is
more than eight which will result in complex physical layout.

Figure 2.6: An example of Spidergon topology

2.6.5

Fat-tree

The fat-tree network is a universal network topology designed for eﬃcient
communication. It has been adopted by on-chip networks as an alternative
of Torus-based architectures [2]. In a fat-tree based NoC, as shown in Figure
2.7, several PEs (4 PEs in this example) are connected to a router at the
lowest level, which is then connected to the rest of the network through multiple upper links. By judiciously choosing the fatness of links, the network
can be tailored to eﬃciently use any bandwidth made available by packaging and communications technology. The advantage of this topology is that
the number of switches is smaller than other topologies. However, routers
at higher level are prone to become bottlenecks in communication intensive
scenarios which will result in lower energy eﬃciency and unbalanced heat
dissipation.

2.7

Chapter Summary

In this chapter, we introduce the NoC architecture which can solve the
challenges that current SoC based systems are facing, as described in the
previous chapter. With the maturity of technologies, NoC based systems
have gained wide acceptance not only in the academia and research institutes, but also in industries with emerging commercial applications. As the
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Figure 2.7: An example of fat-tree topology
number of on-chip components grows, NoC is regarded as one of the most
promising architecture for future IC designs.
Thereafter, several key system characteristics of NoC architectures are
discussed, including flow control, switching mechanism, routing, quality of
service as well as topologies. Each of these characteristics has multiple
attributes, the choice of which are dependent on the system requirements
including performance, power consumption, etc.
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Chapter 3

Energy Eﬃciency in NoCs
NoC is a communication platform specially designed for large scale SoCs
with many densely integrated on-chip electrical components. Therefore
there are two main reasons making energy eﬃciency crucially important.
First, the biggest market for NoC based systems is the portable devices and
thus it will confront the bottleneck of battery capacity and energy limitation. Second, with the shrink of feature sizes, the integration density of
on-chip components are getting higher than ever, which makes heat hard to
dissipate. Hence, low power consumption and heat dissipation are two of
the most important design concerns in NoC based systems.

3.1

Sources of Energy Consumption

In order to improve the energy eﬃciency, in this section, we firstly examine
the sources of energy consumption.
Equation 3.1 shows the main sources of power dissipation in CMOS
devices
1
2
+ QSC VDD )f N + Ileak VDD
P = ( CL VDD
| {z }
2
|
{z
} P
PDynamic

(3.1)

Leakage

where VDD is the supply voltage, PDynamic is the dynamic power consumption caused by changes to the outputs of the CMOS circuit, such as
transitions from logic 0 to 1 or vice versa, PLeakage is the static power consumption which is dissipated whenever the circuit is powered on. The leakage power consumption is independent of the switching activity and operating frequency and therefore can be assumed to be constant for a certain
circuit.
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3.1.1

Dynamic Power Consumption

There are two major components of dynamic power consumption, namely,
switching power (PSW ) and short circuit power (PSC ), as shown in Equation
3.2. Both sources of dynamic power consumption are dependent on the
switching activity, i.e. the number of gate output transitions per clock cycle
N , and the operating frequency f .
PDynamic = PSW + PSC

(3.2)

In the following of this chapter, we take an inverter shown in Figure 3.1
as a general model of any CMOS gate.

Figure 3.1: An Example of Inverter

3.1.2

Switching Power Consumption

The switching power is dissipated by charging and discharging the nodes
capacitance CL , and therefore it is also referred as capacitive power consumption. For the sake of simplicity, we assume all capacitances are at the
output side. As shown in Figure 3.1, the total capacitance CL consists of
C1 which is the capacitance to ground and C2 which is the capacitance to
VDD . When the input A is at logic 0, the n-channel transistor Q1 is open
and the p-channel transistor Q2 is closed, leading to a logic 1 at the output
X. At the same time, the capacitance C2 is emptied, shortened by Q2 and
the capacitance C1 is charged. A change on A from logic 0 to 1 causes Q1
to close, which will discharge C1 and Q2 to open, which will charge C2 .
During this single transition, a charge of C2 VDD was taken from the power
supply. On the next input change the charge C1 VDD will be taken from
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the power supply. Assuming that CL = C1 + C2 , we can say that after one
input transition from 0 to 1 and back to 0 the inverter has taken a charge
of (C1 + C2 )VDD from the power supply. Therefore, we can average this for
one single output transition to 12 CL VDD . The power dissipated by this is
1
2
2 CL VDD which leads to Equation 3.3 for the switching power PSW .
1
2
PSW = CL VDD
fN
2

3.1.3

(3.3)

Short Circuit Power Consumption

During the input transition of a CMOS circuit, there is a period in which
both the nMOS and pMOS will conduct, causing a short circuit to flow from
power supply to ground, as shown in Figure 3.1 for an inverter without load.
This current flows as long as the input voltage Vin is higher than a threshold
voltage VT and lower than (VDD − VT ) [100].
The short circuit current is also depending on the gain factor β (amplification) of a MOS transistor and input rise and fall times τ . According to
[100], the mean current during a time T (equal to one period of the input
signal) can be seen as Equation 3.4.
ISCmean =

τ
1 β
(VDD − 2VT )3
12 VDD
T

(3.4)

In CMOS circuit, power is the product of current and supply voltage, and
operating frequency f = T1 . Therefore, the short circuit power consumption
can be calculated by Equation 3.5.
PSC =

3.1.4

β
(VDD − 2VT )3 τ f
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(3.5)

Leakage Power Consumption

Leakage consumption is the main source of static power consumption. It is
caused by the leakage currents of transistors and pn-junctions. In Figure
3.1, when the input signal is logic 0, the n-channel transistor Q1 is open.
The leakage power is determined by the leakage current I0n of Q1 . Likewise,
when the input signal is logic 1, the n-channel transistor Q2 is open. The
leakage power is determined by the leakage current I0p of Q2 . Therefore,
the leakage power can be calculated by Equation 3.6.
I0n + I0p
= Ileak VDD
(3.6)
2
With the development of CMOS technology, the threshold voltage, channel length and gate oxide thickness are reduced from generation to generation. At the same time, however, leakage currents increase accordingly [84].
PLeakage = PS = VDD
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Figure 3.2: An Example of Glitch

Since dynamic power consumptions with more advanced CMOS are lower, it
is projected that leakage power will become the dominant part of the overall
power consumption [27].

3.1.5

Glitch Power Consumption

Glitches are unwanted transitions of a signal after an input change until the
final output value is reached. This behaviour is caused by having input that
are not switching simultaneously, called logic hazard. Glitches occur when
the output node temporarily has a value that is not the steady-state value.
Figure 3.2 shows an example of glitch in an ”AND” gate OU T = AB.
When input signals come, they arrive at the ”AND” gate at diﬀerent time
stamps, i.e., signal A arrive at time stamp T1 while signal B at time stamp
T2. Therefore, when input pattern changes from ”01” to ”10”, an unexpected behaviour happens, which is the logic 1 at the gate output between
time stamps T1 and T2.
In CMOS circuits, glitches can cause significant dynamic power consumption since they represent at least two binary transitions per clock period.

3.2

Power vs. Energy

Before beginning the discussion of energy eﬃciency in NoCs, it is worthwhile
firstly to review the diﬀerence between two concepts, namely, power and
energy.
Energy has units of Joules and can be related to the amount of work
done or electrical resources expended to perform a computation. Power, on
the other hand, is a measure of the rate at which energy is consumed per
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unit time, and is typically expressed in units of Watts, or Joules/second [10].
Equation 3.7 shows the relationship between these two concepts.
P ower = Energy/T ime

3.2.1

(3.7)

Low Power Systems

Reducing power consumption is obviously an important aspect in optimizing
energy eﬃciency, which keeps the design of low power systems at the top on
the list of design issues for researchers in both academia and industry. Some
main stream power optimization methods are described as follows [95] while
more innovotive solutions are to be explored.
Using digital circuits whenever possible - During the 1960s, analog
circuits were preferred whenever possible in order to avoid the large standby
power drain of bipolar digital circuit [68]. With the development of CMOS
technology, the static power consumption of digital circuits was greatly reduced, and therefore, digital CMOS circuits have received the primary focus
in low power circuit design.
Use the lowest possible supply voltage for digital circuit - As
shown in Equation 3.3, switching power consumptions are heavily dependent on supply voltage VDD and operating frequency f . Order of magnitude power reduction has been achieved by scaling the both VDD and f .
Therefore, for certain applications such as wireless sensor networks or radio
frequency identifiers, this method oﬀers an ideal solution which prevents
power waste by providing ”just enough” computing capabilities.
Use the smallest possible feature size - As can be seen from the
previous section, several sources of power consumption are dependent on
capacitances. Since capacitance decreases with decreasing feature size, improvements in IC fabrication technology yield more eﬃcient power dissipation. As device geometries continue to shrink, power consumption will be
further optimized.
Optimize circuit architectures - To achieve higher system performance, especially the computing speed, diﬀerent architectural techniques
have been proposed which trade computing speed with area costs. Parallel
processing and pipelining, as two well-known techniques, can be utilized to
lower power consumptions by reducing the supply voltages and operating
frequencies without majorly aﬀect system performances.
Parallel processing uses duplicated hardware components to achieve better circuit performance, thus also allows power reduction by lowering supply voltages and operating frequencies. Considering a datapath with supply
voltage VDD , frequency f and capacitance C, the power consumption is then
2 . If the operation is parallelized to N identical modules, each
P0 = Cf VDD
operates at the frequency of Nf , the supply voltage can be reduced accord27

ingly since the speed requirement for each module is reduced. Assume the
new voltage is αVDD where α is the voltage reduction factor. Theoretically,
the total capacitance increases also by a factor of N, to N C. Therefore, the
2 ) = α2 P .
new power consumption can be calculated by P = (N C) Nf (αVDD
0
Pipelining is another technique in which a synchronous digital circuit is
constructed by partitioning the combinational logic into stages and inserting
a set of memory elements, generally called an internal register, or simply a
register or synchronizer, to provide temporary storage for the computed
data between successive pipeline stages [14]. By doing so, the delay of the
critical path can be reduced at the cost of longer latency introduced by the
registers. Smaller delay allows reduced supply voltage and therefore power
consumption can be lowered.
Very often, parallel processing and pipelining are combined in a circuit
to multiply the performance and power benefits.
Exploit low power circuit techniques - Standard techniques include
dynamic voltage and frequency scaling, clock gating, power gating, glitch
reduction, intelligent selection of algorithms and numeric representations,
multi-threshold voltages, etc. These techniques require changes and optimizations of both hardware and software. Designs at all levels of an electronic system are involved including circuit level, architecture level, algorithm level and even the application program which is run on top of the
system.
Use dedicated hardware - Dedicated hardware always achieves lower
power consumption than programmable circuits. Consequently, an optimal
low-power design provides only as much programmability as absolutely necessary. Moreover, dedicated hardware can be optimized for the software
system. An example is Apple’s laptop which have much longer battery life
than other laptops. One of the main reason is that it is dedicated to Apple’s
operating system and thus has optimized power consumption solution.

3.2.2

Energy Eﬃciency

As depicted in Equation 3.7, energy is the product of power and time. Therefore, low power consumption of electronic systems can not be always translated into energy eﬃciency.
When supply voltages and operating frequencies are reduced, the power
consumption of an electronic system is surely lowered according to the equations shown in the previous subsection. However, as speed is reduced approximately by the factor of (VDD − VT ) [93], the duration to complete a
task is expected to increase, and therefore there is potential risk of higher
energy consumption. A major contributor is the leakage power consumption
which is projected to become a dominating energy consumer in the future.
Therefore, energy eﬃciency is a balanced factor between power and per28

formance, especially system speed. We introduce the concept of power performance product to reflect this factor, as will be shown in the following
chapters.

3.3

Power Challenges of NoC based Systems

As it is in all embedded systems, power consumption remains as one of the
key challenges in NoC based systems, where power is consumed by processing
elements, communication infrastructure and leakage current.

3.3.1

Processing Element

Processing elements are made of logic and registers which are usually implemented as digital CMOS circuits. Therefore, the power consumption sources
listed in Section 3.1 also applies for NoC based systems.
Furthermore, NoC is especially designed for electronic systems where
a large number of processing elements, such as processors, memory banks,
blue-tooth, etc., are integrated on a single chip. It is obvious that the total
power consumption of the chip will be higher, making both battery life and
heat dissipation more challenging design concerns.
Besides, one of the main advantages of NoC based systems is its capability of reusing processing elements by defining network interfaces. However,
this admirable feature does not come for free. Reusing the pre-defined IP
blocks always means that we use something more general, thus less optimal, than necessary for a particular task [44]. Consequently, the processing
elements in NoC based systems may consume more power comparing with
dedicatedly designed circuits.
Apart from the methods mentioned in Section 3.2.1, one eﬀective way to
reduce NoC power consumption is to reduce the amount of data sent over the
network which can be achieved by at least two methods at the processor level.
The first method is to optimize the mapping of tasks as well as processing
elements. In a tile based NoC, a tile can consist of multiple processing
elements. By implementing most frequently communicating components in
the same tile, less data will be transmitted to the communication network.
The other commonly used method is data compression. During the recent
years, researchers have proposed several eﬀective ways of data compression
at the cache and network levels [49].

3.3.2

Communication

In SoCs, interconnect wires account for a significant fraction, which can be
as high as 50%, of the total power consumption [58]. As the technology
scales into the nanometer regime, it is projected that the delay and energy
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Figure 3.3: Relationships between delay, energy and PIR

consumption of global interconnect structures will consume larger shares of
power [81].
Comparing with bus-based SoCs, NoC based systems have higher power
eﬃciency due to the avoidance of long global wires. However, the interconnection network remains as a major power consumer out of all the power
contributors. For the Alpha 21364 processor with distributed memory, the
integrated switches and link circuits consume 23W out of the total 125W
chip power [87]. On the 16-tile RAW processor, the interconnection network
accounts for as high as 35% of the total chip power [51].
To illustrate the diﬀerent reactions of communication delay and consumed energy against changes in the number of packets in the network, we
perform a network level simulation using Noxim with diﬀerent packet injec30

tion rates (PIRs), starting from 0.001 to 0.01. The PIR is based on memory
less Poisson distribution, and the network is of 8x8 Mesh topology.
Figure 3.3 shows the result of this simulation. It is obvious that under
this non-congested network environment, the consumed energy grows much
faster than the communication delay with the increasing PIR.

3.3.3

Leakage Power Consumption

As technology scales to deep sub-micron processes, leakage power becomes
increasingly significant as compared to dynamic power. In NoCs, there
are two main leakage power consumers, namely, on-chip routers and links.
According to the simulation results shown in [15], links only consume approximately 5% of the leakage power. This is due to the fact that wires do
not dissipate leakage power, and thus the leakage consumption of just the
drivers is minimal, comparing with routers. However, in NoCs with more
long or global wirings, the inserted repeaters will consume a large proportion
of leakage power, especially with smaller feature sizes. Thus, the avoidance
of global wiring is desirable in order to achieve high energy eﬃciency.
In routers, the major leakage power consumers are buﬀers, crossbars and
arbiters, out of which buﬀers consume over 64% of the leakage energy [15].
Therefore, to reduce the leakage power consumption, optimization of buﬀers
is of crucial importance.

3.4

Power Models

To optimize the energy eﬃciency in NoCs, it is worthwhile to investigate
into the communication layers and find the power sources in each phase.

3.4.1

OSI 7-Layer Model

Comparing with the conventional bus based on-chip systems, NoCs enable
the inter-component communication to be simpler and more predictable,
by leveraging the existing technologies of computer networks. Therefore,
before introducing the power consumers in NoCs, we firstly present the
standard abstract layers in communication systems, namely, Open Systems
Interconnection model (OSI model).
There are seven abstract layers in the OSI model performing diﬀerent
roles in data communication. Therefore, this model is also known as OSI
7-layer model. The roles of the layers are described as follows.
Application Layer - This layer supports application and end-user processes. Communication partners are identified, quality of service is identified, user authentication and privacy are considered, and any constraints on
data syntax are identified. Everything at this layer is application-specific.
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This layer provides application services for file transfers, e-mail, and other
network software services. Telnet and FTP are applications that exist entirely in the application level.
Presentation Layer - This layer provides independence from diﬀerences in data representation (e.g., encryption) by translating from application to network format, and vice versa. The presentation layer works to
transform data into the form that the application layer can accept. This
layer formats and encrypts data to be sent across a network, providing freedom from compatibility problems. It is sometimes called the syntax layer.
Session Layer - This layer establishes, manages and terminates connections between applications. The session layer sets up, coordinates, and
terminates conversations, exchanges, and dialogues between the applications
at each end. It deals with session and connection coordination.
Transport Layer - Usually TCP (the top half of TCP/IP). This layer
provides transparent transfer of data between end systems, or hosts, and
is responsible for end-to-end error recovery and flow control. It ensures
complete data transfer.
Network Layer - Typically IP (the bottom half of TCP/IP). This layer
provides switching and routing technologies, creating logical paths, known
as virtual circuits, for transmitting data from node to node. Routing and
forwarding are functions of this layer, as well as addressing, internetworking,
error handling, congestion control and packet sequencing.
Data Link Layer - Ethernet, ATM, Frame Relay, etc. At this layer,
data packets are encoded and decoded into bits. It furnishes transmission
protocol knowledge and management and handles errors in the physical
layer, flow control and frame synchronization. The data link layer is divided into two sub-layers: The Media Access Control (MAC) layer and the
Logical Link Control (LLC) layer. The MAC sub-layer controls how a computer on the network gains access to the data and permission to transmit
it. The LLC layer controls frame synchronization, flow control and error
checking.
Physical Layer - This layer conveys the bit stream - electrical impulse,
light or radio signal – through the network at the electrical and mechanical
level. It provides the hardware means of sending and receiving data on a
carrier, including defining cables, cards and physical aspects. Fast Ethernet,
RS232, and ATM are protocols with physical layer components.
Figure 3.4 shows a scenario where a sender transmits data to a receiver
via communication network. The data firstly go through the seven layers
from the sender’s side until it reaches the physical communication links
which transfer data bit by bit. The data will then be transmitted upwards
via the seven layers at the receiver’s end until reaching final destination.
In a typical communication system, energy will be consumed at every layer
during the communication process.
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Figure 3.4: Communication Conforming to OSI 7-Layer Model
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3.4.2

Abstraction Layers in NoC Communication

Inspired by the OSI 7-layer model, NoC researchers have proposed similar
layered stacks. Instead of seven layers, NoC design focuses mostly on five
layers, namely, application layer, transport layer, network layer, data link
layer and physical layer [45], [111].
Application Layer
For on chip communication, the functionalities of the three highest layers
in OSI model can be merged into this layer which comprises both operating
system and application software. One important feature of operating system
is dynamic power management which enables users (people or application
software) to control the power consumption via power management API.
Moreover, task mapping is performed at this layer for NoC based systems. Applications to be executed are often modelled as communication task
graphs which show the interactions and dependencies among tasks. There
are two types of dependencies, namely, control dependencies and data dependencies. Control dependencies mean that one task has to wait another
one to be finished first, while data dependencies indicate that one task has
to receive data from another one in order to be executed. The right side of
Figure 3.5 shows an example of communication task graph.

Figure 3.5: An Example of Task Mapping on NoC
After having the communication task graphs, tasks need to be assigned
to the PEs in order to be executed. The process of assigning and ordering
tasks and communication transactions to PEs and network resources is called
mapping. Mapping plays an important role in energy optimization since it
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can aﬀect the communication distance, delay and even the total execution
during of an application. Figure 3.5 illustrates the process of mapping tasks
to PEs on a NoC.

Transport Layer
In NoCs, the transport layer handles the establishment of communication
and delivery of messages using lower level layer. It also provides the traﬃc
control, i.e. the load of the network is detected and overload of the network
is avoided. By detecting and avoiding congestions, communication delay can
be reduced and thus the related energy consumption is optimized.
Another important role of this layer is decomposition of messages into
packets at the source, and reassembly at the destination. In NoC based
systems, packets must be ordered in sequence before they can be reassembled. The ordering of packets is associated with power cost. Another issue
is the packet size. Packet energy per hop increases with packet size, but at
the same time storage energy is reduced. The optimized packet size can be
found using system simulation at design time.

Network Layer
In NoCs, two of the most important power related issues are network architectures and routing algorithms.
Diﬀerent network architectures have diﬀerent characteristics in terms of
delay, throughput, power consumption, etc. Router architectures can be also
diﬀerent which largely aﬀect the network power consumption since routers
consume a great proportion of switching power as well as leakage power.
The impacts of network architectures will be further elaborated in Chapter
7.
As one of the most important design issue for NoCs, routing algorithms
have significant eﬀects on power consumption. A suitable routing algorithm
can not only reduce the communication delay which lower the consumed
energy but also avoid traﬃc congestion which alleviate the heat dissipation
challenge.
Figure 3.6 shows an example of how routing algorithms can aﬀect the
power consumption. Noxim is used to perform six sets of simulation on a 8x8
Mesh network. We use diﬀerent routing algorithms, namely, X-Y Routing,
West First Routing, North Last Routing, Negative First Routing, OddEven Routing and Fully Adaptive Routing, with the Poisson packet injection
rate of 0.01, in this experiment. The details of the routing algorithms and
parameter configurations are illustrated in [74].
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Relationships between Power and Routing Algorithms on 8x8 NoC
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Figure 3.6: Relationships between Power and Routing Algorithms

Data Link Layer
In NoCs, the purpose of this layer is to provide reliable information transfer
across the physical link. The layer has the functionality of transferring one
word of information from one node to a connected node without error. Since
the two connected units may work asynchronously, the data link layer also
has to take care of the hardware synchronization. The last responsibility
of the data link layer is the data encoding or data rate management for
controlling power consumption, etc.

Physical Layer
This layer is concerned with physical properties of the physical medium used
for connecting switches and resources with each other. In a NoC system, it
specifies voltage levels, length and width of wires, signal timings, number of
wires connecting two units, etc.
As at the data link layer, power consumption mechanisms on the physical
layer in NoCs are similar to those in conventional ICs. However, in NoCs,
the average lengths of links are expected to be shorter due to the avoidance
of long wires in NoC’s nature.
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3.5

Chapter Summary

In this chapter, we introduced the basics of energy eﬃciency in on-chip
systems, especially NoC based systems.
To better understand the concept, at the beginning of this chapter, we
explain the sources of power consumptions in digital circuits, as well as the
diﬀerences between power and energy.
Power challenges for NoC based systems are presented for processing
elements, communication and leakage consumption. Among these factors,
in this thesis, we put more emphases on the switching power consumed
during communication process and the leakage power consumption.
At the end of this chapter, we present the OSI 7-layer model which serves
as the fundamental of communication layers in NoCs. Then we discuss the
abstract layers in NoCs together with the power sources and optimization
techniques at each layer.
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Chapter 4

3D Computing Platform
Within the last 10 years it has been clear that Moore’s law can not be kept
by using only transistor scaling technologies. Therefore, 3D IC has become
an essential technology to design and construct more advanced microelectronic systems. Comparing with the System in Package technique where
diﬀerent chips are stacked vertically using oﬀ-chip signalling, 3D IC provides a single chip solution where the communication is achieved with only
on-chip links, both horizontally and vertically. The energy consumption in
a 3D IC is much lower than its 2D counterpart, thanks to the fact that oﬀchip communication and long wires are less utilized when components are
integrated more densely.

4.1

Development of Three Dimensional Circuits

The concept of 3D ICs was firstly introduced in the 1980s when scientists
projected that significant reductions in signal delay and power consumption
could be achieved by stacking multiple layers of electronic circuits vertically
[4]. A 3D IC is a chip where multiple layers of thinned-active 2D ICs are
stacked, bonded, and electrically connected with vertical communication
channels through silicon and oxide layers.
Among diﬀerent communication schemes, Through-Silicon Vias (TSVs),
which are the inter-layer connections, is widely regarded as the most appropriate communication solution in the 3D IC technology. A TSV is formed
by aligning, defining, and etching a cavity between two layers to expose an
electrode in the lower layer; lining the side-walls of the cavity with an insulator; and filling the cavity with metal or doped polysilicon to complete the
connection [75].
Figure 4.1 (a) illustrates an expanded view where a 3D IC consists of
2D ICs that are thinned, bonded together, and interconnected with TSVs
distributed within the planes of the 2D ICs. Thereafter, a cross-section of a
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Figure 4.1: A symbolic illustration of a 3D IC [75]
3D ring oscillator built with a fully depleted silicon-on-oxide technology is
presented in Figure 4.1 (b).

4.1.1

Stacking Approaches

When stacking vertical layers to form a 3D IC, there are mainly three different technologies, namely Die-to-Die (D2D) stacking [61], Die-to-Wafer
(D2W) stacking and Wafer-to-Wafer (W2W) stacking.
D2D stacking is a chip level integration approach where components
are built on multiple dies, which are then aligned and bonded. Vertical
connections in D2D stacking can be achieved using wire bonding as shown
in Figure 4.2 or TSVs as shown in Figure 4.3. One advantage of D2D
stacking is that each component die can be tested first, so that one bad
die does not ruin an entire stack. However, D2D stacking suﬀers from the
highest cost among the three approaches.
For wafer level stacking including W2W and D2W, the most commonly
used vertical interconnects are TSVs. In W2W stacking, two or more com40

plete wafers are stacked together and dies are extracted after the assembling.
This approach provides the highest process throughput. However, the extracted dies from diﬀerent wafers must have the same size which is hardly
the case in reality especially for heterogeneous integrations. Besides, the
assembly is ”blind” since chips cannot be tested before being assembled.
In D2W stacking, components are firstly implemented on two wafers. A
die is then singulated from one wafer and placed on top of another die which
is still a part of the other wafer. Comparing with W2W, D2W stacking allows testing dies individually before 3D assembly. This is also known as the
Known-Good-Die (KGD) assembly which provides better yield. Furthermore, it supports diﬀerent chip sizes on diﬀerent layers with heterogeneous
technologies.

Figure 4.2: 3D stacking using wire bonding [82]

Figure 4.3: 3D stacking using TSVs [12]
Due to the manufacturing cost consideration, W2W and D2W stacking
approaches are more commonly used in the current 3D integration processes.
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Table 4.1: Comparison of W2W and D2W stacking approaches [88]

Wafer and
die size
Throughput
Yield
Alignment
accuracy

Wafer-to-Wafer
Wafer and die must
have the same size
Wafer scale
Lower than the lowest
yield wafer
< 2µm global alignment

Die-to-Wafer
Diﬀerent sizes are supported
Die scale
KGD can be used to improve yield
≈10µm for > 1000dph,
< 2µm for < 100dph

A comparison of these two techniques are shown in Table 4.1.
As shown in Figure 4.4, apart from cost and testing considerations, the
choice of W2W or D2W also depends on two other key requirements of chip
size and alignment accuracy. When high precision alignment is required
in order to achieve high density vertical integrations, W2W is preferred by
performing a wafer level alignment while having an acceptable throughput.
W2W is also more appreciated when chip sizes get smaller [88].

Figure 4.4: The choice between W2W and D2W stacking approaches

4.2

Survey of 3D Architectures

Like in many other vertically stacked on-chip systems, diﬀerent layers in 3D
NoCs can be heterogeneous in terms of layout, functionalities, technology
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processes, digital/analog, etc. Diﬀerent layers are connected together by
communication channels which are implemented onto the routers.

4.2.1

Single Layer Circuit

Before introducing diﬀerent 3D IC architectures, it is worthwhile to examine
their predecessor which is still the major system component, namely, single
layer circuit. In this section, we focus on the router architecture as well as
crossbars for the later studies and comparisons.
Figure 4.5 illustrates the generic router architecture for 2D Mesh NoCs.
The core of the router is a 5 × 5 crossbar which connects input and output ports in five diﬀerent directions, namely, Local, South, East, West and
North. A pre-determined number of Virtual Channels (VCs) are implemented at the incoming ports of the router. In addition, a Virtual channel
Allocation unit (VA) is needed to arbitrate between all packets competing for
the same VC and choose a winner. The Switch Allocation unit (SA) then
arbitrates between all VCs requesting to access the crossbar. Thereafter,
the winning packet can traverse the crossbar and move to the corresponding output direction according to the routing decision made by the Routing
Computation unit (RC).

4.2.2

3D NoC-Bus Hybrid Architecture

The most intuitive implementation of 3D NoC is via the hybrid NoC-Bus
architecture. Among diﬀerent on-chip communication channels, bus architecture is one of the most mature technology with relatively low cost. This
method was firstly introduced in [55] where it was used in a 3D UNCA L2
Cache for CMPs.
Figure 4.6 illustrates the architectural view of 3D NoC-bus hybrid model
as well as the crossbar structure. Routers on the same layer are connected via
conventional 2D NoC, while routers on diﬀerent vertical layers are connected
via a number of buses. For each router, there are dedicated input and output
ports to the relevant vertical bus through which flits can be transferred to
other layers.
Despite the maturity of bus architecture, 3D NoC-bus hybrid model provides also lower area overhead for routers, as shown in Table 4.2. However,
since bus is a shared medium, it can only be used by a single flit at any
given time. As a result, this model suﬀers from a major drawback which is
that it does not allow concurrent communication in the third dimension.

4.2.3

Symmetric 3D NoC Architecture

Another 3D architecture is symmetric 3D NoC in which both intra- and
inter-layer data communication bear the same characteristic, namely, hop43

Routing Unit
VC Allocator

Control Logic

Switch Allocator
VC Identifier

…...

West

…...

North

…...

North

East

West

…...

East

South

Local

…...

South

5 X 5 Mesh Crossbar
Local

Figure 4.5: Router architecture for single layered Mesh NoCs
by-hop traversal, as shown in Figure 4.7. In this model, two additional
physical ports are added to each router to provide communication to upper and lower vertical layers. In addition, hardware modules such as the
associated buﬀers, arbiters (VC arbiters and switch arbiters) and crossbar
extension are also integrated into the routers.
The symmetric 3D NoC architecture outperforms NoC-Bus hybrid model
by its higher scalability for communication among diﬀerent vertical layers.
However, it suﬀers from two main drawbacks. Firstly, it takes more than
one clock cycle to transfer a flit from one layer to an non-neighbouring layer.
When there are a large number of vertical layers, it will take a correspondingly large number of hops for a flit travelling. Furthermore, each flit must
undergo buﬀering and arbitration at every hop, adding more overall delay
and power cost when moving upward or downward. Secondly, the sizes of
crossbars scale upward quickly with more input and output ports. In this
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Figure 4.6: 3D NoC-bus hybrid architecture
architecture, each router has a 7 × 7 crossbar which incurs higher area and
power consumptions. The comparison with other architectures is shown in
Table 4.2.

4.3

Change Function of 2D and 3D NoCs

The supplier-centric technology world is in crisis. The solution is to switch
the focus to a user-oriented model. When deciding whether to adopt a new
technology, users always have their weighing machines of perceived crisis
versus the pain of adoption. If the crisis is less than the perceived pain of
adoption, there will and should be no change. On the contrary, if the crisis
is greater than the total perceived pain of adoption, changes will and should
occur [21].

4.3.1

Overview

In the highly competitive IC industry, it is more than ever important to think
from users’ point of view before making major R&D decisions. Very often,
without rigorous consideration beforehand of the pain of adoption for more
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Table 4.2: Area and power comparisons of 2D NoC, 3D NoC-bus and symmetric 3D NoC architectures (with 90 nm technology and 50% switching
activity) [88]
Router Type
2D NoC
3D NoC-Bus Hybrid Model
Symmetric 3D NoC

Area Consumption
211705 µm2
284690 µm2
367890 µm2

Power Consumption
56.9668 mW
76.3205 mW
94.0159 mW

Figure 4.7: Symmetric 3D NoC architecture

advanced technologies, researchers find out that their brilliant inventions
have been abandoned by companies, or companies find out that their heavily
invested products have not turned into successes. In this thesis, we apply
the idea of change function into the area of NoC and discuss the choice of 2D
or 3D NoCs under certain requirements and situations. By using the change
function, decision makers or stakeholders will have a clear understanding
whether their expectations, especially business expectations, can be met by
changing the 2D NoC into 3D systems. The proposed change function for
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NoCs is shown in Equation 4.1
ϵ=

∑

ωi δi −

∑

ωj ζj

(4.1)

where δi is one of the advantages of 3D NoCs over traditional 2D NoCs,
ζj is one of the pains, ω is the weight of the corresponding factor which
is decided by business managers, and ϵ is the changing factor. When considering whether to implement NoCs in the 3D manner, designers should
have a clear view of their expectations Texp as the changing threshold. 3D
NoCs should be used only in situations where ϵ > Texp . To make diﬀerent
parameters comparable, the advantages and pains discussed in this thesis
are evaluated as the proportion of improvement or deterioration comparing
with the 2D designs.

4.3.2

System Performance

Throughput is one of the most important parameters when analysing different network topologies. It is a metric that quantifies the rate in which
messages can be sent across a communication network. The definition of
throughput is the average number of flits arriving per PE per clock cycle,
and thus the maximum throughput of a topology is directly related to the
peak data rate that a system can sustain. In NoCs, throughput is closely
related to two other parameters, namely, number of links (L) and average
number of hop counts (H).
The number of links for Mesh-based 2D and 3D NoCs are presented in
Equation 4.2 and Equation. 4.3, respectively.
L2D = 2NX NY − (NX + NY )

L3D = NX NY (NZ − 1) + NX NZ (NY − 1) + NY NZ (NX − 1)

(4.2)

(4.3)

where NX , NY and NZ are the numbers of routers in X, Y and Z dimension, respectively. Table 4.3 shows the number of links for diﬀerent
Mesh-based 2D and 3D NoCs, as well as the percentage increase by using
3D topologies.
With a larger number of links, a 3D NoC, comparing with its 2D counterpart, is able to contain more flits concurrently and therefore, transmit a
greater number of messages. Furthermore, it also provides more alternative
routing paths between PEs and thus is more fault tolerant in case of link or
router failures.
The average number of hop counts depends on the average distance between all pairs of routers in a network. Based on the assumption of uniform
random traﬃc pattern, Equation 4.4 and Equation 4.5 show the average
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Table 4.3: Number of links
2D NoC
8×8
8×8
12×12
18×18
27×27

3D NoC
4×8×2
4×4×4
6×6×4
6×9×6
9×9×9

L2D
112
112
264
612
1404

L3D
136
144
348
828
1944

Percentage Increase
21.43%
28.57%
31.82%
35.29%
38.46%

number of hop counts in Mesh-based 2D and 3D NoCs. In addition, as
shown in Equation 4.6 and Equation 4.7, the average number of hop counts
in 3D NoCs can be divided into two components, which are the horizontal
and vertical hop counts.
H2D =

H3D =

(NX NY − 1)(NX + NY )
3(NX NY − 1)

NX NY NZ (NX + NY + NZ ) − NZ (NX + NY ) − NX NY
3(NX NY NZ − 1)
H3D,H =

(4.4)

(4.5)

NZ (NX + NY )(NX NY − 1)
3(NX NY NZ − 1)

(4.6)

(NZ2 − 1)NX NY
3(NX NY NZ − 1)

(4.7)

H3D,V =

Table 4.4 shows the average number of hop counts for diﬀerent Meshbased 2D and 3D NoCs, as well as the percentage improvement by using 3D
topologies.
Table 4.4: Average Number of Hop Counts
2D NoC
8×8
8×8
12×12
18×18
27×27

3D NoC
4×8×2
4×4×4
6×6×4
6×9×6
9×9×9

H2D
5.33
5.33
8.00
12.00
18.00

H3D
4.44
3.81
5.17
6.87
8.90
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Percentage Improvement
19.70%
28.52%
35.38%
42.75%
50.56%

Having much smaller number of hop counts, 3D NoCs allow flits to traverse less number of stages between source and destination nodes than the
2D counterparts, which results in shorter communication delay and lower
power consumption. Moreover, with a lower hop count, a wormhole-routed
packet will utilize fewer links, thus leaving more free links to increase the
maximum sustainable traﬃc.
It is obvious from the previous two tables that 3D NoCs outperform the
2D counterparts from the topological point of view and under the zero-load
assumption. In practice, however, the system throughput and network delay
are also highly dependent on network congestion. In this thesis, we compare
three diﬀerent 2D/3D NoC topologies with the same amount of PEs, namely,
8×8 2D NoC, 4×8×2 3D NoC and 4×4×4 3D NoC. This comparison is
based on the assumptions that the 3D NoCs are fully connected and the
time distribution of traﬃc is the memory-less Poisson distribution. Five
diﬀerent packet injection rates have been used to show the global average
throughput and delay under diﬀerent network loads. From the results of the
comparisons as shown in Figure 4.8, it is clear that the performance benefits
are more obvious as the network load increases.
To summarize, the system throughput and delay are improved significantly as the number of vertical layers increases. There are other parameters
to evaluate the performance of diﬀerent NoC topologies such as path diversity. However, in this chapter, we only use network delay D to reflect the
performance improvement, as shown in Equation 4.8.
δdelay =

4.3.3

D2D − D3D
D2D

(4.8)

Power Consumption and Thermal Concerns

As discussed in the previous chapter, there are three power consumption
components for NoC based systems, namely, dynamic power consumption,
short circuit power and leakage power consumption, which can be calculated
by using Equations 4.9 - 4.11. Dynamic power consumption is the dissipated
power due to the charge and discharge of an interconnect and input gate
capacitance during a signal transition. Short circuit power is due to the
DC current path that exists in a CMOS circuit during a signal voltage
changes between Vgnd and Vdd . The leakage power is comprised of two
power components, the sub-threshold and gate leakage currents. The subthreshold power consumption is due to current flowing in the cut-oﬀ region,
causing Isub current to flow. The gate leakage component is due to current
flowing through the gate oxide, denoted as Ig [79].
2

Pdynamic = αf CVdd
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(4.9)

Throughput Comaprison between 2D and 3D NoCs
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Figure 4.8: Comparisons of throughput and delay between 2D and 3D NoCs

2

Pshort circuit

2

2

4αf Id0 tri Vdd ki hi
=
Vdsat GCef f i + 2HId0 tri hi

Pleakage = hi ki Vdd (Isub0 + Ig0 )

(4.10)

(4.11)

Comparing with 2D NoCs, 3D architectures are expected to consume
less power, especially dynamic power, due to the diﬀerence in circuit capacitance. In [112], authors compare ICs with diﬀerent number of layers using
diﬀerent technologies. Up to 20% power reduction has been shown using
35nm technology and with 4 layers. It is worthwhile to notice that there
is a limit on how much the reduction can be achieved by 3D integration.
Experiments show that integrating too many device layers may increase the
power consumption. Therefore, architectures of 3D NoCs should be carefully analysed to achieve the optimal power advantage (shown in Equation
4.12)
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δpower =

P2D − P3D
P2D

(4.12)

However, although 3D ICs may bring power advantages, heat dissipation
remains as one of the most critical concerns [53] [42]. In high-performance
2D ICs, for the communication components such as links and routers as well
as processing elements including computation units and memories, thermal
eﬀects can significantly impact both reliability and performance. This issue
is expected to be exacerbated by the reduction in chip size. Assuming that a
3D NoC generates the same heat as its 2D counterpart, the heat dissipation
and cooling are much more challenging due to its smaller footprint, less interlayer space, harder air circulation and higher power density. According to
our previous research in [110], without direct contact with heat sink, the
peak chip temperature of 3D design raises by 29◦ C comparing with the 2D
design, which is infeasible for many applications.
Therefore, higher cooling cost is required in 3D NoCs. This cost is determined by the cooling solutions and the thermal dissipation of the system.
In [113], a cooling cost model is proposed as
Ccool = Kc t + c

(4.13)

where Kc and c are the cooling cost parameters, and t is the temperature.
To conclude, 3D NoCs require more cooling cost than 2D NoCs, and the
negative factor is shown in Equation 4.14.
ζcool =

Ccool,2D − Ccool,3D
Ccool,2D

(4.14)

To alleviate the thermal challenge, we adopt a solution where processors
and cache are separated into diﬀerent vertical layers. With the current IC
technology, an increasing proportion of chip size is used by memories. Take
IBM Power7 processor [41] an example, even with 8 four-thread processing
cores, more than half of the die area is still attributed to the embedded L2
and L3 caches and memory controllers. Therefore, it is natural to apply
3D chip integration by partitioning all the processing cores to one layer and
other components to other layers. In consideration of heat dissipation, the
processor layer should be placed on the top layer which is close to the heat
sink. The detailed architecture design will be illustrated in Section 4.4.

4.3.4

TSV Analysis

Although providing the convenient communication links for layers in vertical
direction, TSVs suﬀer from severely increased yield loss. Due to the immature fabrication and bonding technologies [65], the failure rate for each TSV
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varies from 50 ppm to even 5% [16], with the current TSV process technology. At the same time, the number of TSVs increases dramatically as the
complexity of designs increase. In large scale 3D NoCs, thousands of TSVs
are required for a single layer [38]. Based on these two factors, the yield of
TSV can be calculated as
NT SV (NZ −1)

YT SV = (1 − f )

(4.15)

where NT SV is the number of TSVs per layer and f is the failure probability for one TSV.
Via basic calculations, it is obvious that the yield is too low in large scale
3D NoCs. A simple and commonly used solution to alleviate this problem
is redundant TSV insertion [38]. In this solution, m number of TSVs are
implemented for the same signal. Thus, the yield is increased to
YT SV

m NT SV (NZ −1)

af ter insertion

= (1 − f )

(4.16)

where NT SV remains the same as it is in Equation 4.15 since the number
of signals remains the same.
However, higher manufacturing cost is required by having a larger number of TSVs. There are three major tasks of 3D integration processing: the
first is TSV formation for vertical interconnects, the second is wafer thinning and backside processing, and the third is stacking of chips. These tasks
are major costs for processing a 3D wafer. It is shown in [101] that based
on IMEC 3D cost model, TSV processing cost is the dominating cost for a
3D wafer. Assuming a CMOS processing technology of 65nm with 200mm
silicon wafers, 46% to 65% costs are spent on TSV processing, with annual
production volume varies from 10,000 to 300,000 wafers respectively.
It is also important to note that the TSV process does not scale with
the CMOS technology. TSV diameters and pitches are two to three order of
magnitude larger than transistor gate lengths. When moving towards newer
technologies, the area cost for TSVs do not change. And to make it worse,
the percentage of area cost by TSVs will become more significant as the
feature sizes shrink.

4.3.5

Circuit-level Analysis

From the circuit-level point of view, the 3D integration technology reduces
both die area and the number of required metal layers, especially in large
scale systems. The estimation of die area is shown in Equation 4.17
Adie = Ng ∗ Ag

(4.17)

where Adie is the estimated die area, Ng is the number of gates, and Ag
is an empirical parameter that shows the proportional relationship between
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area and gate counts. In [29], based on the empirical data in the industrial
2
designs, the authors claim that Ag = 3125 × λ , in which λ is half of the
feature size for a specific technology node. In 3D ICs, since the gates are
distributed to several layers, the Ng of each layer is much smaller and thus
the die area is reduced significantly comparing with the traditional 2D ICs.
The number of metal layers depends on the complexity of the interconnect and size of the dies. A simple metal layer estimation model is proposed
in [104], deriving from the average wire length:
nw =

fg Rm Pw
ew d g

(4.18)

where fg refers to the average gate fan-out, Pw to wire pitch, ew to the
utilization eﬃciency of metal layers, Rm to the average wire length, dg to the
gate dimension, and nw is the estimated number of metal layers. According
to Donath’s model [28], the average wire length can be calculated by


2

Rm =

(p−0.5)

(p−1)
Ng
−1
1−4
9 1−N (p−1) (7 4(p−0.5) −1
g
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(p−1)

(p−1.5)

−

1−Ng

(p−1.5)

1−4

)

if p ̸= 0.5
(4.19)

(p−1.5)

1−4
(p−1) (7log4 Ng
1−Ng

−

1−Ng

(p−1.5)

1−4

)

if p = 0.5

where p is the ”Rent exponent” [18], which depends on the circuit topology.
However, this estimation equation suﬀers from two major limitations,
namely, the assumption of same utilization eﬃciency and wire width on
diﬀerent layers, and the lack of TSV area overhead consideration. In [29], an
improved 3D router model is proposed based on the wire length distribution
rather than average wire length. In this model, the available routing area
of each metal layer is estimated at first, and designers try to route as many
shorter interconnects as possible on lower metal layers. Table 4.5 shows the
estimated reduction in the number of metal layers by using diﬀerent gate
counts and number of layers.
It is obvious from Table 4.5 that the metal layer reduction is more significant as the design complexity increase. Considering the Moore’s Law, this
reduction will become increasingly valuable for IC manufacturers. Therefore, we include the metal layer reduction δM LR in the change function as a
positive factor.
δM LR =

N2DM L − N3DM L
N2DM L

(4.20)

where N2DM L and N3DM L refer to the number of metal layers in 2D and
3D designs, respectively.
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Table 4.5: The Estimated Number of Metal Layers in 65 nm Technology
[29]
Gate Counts
5M
10M
20M
50M
100M
200M

4.3.6

2D
5
6
7
8
10
12

2-layer 3D
5
5
6
7
8
10

3-layer 3D
5
5
5
7
7
9

4-layer 3D
4
5
5
6
7
8

Yield Analysis

The IC yield modelling has been under research for several decades. In
1960s, researchers proposed a simple but well-known Poisson yield model
for chip level yield analysis, using the chip area and defect density, as shown
in Equation 4.21 [71].
Y =e

−D0 A

(4.21)

where D0 is the mean defect density and A is the die area. This model
is based on the approximation of a binomial random variable by a Poisson
random variable and it is assumed that defects are uniformly distributed
over an entire chip.
However, this model tends to be overly optimistic and in reality, it can
rarely be used. In this thesis, we use the 2D yield model proposed in [70]
using a gamma function based distribution function, as shown in Equation
4.22.
Y2D = (1 +

D0 A2D −α
)
α

(4.22)

2

where the model parameter α = (µD /σD ) , which is an experimental
value depending on the complexity of the manufacturing process, can be
used to account for defect clustering. By varying α , this model covers the
entire range of yield prediction. For α = 1 the yield reduces to the Price
formula (exponential weighting), and for α = ∞ it becomes the simple
Poisson formula (no clustering).
A 3D yield model has been proposed in [69], as
Y3D = [1 +

D0 A2D
N
−α
(
+ Aoverhead )] YS Z
α NZ

(4.23)

where Aoverhead is the area overhead cost by 3D integration, and Ys is
the yield of single layers.
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In this thesis, based on this model, we use the models shown as Equation
4.24 and 4.25, to support wafer-to-wafer (W2W) and die-to-wafer (D2W)
stacking technologies, with the consideration of area costs for TSVs and
DFT.

YW 2W

= [1 +

D0 A2D
−α
(
+ AT SV + ADF T )] YT SV
α NZ

NZ −1

∏

Ys,W 2W,i (1 +

D0 ( AN2D
+ AT SV )
Z
α

i=1

YD2W

= [1 +

D0 A2D
α ( NZ

−α

+ AT SV + ADF T )]

YT SV

−α

)

∏NZ −1
i=1

(4.24)

Ys,D2W,i (4.25)

To summarize, due to more complicated manufacturing processes, the
yield of 3D NoCs are lower than that of 2D NoCs. Therefore, the yield
eﬀect in the change function is negative, as shown in Equation 4.26.
ζyield =
where Y3D can be either YW 2W
used.

4.3.7

Y2D − Y3D
(4.26)
Y2D
or YD2W , depending on the technology

Testing Costs

As the complexity of on-chip systems increase, the testing cost of chips has
become more significant. In this section, we quantitatively compare the
testing costs of 2D and 3D NoCs. The models and analysis are based on
the research results in [72] (for 2D designs) and [16] (for 3D designs). In
these papers, researchers focus on the analysis of general ICs. However,
since NoCs is a subset of general ICs, these models can be applied to NoCs
with little modification.
For both 2D and 3D NoCs, the total testing costs are calculated using
Equation 4.27.
Ctest = Cprep + Cexec + Csilicon + Cquality

(4.27)

Test preparation cost (Cprep )
Cprep represents all fixed costs of test generation, testing program generation,
and any design eﬀorts for test-related purposes including software systems.
For 3D NoCs, Cprep also includes the preparation cost for pre-bond testing
of TSVs. In this thesis, both W2W and D2W bonding are considered, which
results in diﬀerent cost models for 3D NoCs.
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With the assumption that the cost associated with tester program preparation is proportional to the cost of test generation, the preparation cost of
2D NoCs is calculated as

overall

Cprep,2D =
=

Ctest gen + Ctest prog + CDF T
Y2D

design
A

Rperson hour Ktest gen e
[(1 + β)
+ CDF T
Y2D
V
1

design ](4.28)

where Ctest gen is the test-pattern generation cost, Ctest prog is the testerprogram preparation cost, CDF T design is the additional design cost for DFT,
Y2D is the yield of 2D NoCs, Rperson hour is the cost of one person-hour for
test generation, V is the total number of ICs produced, Ktest gen is a constant
coeﬃcient, A is the die area, and β is a factor of less than 1 which models
the diﬃculty of translating test vectors to the tester’s format.
For 3D NoCs using W2W bonding, since no pre-bonding test will be
conducted, all of the cost factors should target at the whole chip, instead of
a single layer, as shown in Equation 4.29.
overall

overall

overall

Cprep,W 2W =

overall

Ctest gen + Ctest prog + CDF T

design

YW 2W

(4.29)

If D2W bonding is used, each layer will be tested before bonding, and
thus the cost model for test preparation changes correspondingly.
overall

Cprep,D2W

∑N −1
YN Cprep (N ) + i=1 Cprep (i)
=
YD2W

(4.30)

where Cprep (i) is the preparation cost for the ith layer and calculated
according to Equation 4.30.
Test execution cost (Cexec )
Cexec consists of costs of test-related hardware such as probe cards and the
cost incurred by testers.
(Chw + Ctester )
Y
The cost models of probe cards for 2D and 3D NoCs are:
Cexec =

Chw,2D = Chw,W 2W =
Chw,D2W =

Qprobe ⌈V /Nprobe lif e ⌉
V

Qprobe ⌈N V /Nprobe lif e ⌉
V
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(4.31)

(4.32)

(4.33)

where Qprobe is the unit price of a probe card and Nprobe lif e is the number
of ICs a probe card can test.
The cost of testers can be calculated as

Ctester

√
1 − βutil Kcap Kpins Aβdepr
= (γ +
)
βutil
Tsec per year Ttest

(4.34)

where γ is the cost ratio between active and inactive testers, βutil is
the tester utilization factor, Kcap is tester price per pin, Kpins relates the
number of pins to die area, βdepr is the annual depreciation rate, Tsec per year
is the number of seconds per year, and Ttest is the testing time. For 2D,
W2W and D2W bonding 3D NoCs, die area A is calculated as
A2D = AD2W (i) = A(i) + ADF T (i)
{
AW 2W (i) =

Ai ,
Ai + ADF T ,

if i < NZ
if i = NZ

(4.35)

(4.36)

where ADF T is the area cost for DFT purpose.
Silicon overhead (Csilicon )
Testing usually requires some extra circuits to be implemented on chips, and
therefore costs additional silicon area overhead. Equation 4.37 models the
silicon overhead for 2D, W2W and D2W bonding 3D NoCs.
Csilicon

Qwaf er
=
2
πRwaf er βwaf

overall

A
⌈ DF T ⌉
Y
die

(4.37)

where Qwaf er is the wafer cost, Rwaf er is the wafer radius, βwaf
the percentage of wafer area that can be divided into dies, and

overall

ADF T



ADF T,2D
= ADF T,2D

 2NZ −1
NZ ADF T,2D

f or 2D N oCs
f or W 2W bonding
f or D2W bonding

die

is

(4.38)

Imperfect test quality (Cquality )
There are several cost factors due to imperfect test quality, such as the loss
in profit from performance degradation, cost of test escape and the cost of
good dies being deemed faulty. In this thesis, however, only test escape is
considered. In [107], a model of test escape rate is modelled as
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Er = 1 − Y

1−f

(4.39)

where f is the fault coverage. This model applies for both 2D NoCs and
3D NoCs using W2W bonding. For D2W bonding, 3D NoCs, the model is
adapted as
Er,D2W = 1 −

NZ
∏

1−fi

Yi

(4.40)

i=1

The cost of testing due to imperfect test quality is then modelled as

Cquality = Er αescape (Cprep + Cexec +

Qwaf er
πRwaf er βwaf

⌈

2

die

A
⌉)
Y

(4.41)

To summarize, testing in 3D NoCs are more expensive than it is in 2D
architectures. Therefore, as shown in Equation 4.42, testing is regarded as
a negative factor in the change function.
ζtest =

4.3.8

Ctest,3D − Ctest,2D
Ctest,2D

(4.42)

Functional Integration

So far, we have analysed and compared 2D and 3D NoCs in terms of benefits,
including communication delay (δdelay ), power consumption (δpower ), area
consumption (δarea ), reduction in the number of metal layers (δM LR ), as
well as costs including cooling (ζcool ), TSV manufacturing (ζT SV ), yield
(ζyield ) and testing (ζtest ). Therefore, by integrating these factors, the change
function in Equation 4.1 becomes

ϵ = ωdelay δdelay + ωpower δpower + ωarea δarea
+ωM LR δM LR − ωcool ζcool − ωT SV ζT SV
−ωyield ζyield − ωtest ζtest

(4.43)

As mentioned in Section 4.3.1, only when the weighted sum of the percentage benefits and costs is larger than a user defined threshold Texp (or
simpler 0), is it worthwhile to adopt a 3D NoC architecture instead of its
2D counterpart. The reason for having this change function is to emphasize
that utilizing the latest technology is not without cost and thus designers
should always consider whether it is worthwhile to make the change. This
idea of assessing cost might not be new, however, how to quantify the tradeoﬀ between new technology and cost remains unsolved. To the extent of our
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knowledge, it is the first time that change function is applied in the field of
IC design.
Undoubtedly the following issues need to be clarified beforehand in order
to make the most accurate assessments. Firstly, for each factor, no matter
positive or negative, the weight needs to be decided according to the business
needs. It is very likely that for a certain factor, its weight varies in diﬀerent
circumstances. For example, the weight for power consumption in wireless
sensor networks would be larger than it is for basic home desktop computers.
Secondly, in this thesis, we are providing a list of factors as a reference
usage of change function, and thus it does not cover all the possibilities. For
instances such as military or aerospace electronics, the system reliability in
extreme situations should be considered carefully.

4.4

Case Study: 3D Integration with On-Chip
DRAM Memory

As explained in Section 4.3.3, 3D ICs suﬀer very much from the thermal and
heat dissipation challenges. Therefore, it is recommended to place processing
units on the top layer which is close to the heat sink and reserve other layers
for cache and memory which do not generate much heat. In this section,
a case study of 3D integration with on-chip DRAM memory is presented
which can serve as a guideline for future 3D on-chip memory. Comparing
with the traditional oﬀ-chip memory designs, 3D on-chip DRAM enables
significant power reduction since transferring a signal via on-chip links can
reduce its power consumption by 10 to even 100 fold [22]. Additionally,
shorter wires also reduce power consumption by producing less parasitic capacitance. Moreover, faster communication and higher system performance
shorten the processing time of an application, which further optimizes the
total consumed energy.

4.4.1

Introduction of 3D NoC with DRAM

Static Random Access Memory (SRAM) is widely used as on-chip cache for
CMPs. It uses bistable latching circuitry to store bits, avoiding periodical
refreshments. The circuits used to store one bit in a SRAM contain typically
six transistors. Unlike SRAM, Dynamic Random Access Memory (DRAM)
stores each bit by using only one transistor. Hence the storage density
is much higher. The main disadvantage of DRAM is its requirements of
periodical refresh processes to keep the leak charge of capacitors within the
accepted range. Thus, under the same technology era, the performance of
DRAM is lower than SRAM.
There is a significant concern for the memory bandwidth, especially with
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the growing number of memory requests as the number of cores increases.
In the era of Pentium 3 and 4, the processor has only one core (later versions
such as Pentium-D has two cores on one die), memory bandwidth requirement is thus not so critical. As the number of processor cores grows, the
requirement of memory bandwidth grows as well. As shown in Table 4.6,
Core 2 Duo doubles the requirement of memory bandwidth to fit the requests of two cores. The system performance will decline if the memory
bandwidth cannot sustain the growth rate requested by processor cores. By
plugging two identical DIMM modules on the motherboard, dual channel
can be configured to provide double bandwidth. In the dual channel, data
is transferred in a 128-bit flavour instead of conventional 64-bit in one cycle. Triple channel is introduced with DDR3 memory, providing 192-bit
data transfer in a clock cycle. Configured with triple channel PC3-8500
DDR3 memory, the maximum theoretical memory bandwidth for Intel Core
i7 980X is thus 25.6GB/s [43].
Table 4.6: Processor and memory bandwidth for one channel
Processor
Pentium 3
Pentium 4
Core 2 Duo
Core 2 Quad
Core i7 980X

Core
1
1
2
4
6

Typical memory
PC-133 SDRAM
PC-1600 DDR
PC2-3200 DDR2
PC2-6400 DDR2
PC3-8500 DDR3

Typical BW
1.066 GB/s
1.6 GB/s
3.2 GB/s
6.4 GB/s
8.5 GB/s

Increasing the memory bandwidth by using DDR4 seems to be a solution, quadrupling or even quintupling the number of memory channels is
another solution. However, as mentioned earlier, triple channel configuration requires at least three DIMM modules, which increases cost, fault rate
and power consumption. Another constraint is the pin count limitation. It
is predicted by the ITRS roadmap that pin count will increase by about
10% each year only, comparing with the number of cores that is expected to
double every 18 months [8].
Brian M. Rogers et. al. [83] developed a mathematical model to evaluate
the impact of memory bandwidth on CMP scaling in diﬀerent technologies.
However, the authors focus only on the theoretical studies in this work. In
[105], the organization and performance of 3D memory in NoC are analysed.
They assumed a simple NoC model with uniform random traﬃc and local
traﬃc. Gabriel H. Loh presented a novel 3D-stacked memory architecture
for CMP [59]. It is claimed that a 1.75× speed-up is achieved over previous approaches. Nevertheless the paper presumed a conservative quad-core
configuration.
In this section, we investigate the design of 3D NoC with memory on
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chip. Figure 4.9 shows an example of traditional oﬀ-chip memory design
for 2D NoC architecture. When reading data from or writing data to the
memory, a transmission delay is incurred. The delay for modern system is
usually hundreds of cycles (e.g. 200-300). Comparing with on-chip cache,
the oﬀ-chip memory is usually tens of times slower.

Core
Bus

Memory
Controller

Bus

DRAM
Module

Core

Figure 4.9: An example of 4×4 traditional NoC design using mesh topology,
memory controllers are on-chip, memory modules are oﬀ-chip.

4.4.2

Modelling of 3D NoC with DRAM Integration

It is expected that since the processors consume overwhelming majority of
power in a chip, stacking multiple processor layers could be unwise for heat
dissipation. As discussed in Section 4.3.3, heat dissipation is a major problem by stacking multiple processor layers even if processors are interlaced
vertically. For example, as shown in [110], without direct contact with heat
sinks, the peak chip temperature of 3D design may raise by up to 29◦ C
comparing with the 2D design, which is infeasible for some applications.
However, by stacking more memory layers instead of processor layers, the
thermal constraint is supposed to be alleviated. Gian Luca Loi et. al.
shows that, even for 18 stacked layers (1 of processors, 1 of cache and 16
of memory), the maximum temperature for a 3D chip increases only 10◦ C
comparing with 2D chip [60]. It is estimated that 15% lower core frequency
of a 3D chip could compensate the thermal drawback [60].
The floorplan of modern multi-core chips such as third-generation Sun
SPARC [97], IBM Power 7 [41], AMD Istanbul [6] show the possibility of 3D
NoC. The total area of Sun SPARC chip is 396mm2 with 65nm fabrication
technology. Scaled to 32nm technology, each core has an area of 3.4mm2 .
We simulate the characteristics of a 64MB, 64 banks, 64-bit line size, 4way associative, 32nm cache by CACTI [89]. Results show that the total
area of cache banks is 204.33mm2 . A cache bank, including data and tag,
occupies 3.2mm2 . We also simulate the characteristics of a 1GB, 8 banks,
32nm DRAM memory by CACTI [89]. It is revealed that the total area of
the memory is 212.79mm2 .
On account of the aforementioned analysis, we use a 3D NoC model
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based on 32nm fabrication technology, with one layer of processor, one layer
of cache and several layers of memory. In consideration of heat dissipation,
the processor layer should be on top of the chip (near heat sink). The top
layer is a 8×8 mesh of Sun SPARC cores. The cache layer has a 8×8 mesh
of cache banks. It is noteworthy that routers are quite small compared
with processors and cache banks, e.g. scaled to 32nm, a 7-port 3D router is
estimated to be only 0.096mm2 [76]. The total area of the chip is supposed
to be around 230mm2 .
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Figure 4.10: Schematic diagram of a 3D chip with multiple stacked layers.
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Figure 4.11: 3D NoC with one processor layer (Px), one cache layer (Cx)
and one memory layer, layers are fully connected by TSVs (not shown in
figure)
Figure 4.11 shows the aforementioned 3D NoC with three layers, however
more layers of memory can be stacked.
62

4.4.3

Experimental Setup

In this section, we present the experimental evaluation under diﬀerent memory configurations. Applications are selected from SPLASH-2 [108] and
PARSEC [11]. SPECjbb [91] and TPC-H [96] are used as synthetic benchmarks.
The simulation platform is based on a cycle-accurate 3D NoC simulator
which can produce detailed evaluation results. The platform models the
routers, horizontal links and vertical pillars accurately. The state-of-the-art
router in our platform includes a routing computation unit, a virtual channel allocator, a switch allocator, a crossbar switch and four input buﬀers.
Deterministic routing algorithm has been selected to avoid deadlocks.
Table 4.7: System configuration parameters
Processor configuration
Instruction set architecture SPARC
Number of processors
64
Issue width
1
Cache configuration
L1 cache
Private, split instruction
and data cache, each cache
is 16KB. 4-way associative,
64-Byte line, 3-cycle access
time
L2 cache
Shared, distributed in 64
nodes, unified 64MB (64
banks, each 1MB). 64-Byte
line, 6-cycle access time
Cache coherence protocol
MOESI
Cache hierarchy
SNUCA
Memory configuration
Size
4GB DRAM
Access latency
260 cycles
Requests per processor
16 outstanding
Network configuration
Router scheme
Wormhole
Flit size
128 bits
We use a 128-node network which models a single-chip CMP for our experiments. The 3D architecture in this paper has one layer for processors,
one layer for shared cache memories and five layers of DRAM memory (one
layer for logic) (for simplicity, Figure 4.11 shows only three layers). A full
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Table 4.8: Benchmark descriptions
SPLASH-2

PARSEC

SPECjbb

TPC-H

Standford’s benchmark suite of parallel
programs. Cholesky, FFT, FMM, LU,
Ocean, Radix, Raytrace and WaterNsq are used.
Princeton’s benchmark suite for
shared-memory computers based on
CMP. Swaptions, a workload that
employs Monte Carlo simulation to
compute prices; and x264, an application that encodes H.264 videos are
used.
SPEC’s standard Java server. Sun
JRE-SE 1.4.2 with 16 warehouses is executed.
TPC’s ad-hoc, decision support benchmark that examines large amount of
data, executes queries and gives answers to critical business questions.
MySQL v5.0.67 with 1GB of reference
database, query 1 is used.

system simulation environment with 64 processors and 64 L2 cache nodes
has been implemented. The simulations are run on the Solaris 9 operating system based on SPARC instruction set in-order issue structure. Each
processor is attached to a wormhole router and has a private write-back L1
cache. The L2 cache shared by all processors is split into banks. The size
of each cache bank node is 1MB; hence the total size of shared L2 cache is
64MB. The simulated memory/cache architecture mimics SNUCA [48]. A
two-level distributed directory cache coherence protocol called MOESI based
on MESI [77] has been implemented in our memory hierarchy in which each
L2 bank has its own directory. The protocol has five types of cache line
status: Modified (M), Owned (O), Exclusive (E), Shared (S) and Invalid
(I). Orion [102], a power simulator for interconnection networks, is used
to evaluate detailed power characteristics. A wormhole router is modelled
in Orion, with corresponding input/output ports, buﬀers and the crossbar.
Power consumption of routers is analysed. We use Simics [64] full system
simulator as our simulation platform. The detailed configurations of processor, cache and memory configurations can be found in Table 4.7. Workloads
used in this paper are shown in Table 4.8.
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4.4.4

Performance Evaluation

The normalized full system simulation results are shown in Figure 4.12 and
4.13. The evaluation is based on average link utilization and the number
of execution cycles. Since the interconnect network is consuming a significant proportion of NoC based system, reducing the link utilization is an
eﬃcient method for power optimization. Furthermore, lower link utilization
incurs lower risk of communication faults and thus improves the system fault
tolerance.
As is shown in Figure 4.12, our proposed design outperforms the traditional design in terms of average link utilization. Average link utilization is
calculated with the number of flits transferred between NoC resources per
cycle. Under the same configuration and workload, lower utilization means
mitigated network load, which is favourable. Buﬀers in the routers are major
consumers of static power consumption. Therefore, in networks with more
mitigated load and thus less required buﬀers, lower power consumption can
also be expected. Comparing with the traditional design, the average link
utilization for our proposed design is reduced by 10.25%, on average. FFT
and Cholesky have the most significant reduction of average link utilization,
13.34% and 12.81% respectively.
The results in Figure 4.13 show that our proposed design outperforms
the traditional design in terms of executed cycles under all workloads. On
average, our proposed design costs 1.12% less cycles than the traditional
design, and the cycle reduction reaches 2.29% for LU workload and 1.77% for
Radix respectively. The improvements of executed cycles can be interpreted
as the result of the increased memory bandwidth and reduced memory access
latency which commensurate with the number of memory accesses. The
improvement of executed cycles is less remarkable comparing with average
link utilization since local operations (e.g. core and cache) are not related
with network operations.

4.4.5

TSV Evaluation

Due to the aforementioned high cost of TSVs, it is crucial to analyse the
possible TSV deduction and the resulting impact on the system performance.
In this subsection, we compare three diﬀerent kinds of TSV configuration,
namely, full connection, half connection and quarter connection, as shown
in Figure 4.14 (for simplicity, only two layers are displayed).
The normalized average network latencies with diﬀerent number of TSVs
are shown in Figure 4.15. Not surprisingly, the design of full connection
outperforms others in terms of network latency. The improvement is more
notable in Cholesky (chol), FMM and TPC-H benchmarks, with 9.69%,
8.04% and 8.8% reduced latency, respectively, compared with the quarter
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Figure 4.12: Normalized average link utilization with diﬀerent configurations

Figure 4.13: Normalized executed cycles with diﬀerent configurations

design. This is primarily due to the reduced hop count of processor-cache
data access in the full pillar connection than the other designs. We notice
that performance diﬀerence for some of the applications, e.g. FFT and
Radix (radi), is not that significant, the network latency is reduced by 1.09%
and 2.93% respectively comparing with the quarter design. The reason is
that, these applications have a lighter network load compared with the other
applications. On average, compared with the quarter design, the network
latency is reduced by 5.24% and 2.18% for full and half designs, respectively.
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Figure 4.14: 3D NoCs with diﬀerent number of TSVs
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To summarize, considering the relatively small impact on the network
latency, quarter connection should be used in applications which are not
performance-centered. According to our previous research in [109], the
placement of quarter connection TSVs shown in Figure 4.14 is the optimal
solution.

4.5

Chapter Summary

Three dimensional architecture is widely regarded as the trend of future
computing platforms. By stacking and connecting multiple vertical layers, it
enables higher integration density, smaller footprint, shorter communication
delay, higher bandwidth, heterogeneous integration, etc. Moreover, thanks
to the avoidance of long wires and reduction of oﬀ-chip communication, 3D
NoCs provide higher energy eﬃciency comparing with their 2D counterparts.
In this chapter, we firstly present diﬀerent stacking approaches with their
pros and cons followed by the survey of two main 3D NoC architectures. Al67

though 3D NoCs outperform 2D designs from many aspects, the benefits do
not come for free. Therefore, we introduced the concept of change function
for the choices of 2D and 3D NoCs which provides system designers and
stakeholders a tool to quantify the feasibility of using 3D architecture in
their NoC based systems. While illustrating the change function, we elaborated several key factors with the comparisons between 2D and 3D NoC
architectures.
At the end of the chapter, a case study of 3D integration with onchip DRAM memory is presented where processing units and memories are
placed separately on diﬀerent layers to alleviate the thermal challenges. In
our study, we have shown that the 3D on-chip DRAM can significantly
improve the system performances as well as energy consumption. Since
the implementation of TSVs on 3D NoCs is costly, we have proposed a
quarterly-connected TSV insertion architecture. Comparing with the fullyconnected designs, the proposed method has much lower implementation
cost and higher yield, with little performance loss.
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Chapter 5

Agent based System Design
In this chapter, a hierarchical agent based NoC design approach with dynamic on-line services is proposed. It enables the system to autonomously
adjust itself in order to achieve high energy eﬃciency as well as system reliability. Agents are functional units that monitor and control the NoC based
system at diﬀerent hierarchical levels, i.e., from cell level up to the whole
system level. This architecture aims at the enhancement of the system performance in both power consumption as well as fault and variation tolerance
aspects. It also provides a wide design and synthesis space for the realization
of agents at each level.

5.1

Background of Agent based System

Considering the dynamic nature of the network traﬃc, run-time optimization techniques are most favourable in order to achieve maximum power
eﬃciency, fault/variation tolerance and system flexibility. The demand for
eﬃcient system optimization while maintaining system scalability and low
overhead brings in a trade-oﬀ between distributed and centralized monitoring. On one hand, local circuits need to be provided with distributed monitoring modules in order to achieve higher self optimizing and correcting eﬃciency. For urgent monitoring services, the distributed architecture not only
enables the local agent operation at fine granularity, but also shortens the
distance between agent modules and the monitored targets. Moreover, since
the communication occurs only locally, this solution also prevents the potential communication bottleneck in the network. On the other hand, however, despite the system size, centralized monitoring is still an indispensable
complement to localized monitoring schemes. Theoretically, a centralized
monitor, with the knowledge of all on-chip resources, is able to coordinate
and balance the functioning of all components with the aim of optimizing
the overall system performance. In practice, for example, a single processing
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Figure 5.1: Dynamic and sub-threshold leakage power components for a
fixed operating frequency [46]
unit for dynamic testing operations and a global level scheduler was adopted
in [94] for better controllability thanks to the information stored centrally.
For either distributed or centralized monitoring scheme, the energy eﬃciency
of monitoring services should be maximized.
For a digital circuit, it is possible to trade-oﬀ dynamic power and subthreshold leakage by balancing between VDD and Vt to maintain performance
[46]. Figure 5.1 shows theoretical curves for power versus supply voltage,
where the Vt is implicitly adjusted to maintain a fixed frequency. The total
power is the sum of the dynamic power curve and the leakage power curve
and the minimum operating power corresponds to the VDD choice where
the slope of the two curves are opposite in sign but equal in magnitude.
Therefore, run-time monitoring techniques can be used to keep the total
power consumption near the optimal energy point.

5.2

Hierarchical Monitoring Agents

One of the key contribution of NoC architecture is the separation of computation and communication phases. In the proposed design method, as shown
in Figure 5.2, a third phase which we call autonomous phase is added onto
the NoC platform. It is implemented using a hierarchical monitoring agent
based approach. The autonomous phase interacts actively with system resources including routers, links which are parts of the communication phase
as well as processing units, memories, etc. which are within the computation
phase.
Monitoring aware NoC design has been discussed in [20] where monitoring services are provided by monitoring agents distributively implemented
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Communication

Figure 5.2: Autonomous phase in NoC designs

across the NoC platform and agents oﬀer services on the same level. The
major constrain of this approach is that it can only utilize either global or
local information, but not both of them at the same time, which is desirable in large scale NoCs. Therefore, in this thesis, we propose hierarchical
monitoring agent architecture to perform optimization at diﬀerent levels.

5.2.1

Agent Hierarchy

There are four levels of agents in the proposed NoC architecture, namely,
application agent, platform agent, cluster agent and cell agent, as shown in
Figure 5.3. The application agent is the top level agent and thereby unique
in a NoC platform. It is a software module capturing the application functionality and run-time performance requirements and constraints. Another
unique component in a NoC is the platform agent. Based on the specification from the application agent and resource availability, the platform agent
(re)configures both the network and Processing Elements (PEs). The entire
NoC is divided into a number of clusters, each of which is monitored and
controlled by a cluster agent. A cluster is a group of PEs with accompanying
components such as caches, scratchpad memories, switches, links, etc. It is
logically divided into cells which are the basic units in our architecture, consisting of a PE, a switch and the corresponding links. The cells are equipped
with their own local monitors, the cell agents, which trace and adjust the
local circuit conditions.
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5.2.2

Hierarchical Monitoring Approach

The proposed architecture highlights hierarchical approaches to various monitoring services. By the joint eﬀorts of all levels of agents, the agent based
NoC is able to monitor the real-time performances and thus autonomously
adjust system parameters and operations in order to optimize the energy
consumption and improve system robustness.
Before execution, the platform agent configures the network based on
the initial application requirements with power and performance awareness
[39]. A number of resources are reserved as spares in case of component
failures. The initial configuration is enforced from the platform agent to the
cluster and then cell agents.
After the application starts running, the cell agents are tracing their
local circuit conditions, such as current (including leakage current for idle
components), workload, and any faults or failures (for instance a link failure
or a malfunctioning processing unit). Cell agents attempt to fix the errors if
feasible (for example by retransmission in case of transient crosstalk-induced
error [54]). The traced circuit conditions along with not-yet-solved failures
are sent to cluster agents which attempt to adjust the cell settings based
on these information. For instance they may scale the voltage supplies of a
certain cell (commonly known as DVFS) or the threshold voltage by using
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Adaptive Body Biasing (ABB) [67]. If a component has failed to work, they
will acquire spare components and configure them into the cluster. Cluster
agents send cluster performance to the platform agent. The information
concerning cluster performance is represented at a coarser granularity than
those sent between cluster and cell agents, for example, the power consumption of the cluster, or average network workload within the cluster,
the error rate of the cluster. Based on these information, the platform
agent may reconfigure the system, for instance assigning more spares into a
failure-prone cluster, or scale down the voltage and frequency of a cluster
with overwhelming power consumption. The overall system performance including the network throughput and power consumption, is reported by the
platform agent to the application agent, which may modify the real-time application requirements. Figure 5.3 illustrates these hierarchical monitoring
interactions.

The hierarchical agent-based monitoring approach is distinctive as being
scalable and implementation-flexible for any-sized NoCs. The distributed
cell agents, as physically adjacent to the functional units and exclusively
responsible for local monitoring, can provide fast and fine-grained monitoring services to local circuits. The cluster agents are exclusively responsible
for their own clusters, thus cluster-level monitoring is still low-latent and
requires limited amount of processing capacity. The platform agent, though
monitoring the whole system, only handles the resources at a coarse granularity. For instance, in terms of fault-tolerance, only errors which can not
be fixed by low-level agents are reported to and handled by the platform
agent. In this manner, no communication or processing bottleneck will appear in the large-scale platforms. The supervision of higher level agents over
lower-level ones ensures the optimal overall system performance. Hierarchical monitoring approach also provides a wide design and synthesis space
for implementing various management algorithms and circuits. Low-level
circuit optimization methods, such as power or clock-gating can be implemented as dedicated circuits triggered by cell agents. High-level component
management methods, such as DVFS or ABB, can be enforced by cluster
level agents. Low-level circuit optimization should be simple in terms of synthesis to oﬀer fast operation with small overhead. High-level operations can
require more processing power since they are typically much less frequent
than low-level operations. As the highest-level monitor, the platform agent
configures the system with optimal general settings, for instance, an appropriate network connection to reduce inter-cluster communication. Thanks
to the monitoring agent hierarchy, various optimization methods can be
implemented eﬃciently with diﬀerent design and synthesis constraints.
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5.2.3

Implementation of Agents

Figure 5.4 illustrates the mapping of hierarchical agents on a tile-based regular Mesh NoC structure. The size and number of clusters and the location
of the cluster agents are all application and platform dependent choices. In
this example, we divide the platform into four clusters, each of which is
a 2 × 2 Mesh network. The cluster agents are placed on the lower right
switches within the cluster. As mentioned earlier, the basic monitored units
are cells which are comprised of a PE, Network Interface (NI), switch and
the corresponding links. It is intuitive to allocate a cell agent for each cell
by sharing the physical area of the PE. Other cell level monitoring units
may be allocated at other particular places within a cell, such as power gating sleep-transistors on the links. The cluster agent is allocated at a fixed
position which is decided at the design time. Since a cluster agent has more
sophisticated functionality and controlling algorithms than a cell agent, it
requires more resources such as area, power, communication bandwidth,
etc. Therefore, a cluster agent replaces one of the PEs in the cluster. To
minimize the communication latency and balance the workload of the system, the platform agent and application agent which monitor and control
over the whole system are located at the geographic center of the platform.
In order to oﬀer scalability for extremely large scale NoC systems, clusters
can be further divided into hierarchical sub-clusters and similar monitoring
functional partition can be applied.

5.3

Communication Scheme

Communication plays an increasingly important role in modern on-chip systems. In the proposed agent based architecture, besides computational data
communication, the monitoring information as well as controlling signals
need to be transferred among agents and processing units. Therefore, in this
section, three diﬀerent monitoring communication schemes are proposed,
analysed and compared.

5.3.1

Monitoring Communication Interconnect Alternatives

Agents exchange monitoring information with their higher or lower level
counterparts as illustrated in Figure 5.4. The monitoring communication
needs to be reconfigurable so new cells can be incorporated to certain clusters at the run-time. Some conventional interconnection does not support
reconfiguration (for instance, the star-like network as in Figure 5.5). In
this chapter, we consider three interconnect alternatives which all support
run-time reconfiguration but have diﬀerent area, energy and latency overheads. Throughput is not a prioritized design constraint, since the monitor74
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Figure 5.4: Hierarchical agent implementation on NoCs

ing communication is low in data volume ([19] reports 8% and 5% debugging
monitoring traﬃc overhead for two streaming applications).
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Figure 5.5: Star-like monitoring interconnect architecture
The first alternative is to realize monitoring communication as Time Division Multiplexing (TDM) based virtual channel upon existing links. This
option not only incurs design complexity in virtual channel arbitration and
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Figure 5.6: Unified dedicated monitoring interconnect architectures

allocation, but also increases the switch latency of both monitoring interconnect and data communication. The virtual channel arbitration and allocation also incur energy overhead. Wiring overhead, however, is kept to the
minimum though the switch area is moderately increased.
The second alternative is to adopt a unified dedicated monitoring network for monitoring communication, as shown in Figure 5.6. It is called unified since monitoring communication between both cluster-cell agents and
platform-cluster agents is transmitted on the same dedicated network. This
option utilizes more wiring resources but simplifies the switch arbitration
between data and monitoring communication, thus reducing the communication energy and latency.
The third alternative is to adopt separate dedicated monitoring networks
for monitoring communication as shown in Figure 5.7. Comparing with the
unified monitoring network, this option adds another network connecting
the single platform agent to a small number of cluster agents. As a result,
the communication between platform and the cluster agents is simplified
with very limited wiring overhead.
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5.3.2

Performance Analysis

To quantitatively compare the implementation overhead of three monitoring
interconnect architectures, we model a network similar to the TeraFLOPS
processor in 65nm technology. The network has 8 × 8 processing elements
mapped on a regular tile-based Mesh topology. We assume input-buﬀered
pipelined switches with the structure suggested by [80] with matrix crossbar
[103]. For TDM channels, each input buﬀer is 4-flit long while the unified
separate network has 2-flit-long input buﬀer considering the higher traﬃc
load of data communication. The other dedicated network for communication between cluster agents and the platform agent assumes no buﬀer since
the traﬃc on this network is exclusive and infrequent. The arbitration assumes wormhole routing. NoC links are modelled as segmented wires with
drivers and evenly inserted repeaters 1 . Data links are 32 bits wide and 2
mm long 2 , and dedicated monitoring link is 8-bit wide and equally long.
Figure 5.8 shows an example of how platform agent, cluster agents and cells
(with cell agents) can be placed in a NoC based system where all clusters are
of rectangular shapes and the platform agent has the same distance to the
cluster agents. The whole NoC system is assumed to be mesochronous with
network frequency as 1GHz and the supply voltage as 1V. When applying
the agent based architecture to NoCs, it is important to notice that the
number of clusters and placements of agents are design phase considerations
and thus should not be restricted to the configuration in this example.
We estimate the area and energy overhead of switches by simulating
with Orion [102]. The switch latency is estimated based on the results from
[80]. The wires are modelled and simulated by Cadence. The Orion simulator does not produce result for 65nm technology directly, thus we apply
scaling factors (based on [33]) to the result of 70nm technology simulation
using Orion. The scaling factors for energy, area, and latency are 0.86, 0.86
and 0.93 respectively. The energy of wires are simulated by Cadence. The
latency in the switch buﬀer assumes an average 50% occupancy ratio.
Latency
The latency is calculated in cycles considering the longest distances between
the platform agent and a cluster agent and between a cluster agent to one
of its cell agent. From Figure 5.8, we see that both distances are at maximum 4 hop counts with minimal routing. The wire latency is simulated
to be 198ps, and each pipeline stage latency in switches is estimated to be
lower than 300ps ([80], assuming an FO4 inverter delay to be 15ps in 65nm
1

wire width: 210nm; spacing: 210nm; repeater interval: 0.25mm; repeater size: 10x
minimal inverter size; driver size: 12x.
2
TeraFLOPS uses 2mm × 1.5 mm tiles, while we simplify the tiles to be 2 mm × 2
mm squares
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technology). With 1GHz frequency, each link and one router pipeline stage
( virtual channel allocation, routing and decoding, crossbar traversal) take
1 cycle delay. Table 5.1 summarizes the latency comparison for monitoring
communication in each interconnect architecture.
Table 5.1: Latency comparison of three monitoring interconnect architectures (network working at 1GHz)
Interconnect Architecture
TDM-based
Unified
Dedicated
Network
Separate Dedicated
Networks

Delay (cluster ↔ cell
agents)
24 cycles
16 cycles

Delay (platform ↔
cluster agents)
24 cycles
16 cycles

16 cycles

8 cycles

Energy Consumption
The energy is calculated by the amount of energy consumed by a 8-bit flit (as
we assume dedicated monitoring networks are 8-bit wide) traversing on the
longest paths between the platform agent and a cluster agent, and between
a cluster agent to one of its cell agent ( 4 hop counts as in Figure 5.8 with no
misrouting). Table 5.2 summarizes the energy consumption for monitoring
communication in each interconnect architecture.
Table 5.2: One-flit monitoring communication energy of three monitoring
interconnect architectures (network working at 1GHz)
Interconnect Architecture
TDM-based
Unified
Dedicated
Network
Separate Dedicated
Networks

Energy (cluster ↔
cell agents)
12.92 pJ
5.40 pJ

Energy (platform ↔
cluster agents)
12.92 pJ
5.40 pJ

5.40 pJ

2.31 pJ

80

Area
We analysed the total wiring and switch area for each interconnect architecture with 65 nm technology. Having more dedicated links involved, it is to
our expectation that the separate dedicated network will consume more chip
area. To illustrate the geographical impact of these interconnects, the area
costs are then calculated as percentages of a TeraFLOPS chip (275mm2 ).
Table 5.3 shows the results of analyses.
Table 5.3: Area overhead of three monitoring interconnect architectures
Interconnect Architecture
TDM-based
Unified
Dedicated
Network
Separate Dedicated
Networks

5.3.3

Area (mm2 )
7.44
8.95

Percentage (of a chip
area)
2.71
3.26

9.11

3.32

Design Trade-oﬀs

The figures show that separate dedicated monitoring networks are the most
energy-eﬃcient and low-latency interconnection for monitoring communication. Compared to TDM-based interconnection, it reduces the latency by
66.7% and energy consumption 82.1% for the communication between the
platform and cluster agents, while achieving the same latency and energy
eﬃciency as unified dedicated network for the communication between the
cluster and cell agents. However there is area penalty involved: the area
overhead is increased from 2.71% to 3.32%. Nonetheless the wiring area
overhead has become less of a design constraint as multi-layer fabrication
process provides quite abundant wiring potential for on-chip systems [106];
TILE64 processors incorporate 5 physically separate networks, each of them
being 64-bit wide). As transistor feature sizes continue to decrease in the
foreseeable future, the separate monitoring networks will provide the most
optimal trade-oﬀ exploiting the on-chip wiring resources while minimizing
the more critical power consumption and global interconnect latency.

5.4

Fault and Variation Tolerance

To reduce the energy consumption of electronic systems, techniques such
as shrinking of the feature size and decreasing of the supply voltage are
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often used which, however at the same time, aﬀect the reliability of NoC
based systems by exposing them to diﬀerent faults of permanent, transient
or intermittent nature. Short circuit, for example, is more commonly found
in circuits with small feature size, which can cause not only performance
degradation but also excessive power consumption.
Among the failure mechanisms, we can enumerate factors such as crosstalk,
electro migration, electromagnetic interference, alpha particle hits, and cosmic radiation [31]. These phenomena and system variations can change the
timing and functionalities of the NoC fabrics and thus degrade their QoS
or, eventually, lead to failures of the whole NoC-based system. Providing
resilience from such faults and other PVT (process, voltage, temperature)
variations is mandatory for the NoCs.

5.4.1

Overview

The proposed monitoring agent based architecture can provide the fault or
variation tolerance for NoC based systems, by the joint eﬀort of all levels of
agents.
This hierarchical approach provides eﬃcient and flexible diagnostic services against most of the failures and errors. For permanent faults such
as malfunctioning processors or failing links, the corresponding agent will
report the failure together with its type to the upper level agent. The latter
will then allocate new resources or reconfigure the network to the best of its
authority. If an agent itself is faulty, the fault will be detected when it does
not send any performance or fault report to its higher level agent within a
predefined due time. Transient failures, as aforementioned, will be handled
by local agent with best eﬀorts. An example of how the proposed approach
helps NoC based systems to recovers from faults is shown in Section 5.4.2.
Besides failures, performance degradations can also be detected and handled by the proposed agent architecture. Each level of agent traces the performance and reports it to the higher level agent. Corresponding actions will
be taken when the monitored performance is not satisfactory or beyond the
predefined range. Typical actions include replacing the poorly functioning
processors, adding more processing elements, speeding up the circuits by
increasing supply voltage or frequency, etc. In an extreme situation where
the whole system cannot any more meet the performance requirement by
all means, the application agent will then interact with external system or
operator to acquire more resources or even modify the application specification.
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5.4.2

Case Study: 64-point FFT/IFFT

The Fourier Transform is one of the most important mathematical transforms with many applications for system analysis, communication technologies, signal processing, etc. It expresses a mathematical function of time as a
function of frequency, known as its frequency spectrum. The most common
and eﬃcient Fourier Transform algorithm for digital signals is Fast Fourier
Transform (FFT) which is extensively used in multimedia and wireless communication chips. The Inverse Fast Fourier Transform (IFFT), on the other
hand, inverts the FFT process and turns the frequency back to time representative of signals. Both FFT and IFFT can exploit multiple levels of
parallelism and pipelining, and thus are suitable for NoC based multi-core
systems.
Figure 5.9 shows a case study where we focus on the functions of agent
hierarchy to flexibly provide the trade-oﬀ on a fault-tolerant NoC platform
with a pool of DSP processors divided into clusters. A simplified IEEE
802.11a MIMO-OFDM system FFT-component is mapped with diﬀerent
FFT architectures to illustrate how faults are tolerated and performance
requirements can be met. The number of functioning cells and mapping
are application dependent choices. In order to replace the faulty nodes,
redundant hardware (in this example, 30% of the cells) is initially left as
spare cells on the NoC based system. Reconfiguring faulty NoC simply
needs to move processes from faulty cells to functioning spare ones. The
spare cell pattern in this study is designed for the easy reconfiguration, as
every functioning cell has a spare cell in its neighbourhood.
We assume that all processing elements in the platform are DSPs operating at 600 MHz clock frequency. The complex multiplications of the 64point FFT/IFFT computation are assumed to take 6 clock cycles. Another
assumption is that the on-chip communication is not limited by link bandwidth during the run-time. The data samples in this case study are 16 bit
wide. Two architectural alternatives are used in mapping the FFT/IFFT.
The first architecture is ”A novel pipelined FFT architecture for double-rate
FFT” illustrated in [57], which requires less computational resources. The
other alternative is ”R22SDF” proposed in [35] which explores more parallelism (thus finishing faster) while using more processors. The case study is
simulated by Matlab/SimuLink.
As shown in Figure 5.9, there are three final phases of configuration. The
top most Figure 5.9 (a) shows that when the system is configured with a
double-rate 64-point FFT/IFFT architecture ([57]), the computation takes
6 processors and 8 µs. The platform agent can (re)configure the computational resources when needed. If some components fail, the platform agent
will replace them with spare processors and reconfigure the network. As
shown in Figure 5.9 (b), two faulty nodes have been detected and a new
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data path is then configured to bypass them by utilizing one of the spare
nodes. Another case is that when the application agent specifies tougher
timing constraints, the platform agent may utilize more available resources
to achieve another performance/cost trade-oﬀ. Figure 5.9 (c) describes the
performance enhancement after network remapping with architecture alternative as in [35]. The platform agent now allocates another 10 processors
and in return, the computation time is reduced to from 8 to 3 µs (spare ones
in the data flow are only bypassed, not used in computation).

5.5

Chapter Summary

In order to achieve high energy eﬃciency, a hierarchical agent monitoring
architecture with desirable scalability and design flexibility for future large
scale NoC systems is proposed in this chapter. With an extra monitoring
layer comprised of four levels of agents, the system is potentially able to
achieve maximized eﬃciency with on-line monitoring services. This chapter
also elaborately explains the hierarchical monitoring approaches enabled by
the interactions of all levels of agents, and examines the design alternatives
for energy optimization of diﬀerent granularities as an example of flexible
functional partitions among agent levels. Quantitative analysis for agent interconnection alternatives suggests reasonable trade-oﬀs between area, energy and latency overhead, and motivates separate dedicated monitoring
networks for inter-agent communication.
Furthermore, by using a case study of 64-bit FFT/IFFT implementation,
we have shown that the proposed architecture is capable of providing power
and variation tolerance which not only enhance the system reliability, but
also improve the energy eﬃciency. This work demonstrates the potential
and feasibility of multi-level on-line monitoring layer upon the overwhelming amount of on-chip resources, which provides a great diversity of design
options in a scalable manner.
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Chapter 6

Dynamic Voltage and
Frequency Scaling
To achieve maximum energy eﬃciency, run-time power management with
various Dynamic Voltage and Frequency Scaling (DVFS) techniques is analysed on the hierarchical agent based NoC platform. Conventional power
monitoring techniques can be flexibly incorporated into the functions of
specific levels of agents. Network condition is observed by the agents at
the run-time, and the power supplies are adjusted at diﬀerent granularity
accordingly. This chapter presents the system architectures of two adaptive
schemes, together with eﬃcient and feasible algorithms.

6.1

Run-time Power Optimization

As presented in the previous chapter, the three phases in the hierarchical
agent based NoC systems are also three energy consumers, namely, computation, communication and agent optimization. The energy overhead of
the agents can be minimized by using the proposed communication and implementation architecture. Although both computation and communication
energy can be reduced with the agent based design approach, in this thesis, we focus mainly on the communication architecture due to its rising
importance.
Considering the dynamic nature of the network environment, run-time
power optimization techniques are most favourable in optimizing the energy consumption. For energy constrained systems, a wide range of eﬀorts
have been made to minimize the energy consumption under diﬀerent QoS
requirements, with average packet latency as one of the essential metrics
for best eﬀort service. DVFS is one of the most widely used methods. The
key idea behind DVFS technique is to dynamically scale the supply voltage and frequency of the processing cores to provide just-enough system
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performance to process the system workload while meeting the time and
throughput constrains, and thereby, reducing the power consumption [17].
In the proposed design approach, power monitoring schemes utilize dynamic energy-performance trade-oﬀ, based on the observation and adjustment of network load, quantified by the percentage of buﬀers occupied in
interconnections. Initially proposed in [56], the buﬀer load of each node
is collected by controllers, which configure proper level of voltage and frequency based on the network condition. Based on the assumptions of using
65 nm technology and each direction has two-it (each as 64-bit wide) input
buers for each virtual network, Figure 6.1 illustrates the relation between
latency and buﬀer load in an 8×8 network with store-and-forward switching and deterministic routing. Packets are injected into the network using
uniform random pattern. With lower frequency and voltage, the latency
gradually increases until the network saturates. After that, the latency becomes unboudedly high due to the accumulation of queuing time in the
buﬀers. Therefore, although the supply voltage is lower, the total energy
consumption will increase dramatically because all the resources are fully
loaded with network traﬃc. Based on this observation, the system can be
configured to adaptively trade-oﬀ performance and energy by setting a desirable traﬃc load.

Figure 6.1: Adjustment of transmission latency by observing traﬃc load
(8×8 mesh network, uniform traﬃc)
In hierarchical agent-based system, specific level of agents will take the
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responsibility to perform the energy-performance trade-oﬀ. The exact algorithm with the desirable traﬃc load is determined by the designer and
programmed into the function of corresponding agents. Such settings can
be reconfigured as required by the application or platform agent.

6.2

Island based DVFS

Voltage and frequency island based approach is a coarse-grained architectural method to improve energy eﬃciency by exploiting the spatial variation
of workloads. Combined with DVFS, island-based architecture addresses
both the spatial and temporal variations of data communication in on-chip
networks.
In hierarchical agent-based NoC, island-based DVFS can be integrated
into the functional responsibility of cluster agents (Figure 6.2). The entire
network is partitioned into a number of islands (clusters) and each of which
works under its own voltage and frequency.
At run-time, a cluster agent collects the average network load in the
cluster and adjust the cluster voltage and frequency accordingly. Each cluster is configured as a supply island, equipped with a DC converter and a
PLL. The cluster-level DVFS is a scalable trade-oﬀ between single domain
and per-core supply scaling mechanisms. Only one DC converter and one
PLL are required for a whole cluster. FIFOs are implemented to interface
diﬀerent voltage and frequency domains between two neighbouring islands.
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6.2.1

Synchronizing FIFO

FIFOs are widely used in multi-clock systems for signal synchronization.
Each domain is synchronous to its own clock signal but can be asynchronous
with others in either clock frequency or phase [40]. The challenges of designing FIFOs include the enhancement of reliability, reducing latency as well
as power and area costs.
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Figure 6.3: Implementations of write pointer, read pointer and data buﬀer
[40]
In this work, the FIFO presented in [40] is used because it is synthesizable
in synchronous standard cells and has scalable architecture. Moreover, this
bisynchronous FIFO is capable to interface systems working with diﬀerent
clock signals (frequency and/or phase). Robustness against metastability is
improved by a proposed mesochronous adaptation which allows switching
between mesochronous and asynchronous modes. A token ring based novel
encoding algorithm is utilized combined with an astute definition of the
FIFO pointers that avoids the utilization of status registers. The implemen90

tations of write pointer, read pointer and data buﬀer are shown in Figure 6.3.
Table 6.1 lists the input and output signals as well as their functionalities.
Since most of the FIFO’s power consumption is due to data buﬀers, power
consumed in the other components is ignored with acceptable accuracy. The
FIFO’s power consumption is simulated with Orion simulator.
Table 6.1: Description of FIFO signals
Signal
Write
Data write
Full
Clk write
Read
Data read
Empty
Clk read

6.2.2

Description
Write request
Data to be written in the FIFO
Signal to indicate the FIFO is full and no more
data can be received
Clock signal in the write domain
Read request
Data to be read from the FIFO
Signal to indicate the FIFO is empty and hence
no data can be read
Clock signal in the read domain

Island based DVFS Algorithm

For island-based DVFS approaches, each cluster agent observes buﬀer loads
of all cells in the cluster, which can be calculated as the percentage of buﬀers
occupied in the switches and the relevant outgoing FIFOs (averaged in an
history window of 100 cycles). If the cluster-level load is above a threshold,
the higher level of voltage and frequency will be configured to the cluster,
otherwise the lower level is applied. Algorithm 1 illustrates this adaptation
process. As the voltage and frequency of the whole cluster has to be configured simultaneously, any congestion in a local cell will require the high
voltage and frequency to be applied. The threshold is determined at designtime, based on the network property and desirable latency overhead. The
number of voltages and voltage levels are application dependent choices.
In wireless sensor networks, for example, sub-threshold voltage levels are
needed in order to provide optimal energy consumption. According to Figure 6.1, the threshold is set at 0.3 and 3 levels of voltage are applied in our
experiments, with a reasonable margin before the latency starts increasing
rapidly.
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Algorithm 1: Adaptive island-based voltage and frequency scaling for
on-chip communication
foreach Cluster do
next frequency= Low frequency;
next voltage=Low voltage;
foreach Cell do
if Cluster load ≥ T hreshold then
next voltage = High voltage;
next frequency=High frequency;
break;
end
end
end

6.3

Per-core based DVFS

Coarse-granular DVFS technique such as centralized or island-based approaches are not eﬃcient in exploiting the local traﬃc pattern and flexibly
group any node into a voltage domain. Therefore, per-core level DVFS architecture and implementation are studied in this thesis. Comparison of
these approaches are presented in Section 6.4.

6.3.1

Constraints of DVFS using Voltage Regulators

The mainstream approach to achieve on-chip DVFS is to adjust the voltage
and frequency via oﬀ-chip or on-chip regulators. Oﬀ-chip voltage regulator
is the most commonly used technique ever since DVFS was proposed in the
1990s. However, since oﬀ-chip voltage regulators are low-level regulation
circuitries which are implemented on the printed circuit board (PCB), the
voltage changes are performed with high time overhead which is on the order
of several microseconds [50]. Moreover, oﬀ-chip regulators are area consuming. As reported in [52], the area cost of Linear Technology’s LTC3713 low
input DC-DC converter which is a high-eﬃciency power regulation circuit is
approximately 718 mm2 . Hence, due to the time and area constraints, it is
infeasible to implement multiple power domains using oﬀ-chip voltage regulators. To alleviate these challenges, on-chip voltage regulator technique is
proposed in the last decade. However, the implementation of DVFS using
regulators in general still suﬀers from two main constraints.
The first constraint comes from the overhead. The voltage regulator,
even the on-chip regulator, results in not only area but also power overhead. An eﬃcient implementation of on-chip voltage converter in 180 nm
technology is presented in [1]. When scaled into 65 nm technology, assum92

ing that per-core DVFS is used, the area cost of the voltage regulators will
be over 25% of the total chip size according to TeraFLOPS 80-core NoC
[99]. Besides, regulators also consume power when changing between diﬀerent voltage levels. When voltage switchings are performed frequently, the
power consumed by the switchings may compensate a considerable amount
of, if not exceed, the power saved by using DVFS. Moreover, the number
of cores on NoCs increases rapidly with the development of technology. In
2008, a NoC based system with 167 cores has been proposed and implemented as shown in [98]. In systems with a large number of cores, DVFS
has to be applied at finer granularities to optimize the power consumption.
But the area and power overhead restricts the number of regulators in the
system and thus prevents the fine-grained control.
The other main constraint is that DVFS using regulators requires additional design eﬀort to be robust. Although the voltage transition time in
the state-of-the-art on-chip regulator has been reduced greatly with respect
to the oﬀ-chip alternative, it still takes tens to a hundred of nanosecond
for each voltage transition [50]. During this time, the voltage is gradually
scaled to a new level. It is a critical requirement that the system ensures
each relevant circuit works correctly under the varying supply voltages.

6.3.2

DVFS Using Multiple Voltage Supply Networks

To overcome the aforementioned constrains and provide fine-grained optimization, we propose a multiple power network architecture to be implemented on every router in the system. Figure 6.4 shows an paradigm of
the proposed architecture where three supply voltages are used. The basic
unit in the architecture, as shown in Figure 6.4, contains a router, its attached communication links and the voltage supply circuitry. A router is
connected to three voltage supply wires via supply selecting transistors. The
three supply selecting transistors, NL , NN and NH , are controlled by their
own controlling signal C L, C N and C H, respectively. The three voltage
levels are low voltage V ddL , normal voltage V ddN and high voltage V ddH .
The default supply voltages for all units are V ddN . When the workload of
a particular router increases, its supply voltage can be adapted to a higher
level, and vice versa.
Comparing to the DVFS using voltage regulators, the multiple power
network architecture provides less flexibility in the supply voltages. This
is because of the design complexity of implementing a large number of onchip power networks. However, the advantages of the proposed approach
are obvious. Firstly, comparing with the NoCs using voltage regulators, the
area overhead in our approach is significantly lower. The only area costs are
caused by the additional power supply wires and supply selecting transistors.
Secondly, the voltage transition time is orders of magnitude smaller by using
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Figure 6.4: Architecture of NoC based two voltage supplies network

the proposed approach. When a router needs to adapt its supply voltage,
it firstly change the selecting vector values which change the connection
to diﬀerent power networks and thus voltage shifts can be achieved more
quickly. Furthermore, it is much easier and more energy eﬃcient to adapt
the supply voltages for the routers in our approach than in those with voltage
regulators.
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In our approach, a bit vector is used to select the voltage supply for a
router. The size of the vector is determined by the number of supply voltages. Assuming there are N diﬀerent supply voltages, the minimal size of
the selection vector should be ⌈log2 N ⌉. If a system has only two diﬀerent
supply voltages, only one bit is needed for the voltage selection. Table 6.2
shows a paradigm where there are three levels of voltage supplies (like the
architecture in Figure 6.4). Diﬀerent combinations of the bits in the vector
stand for diﬀerent voltage levels of the routers. The adaptation phase can
be done either in hardware or in software. Each router is controlled independently by its own adaptation bits and thus very fine grained optimization
can be achieved.
Table 6.2: Controlling the voltage supplies
Selection Vector
“00”
“01”
“10”
“11”

6.3.3

CL
0
1
1
1

CN
1
0
1
1

CH
1
1
0
1

Voltage Supply
VL
VN
VH
Power Gating

System Architecture of Per-Core DVFS

The architecture of the proposed per-core based DVFS NoC is shown in Figure 6.4. Since the routers are able to run in diﬀerent frequencies, inter-router
instead of inter-island synchronization is needed for the communication in
this scenario. Therefore, a FIFO with application dependent pre-defined
size is implemented on every communication link among the routers in the
entire NoC.

6.3.4

Per-core level DVFS Algorithm

In per-core DVFS approaches, each cell agent observes the local buﬀer load,
which are quantified in the same way as that in island-based DVFS. As
shown in Algorithm 2, if the local load is above a threshold, the higher level
of voltage and frequency will be configured to the cell, otherwise the lower
level is applied. The threshold buﬀer load is still set at 0.3.

6.4

Quantitative Evaluation

In this section, we evaluate the eﬀectiveness of applying island-based and
per-core DVFS on power management of on-chip communications. For reference purpose, we also examine the basic NoC architecture without DVFS
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Algorithm 2: Adaptive per-core voltage and frequency scaling for
on-chip communication
foreach Cell do
Local load = average(switch buﬀer load, northFIFO load,
southFIFO load, westFIFO load, eastFIFO load) ;
if Local load ≥ T hreshold then
next voltage = High voltage;
next frequency=High frequency;
else
next frequency= Low frequency;
next voltage=Low voltage;
end
end

support, where the voltage and frequency are set to the maximum available, to ensure the proper transmission in any situation. Average energy
consumption and latency of transmission using various traﬃc patterns are
analysed, in order to show the benefits and trade-oﬀ of such techniques
applied at diﬀerent granularity and handled by diﬀerent levels of agents.

6.4.1

Experiment Setup

Network Model
The experiments are simulated on an 8×8 2-D Mesh direct network in 65
nm technology. The switches are connected with two uni-directional 1mmlong wires (Table 6.3), as suggested in [32]. The packet is routed with a
minimal-path adaptive routing method with four disjoint virtual networks.
We assume simple single-flit store-and-forward switching , and each direction
has two-flit input buﬀering for each virtual network (Figure 6.5).
Table 6.3: Parameters used in wire models (65nm technology)
parameter
length
width
spacing
repeater interval
repeater size
driver size
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value
1mm
210nm
210nm
0.25mm
10x
12x
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Figure 6.5: Internal structure of a switch
Energy Modelling
The voltage and frequency scaling are calculated following the alpha-power
model (Equation 6.1) [85]
f ∞K ∗

(VDD − Vth )α
VDD

(6.1)

where f is the switching frequency, K is a fitting parameter and α is the
velocity saturation index dependent on the technology. Before transistorlevel implementation is available, we assume the base voltage and frequency
are (0.6 V, 600MHz) as consistent with [50]. Based on Equation 6.1, the
following pairs of voltage and frequency are used: (1.3V, 1.2GHz), (0.75V,
0.8GHz), (0.6V, 0.6GHz).
The switch energy and area overhead are obtained from Orion simulator specifying the switching voltage and frequency, as well as the switch
structure. The link energy and overhead are simulated with Cadence as
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the transistor-level repeater insertion and driver sizing influence the results
greatly in sub-100nm technology.
The energy consumed by voltage scaling follows Equation 6.2
2
2
− Vdd1
Energyoverhead = C ∗ (1 − µ) ∗ Vdd2

(6.2)

where C is the decoupling capacitance of the power-supply regulator on
the circuit, µ is the conversion eﬃciency, Vdd1 and Vdd2 are the voltages
before and after the switching. We assume C as 40 nf [50], and 80% as the
conversion eﬃciency 1 .

Traﬃc Model
Synthetic traces characterize communication traﬃc patterns, and are helpful
in early-stage evaluation of architectural design [62].
We categorize the experimental traﬃcs based on three features: the injection temporal rate from each processing element, the spatial variation
of injection rates between processing elements, and the destination pattern
of communication. In terms of injection temporal rates, we consider uniform traﬃc and temporally varying traﬃc. For the latter case, the injection
rate increases during the simulation. In terms of injection spatial variation,
uniform and hotspot injection patterns are considered. Uniform pattern
assumes all the processing elements have the same injection rate. Hotspot
injection pattern chooses a few processing elements with higher injection rate
than others. In terms of packet destination pattern, locality and uniform
traﬃcs are simulated. Locality traﬃc [62] makes a reasonable assumption
that the closer destinations have higher probability:

P rob(d) =

1
A(D) ∗ 2d

(6.3)

where A(D) is the normalizing factor that makes sure the probabilities
sum up to 1 and D is the maximum distance in the network. Locality traffic simulates a situation in which the resource mapping algorithm assigns
commonly communicating processors as adjacent neighbours. Uniform destination traﬃc assigns each node in the network with an equal probability as
the destination. The combination of diﬀerent settings of the three features
leads to 8 types of traﬃc traces (Table 6.4).
1
the eﬃciency is dependent on the output voltage and the regulator’s activity factor.
80% is an average figure reported in [50]
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Table 6.4: Synthetic network traﬃc traces for experiments
Index
1
2
3
4
5
6
7
8

6.4.2

Type
temporally uniform, spatially
uniform, destination uniform
temporally uniform, spatially
uniform, destination locality
temporally uniform, spatially
hotspot, destination uniform
temporally uniform, spatially
hotspot, destination locality
temporally varying, spatially
uniform, destination uniform
temporally varying, spatially
uniform, destination locality
temporally varying, spatially
hotspot, destination uniform
temporally varying, spatially
hotspot, destination locality

Simulation Results

Average Energy Consumption
We measured the average energy consumption per flit (64-bit) of the eight
traces (Table 6.4) running on the aforementioned three architectures with
settings described in Section 6.4.1, and the results are summarized in Table
6.5 (normalized with the energy of the basic architecture without any power
management scheme).
Table 6.5: Normalized average energy consumption in three architectures
Trace
1
2
3
4
5
6
7
8

Basic
100%
100%
100%
100%
100%
100%
100%
100%

Island DVFS
81.8%
57.5%
55.2%
65.4%
70.4%
51.4%
60.2%
38.3%

Per-core DVFS
74.7%
50.5%
48.9%
56.9%
64.1%
54.9%
53.1%
35.7%

One major power overhead of using DVFS schemes is the FIFO access
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between voltage and frequency domains, as summarized in Table 6.6.
Table 6.6: Energy overhead due to FIFO access
Trace
1
2
3
4
5
6
7
8

Island DVFS
3.4%
2.5%
3.3%
2.7%
3.2%
2.4%
3.3%
2.3%

Per-core DVFS
17.1%
16.6%
16.2%
16.5%
16.9%
16.7%
16.5%
15.5%

Average Transmission Latency
Contributed by the frequency scaling and FIFO overhead, the average transmission latency (per-flit) is moderately increased using the two DVFS schemes,
comparing with the basic architecture with all-time high frequency (Table
6.7).
Table 6.7: Normalized average transmission latency in three architectures
Trace
1
2
3
4
5
6
7
8

6.4.3

Basic
1
1
1
1
1
1
1
1

Island DVFS
1.42
1.61
1.72
1.55
1.53
1.68
1.61
1.81

Per-core DVFS
1.65
1.78
1.9
1.73
1.76
1.71
1.85
1.89

Experiment Analysis

The quantitative evaluations demonstrate that applying power management
on diﬀerent levels of granularity eﬀectively reduces power consumption, and
the trade-oﬀ varies depending on the specific level of monitoring.
Comparing with the basic architecture, both DVFS schemes achieve considerable energy benefit (25.3%-64.3% lower), especially in traﬃc traces with
temporal and spatial variations (Traces 2-8). Island-based DVFS utilizes
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a coarse-granularity of monitoring, and FIFO overhead is minimal (2.3%3.4%). With a finer-granularity, per-core DVFS achieves higher energy eﬃciency as its adjustment can be targeted on specific cells. Especially for traffics with high spatial variations (for instance Traces 2,4,7), per-core DVFS
consumes much less energy compared with the island-based scheme. As
there exist FIFOs on each link for per-core DVFS, a higher percentage of
FIFO overhead is incurred (15.5%-17.1%).
As a natural consequence of frequency scaling, both DVFS schemes witness latency penalty, which is also contributed by FIFO delay. However,
such a penalty is predictable since the frequency levels are determined at
the design time. The applied trade-oﬀ scheme avoids local congestion by
putting an upper bound on the traﬃc load, which ensures that no long time
queuing occurs (given fair arbitration of flits). As a result, the transmission
latency overhead is bounded and moderate. Per-core DVFS leads to longer
average latency because of the fine-grained FIFO insertion, as a penalty for
its higher energy eﬃciency compared with island-based DVFS.
The trade-oﬀ prioritizing energy eﬃciency with bounded performance
penalty is targeted at energy-critical platforms. And setting a proper buﬀer
load boundary at the design time can fine-tune such trade-oﬀ, addressing
specific transmission requirements.

6.5

Routing Algorithms

In NoC based systems which support DVFS and power gating technologies,
conventional routing algorithms such as XY routing may result in severe
performance degradation or even faults. Take the per-core level DVFS shown
in Figure 6.6 as an example. Assuming data packets are sent from Router 1
to Router 4 using XY routing, packet delivery will be delayed when Router 2
is switched to a lower voltage and frequency. Worse still, the packets might
even be lost when Router 2 is power gated.

6.5.1

Q-Learning based Routing Algorithm

To solve this problem, we propose a reinforcement routing algorithm based
on Q-learning technique. Let Qx (d, y) be the time that a node x estimates it
takes to deliver a packet P to the destination node d via x′ s neighbour node
y, including the time that P would spend in node x′ s queue. Upon sending
P to y, x immediately receives estimation from y for the time remaining in
the trip, namely
ty = Qy (d, minQy (d))

(6.4)

Each node x in the system maintains a two dimensional table storing the
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Figure 6.6: Routing example for per-core level DVFS

value of Qx(d, y) for all the possible destination nodes via its neighbouring
nodes. When delivering packet P to the destination d, node x firstly checks
the Q-values via its neighbours and then route P to the direction of the
smallest Q-value.
The proposed reinforcement routing policy for per-core granular DVFS
is shown in Algorithm 3. When node y receives the power gating signal, it
immediately sends notification to all its neighbouring nodes, setting their Qvalues via node y to be infinity. Therefore, delivery failures can be avoided
by not routing via the power gated node y. Similarly, when a power gated
node y receives the power resuming signal, it again sends notification to
all its neighbouring nodes, setting the corresponding Q-values to the initial
state. In DVFS scenarios, node y notifies its neighbours about the potential
changes of the queue time based on its most recent record qy .
Algorithm 3 can be modified slightly to support island-based DVFS techniques. Instead of sending notifications to all neighbouring nodes, node y
will only notify its neighbours which are not in the same voltage island. By
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doing so, less notification signals will be sent and thus power and traﬃc
overhead due to voltage switching can be reduced.
For regular communication scenarios without power gating or DVFS, the
proposed routing algorithm can also be adapted to update the Q-table, in
order to have more accurate network status and eﬃcient routing, as shown
in Algorithm 4. However, this topic is beyond the discussion of this thesis.

6.5.2

Deadlock Handling Mechanism

NoC based systems are susceptible to deadlocks, which often lead to performance degradation or even system failure. Therefore, it is very important
to resolve the deadlocks as soon as possible. According to [25], there are
two strategies to deal with deadlocks in NoCs, namely, deadlock avoidance
and deadlock recovery.
In the deadlock avoidance approach, communication resources such as
routers and links are allocated according to certain rules so that the whole
network is deadlock free. This is usually achieved by either prohibiting
some of the turns (turn model based algorithms) or strictly ordering of the
virtual channels [111]. Thus, deadlock avoidance techniques generally incur
restricted routing functions or additional network resources. Furthermore,
for complicated network scenarios, such as NoCs with DVFS and powergating support, the complexity of deadlock avoidance techniques increase
rapidly.
Deadlock recovery, instead of avoiding deadlocks from happening, allows
deadlock to occur after which the system will be autonomously recovered
without external intervene. Deadlock detection, in this approach, plays an
important role determining how accurate and fast can the deadlocks be
discovered and treated. However, eﬃcient deadlock detection is challenging
due to the distributed nature of deadlocks.
The most commonly used deadlock detection techniques are the heuristic
approaches such as time-out mechanisms. These approaches monitor the activities on each link for deadlock speculations, but suﬀer from the accuracy
challenges since it is diﬃcult to determine the best threshold value. A deadlock detection method is proposed in [5] that utilizes run-time Transitive
Closure (TC) computation to discover the existence of deadlock-equivalence
sets, which imply loops of requests in NoC based systems using fully adaptive routing algorithms. This approach is employed in this thesis for the
following reasons.
Firstly, as elaborated in the paper, by using a run-time TC computation
scheme, the existing deadlock-equivalence sets can be discovered accurately
and eﬃciently in NoC based systems. Comparing with many other approaches, this mechanism guarantees the true deadlock detection without
false alarms.
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Algorithm 3: Reinforcement Routing Algorithm for NoC with Percore DVFS
Variables and functions:
Qx (d, y) - estimated delivery time from node x to node d via node y
qx (dirIn) - the queue time of the most recent packet received from
port dirIn then sent from node x
determinstic minQx :
dir minQx (d, {directions}) - a function to select the routing
direction dir with minimum Q-value from {directions}
non-determinstic minQx :
{dirs} minQx (d, {directions}) - a function to select the routing
directions {dirs} with minimum Q-value from {directions}
ty = (d == y)?qy : Qy (d, deterministic minQy (d, {all directions})
Update the Q-table for power gating and DVFS:
if (node y is power gated) then
node y sends signal to all neighboring nodes
∀x ∈ {neighbors of y}, ∀d ∈ N oC ∧ d ̸= x, Qx (d, y) = ∞
else if (node y is power resumed) then
node y sends signal to all neighboring nodes
∀x ∈ {neighbors of y}, ∀d ∈ N oC ∧ d ̸= x, Qx (d, y) = initial value
else if (frequency of node y is scaled from f to f ′ ) then
node y sends signal to all neighboring nodes
∀x ∈ {neighbors of y}, ∀d ∈ N oC ∧ d ̸= x, Qx (d, y) =
Qx (d, y) + qy (f ′−1 − f −1 )
end if
Routing polocy:
f or each node x to route a packet p with destination node d
if (x == d) then
route p to local PE
if (x’s neighbor y == d) then
route p to y
else
route p to (either determinstic or
non-determinstic)minQx (d, {∀dir ∈ directions ∧ dir ̸= input})

Secondly, this approach requires less area and power overhead for the
NoCs. According to the simulation results shown in [5], the TC circuits
consume 0.76% area overhead to the total router area and 0.08% power
overhead to the total router power, whereas in the time-out implementations,
these numbers are 2.9% and 0.11% respectively.
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Algorithm 4: Update the Q-table for regular packet delivery
when node x sends a packet p to its neighbor y
if p was routed to the port̸= local ̸= neighbor ̸= dirIn (meaning
routing was “normal”) then
save the queue time of p to qx
send q-table value query request to all neighbor nodes
∀y ∈ {neighbors of x}
wait for q-table value feedback signal from all neighbor nodes
∀y ∈ {neighbors of x}
∀y ∈ {neighbors of x}
(∀d ∈ N oC) ∧ (d ̸= x)
update Q-table with Q′x (d, y) = Qx (d, y) + ∆Qx (d, y)
where ∆Qx (d, y) = η(qx + 1 + ty − Qx (d, y))
end if
when node y receives q-table value query request from its neighbor x
send feedback signal with entire q-table to node x

Thirdly, this approach can be realized using a distributed architecture,
which speeds up the necessary computation and avoids introducing traﬃc
overhead in the communication network. Moreover, as shown in Figure 6.7,
the TC-unit and TC-interconnect can be easily integrated into our proposed
agent based NoC architecture by utilizing a part of the agent resources.
After a deadlock is detected, the system will try to recover either regressively or progressively. A regressive recovery is based on packet dropping
and retransmitting. While a progressive recovery utilizes additional hardware to bypass the packet to its destination [7]. Both approaches have their
pros and cons depending on the application specification, which need to be
evaluated according to the application specifications.

6.5.3

Case Studies

To demonstrate how the proposed Q-routing algorithm works under diﬀerent network scenarios, in this section, we will show 4 diﬀerent test cases
simulated by our modified version of Noxim simulation environment. In
each case, only one pair of source and destination nodes are used for the
clearer demonstration purpose.
For all these cases, the simulations last for 10000 clock cycles with the
initial 1000 cycles as system warming up period. Clock dividers are added to
the routers for DVFS purpose and power gating feature is also enabled. The
packet injection rate is set at 0.01 by default, meaning that the source node
sends packets to the destination at the probability of 1%. Due to the random
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Figure 6.7: A TC-network coupled to a mesh network [5]

nature, the simulation results varies slightly for each set of simulation. Thus,
the average numbers of 10 sets of simulations are used in these case studies.
Case 1
In this case study, node 4 constantly sends packets to node 7 after the
system is warmed up. The operating frequency of router 5 and 6 is scaled
down to 1/10 of its origin from clock cycle 2500. In situations where several
routing paths between the current router and the destination node share the
same Hamming distance, the packet will be routed in a randomly selected
direction with the shortest distance.
As shown in Figure 6.8, before cycle #2500, 81 packets 1 have been
routed along the shortest path ”4 → 5 → 6 → 7”. However, after the
frequencies of router 5 and 6 are scaled down, this path becomes no longer
the fastest routing alternative. Therefore, packets are delivered along either
”4 → 0 → 1→ 2 → 3 → 7” or ”4 → 8 → 9 → 10 → 11 → 7”.
1
The number on the top-left corner of each router represents the number of packets
delivered via this router.
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Figure 6.8: Q-routing: case study 1

Case 2
The traﬃc and DVFS configurations in this case study remain the same
as they were in Case 1. However, this time we use deterministic routing
selection when there are more than one paths with the same Hamming
distance to the destination node.
Figure 6.9 shows the packet delivery scenario for this case. Instead of
choosing two alternatives when the frequencies of router 5 and 6 are scaled
down, the deterministic algorithm uses only ”4 → 0 → 1→ 2 → 3 → 7”
since the north direction has higher priority than south in the routing list.

Case 3
In this case study, the traﬃc configuration remains the same as in the previous cases. However, only the operating frequency of Router 5 is scaled
down since cycle #2500, while for Router 6 since cycle #5000. The choice
of routing paths with the same distance to the destination node is based on
random selection.
Therefore, as can be seen in Figure 6.10, within the time period between
the power scaling of Router 5 and 6, paths ”4 → 0 → 1 → 2 → 6 → 7”
or ”4 → 8 → 9 → 10 → 6 → 7” are also utilized since they have the same
Hamming distance for paths ”2 ↔ 7” and ”10 ↔ 7”.
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Figure 6.9: Q-routing: case study 2

Figure 6.10: Q-routing: case study 3
Case 4
In this case study, we demonstrate how the proposed Q-routing algorithm
can handle both power gating and power resuming. The data traﬃc is still
from node 4 to node 7. Router 5 and 6 are power gated from clock cycle
#5000 and #2500 respectively, while they are both power resumed since
cycle #7500.
The traﬃc flows are shown in Figure 6.11. Between the warming up of
system and cycle #2500, path ”4 → 5 → 6 → 7” is used since it suﬀers from
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the shortest communication delay. However, when Router 6 is power gated
at cycle #2500, the routing paths are changed to ”4 → 5 → 1 → 2 → 3 →
7” and ”4 → 5 → 9 → 10 → 11 → 7”, and later on ”4 → 0 → 1 → 2 →
3 → 7” and ”4 → 8 → 9 → 10 → 11 → 7” are also used after the power
gating status of Router 6 is propagated to Router 5. Since cycle #5000 when
Router 5 is power gated, the paths via Router 5 are disabled immediately
and all packets are then de-routed. Finally when Router 5 and 6 are power
consumed, path ”4 → 5 → 6 → 7” again becomes the communication route
due to its shortest distance.

Figure 6.11: Q-routing: case study 4

6.6

Chapter Summary

Run-time energy optimization takes into account the dynamic nature of NoC
based systems and thus can eﬀectively improve the energy eﬃciency. In this
chapter, Dynamic Voltage and Frequency Scaling (DVFS) and power gating techniques are studied together with their implementation approaches
on agent based NoCs. By the joint eﬀorts of agents at all hierarchies, network operations can be autonomously adjusted to reduce the total energy
consumption. With diﬀerent monitoring and controlling granularity, island
based and per-core based DVFS architectures are studied and compared.
According to our simulation, by using the proposed method, the total energy consumption for on-chip communication is significantly reduced while
having little circuit area and communication delay overhead.
Due to the ever-changing network condition, deterministic routing algorithms such as XY routing can lead to severe performance degradation
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or even system failures. Therefore, we have introduced a fully adaptive reinforcement routing algorithm based on Q-learning technique. Instead of
ensuring deadlock freedom, in our research, deadlock recovery strategy is
chosen for the proposed architecture. A run-time Transitive Closure (TC)
approach is employed due to its high accuracy, low overhead and easiness to
be integrated in the agent based network architecture. With four diﬀerent
case studies, we have shown its capability of handling both DVFS and power
gating incidents.
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Chapter 7

Honeycomb NoC
Topology is one of the most important characteristics of NoC architectures.
For the same application, even with same configurations, diﬀerent topologies
will result in significantly diﬀerent system performances as well as energy
consumption. During the last decade, 2D Mesh and Torus are the dominating topologies for NoC based systems due to their simplicities and symmetries. In this chapter, we propose a Honeycomb based NoC architecture
which provides more eﬃcient energy consumption thanks to better network
performances in terms of network cost, power and area consumption as well
as communication delay.

7.1

Honeycomb Topology Overview

To evaluate the implementation feasibilities of diﬀerent NoC topologies, network cost, as shown in Equation 7.1, is introduced in [30] and [23]. In this
equation, degree refers to the number of channels entering and leaving each
node in the network, while diameter is the largest, minimal hop count over
all pairs of terminal nodes. Thus, in designing a topology, there is always a
trade-oﬀ between degree, which relates to the hardware cost, and diameter,
which relates to the message transmission time. The elaboration of these
parameters is presented in Section 7.2.
N etworkCost = Degree ∗ Diameter

(7.1)

In this chapter, we examine Honeycomb topology and its implementation feasibility in NoC based systems. By adopting Honeycomb topology, a
significant proportion of network cost in NoC systems can be reduced, while
maintaining the regularity, symmetry and scalability. Furthermore, energy
consumption is more eﬃcient in Honeycomb networks thanks to the lower
router power consumption, simpler router architecture and higher communication eﬃciency. We also propose a turn-model based deadlock free routing
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algorithm for Honeycomb topologies.
As shown in Chapter 2, Mesh (Figure 7.1(a)) and Torus (Figure 7.1(b))
are the dominating topologies for NoC based systems. Similarly, for Honeycomb topologies, we can also define the Mesh (Figure 7.1(c)) and Torus
(Figure 7.1(d)) alternatives. A Honeycomb topology is composed of a number of hexagons. The size of a Honeycomb is defined as the number of rings
of hexagons. For example, the size of a single hexagon is 1 for a Honeycomb
Mesh topology, which is denoted as HM1 . The HM2 of size 2 is obtained by
adding 6 hexagons on the boundary of HM1 . Inductively, HMt is obtained
by adding a ring of hexagons on the boundary of HMt−1 . Like in rectangular topologies, by adding a number of wrap-around links on the boundary,
a Honeycomb Mesh can be turned into a Honeycomb Torus topology.

(a) Mesh

(b) Torus

(c) Honeycomb Mesh

(d) Honeycomb Torus

Figure 7.1: Rectangular and Honeycomb topologies

7.2

Topology Properties

The coordinate system used in this chapter was proposed in [92]. Figure 7.2
shows the coordination axes on Honeycomb Mesh topology. The X, Y and Z
axes start from the center of the Honeycomb and evenly divide the topology
into three regions. The nodes with the same coordinate number in X, Y or
Z direction form a zigzag chain which is vertical to the axis. Examples are
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shown in Figure 7.2 where all nodes on each of the bold zigzag chains have
the same Z coordinate, e.g., z=3. Let the two central zigzag chains have the
Z coordinate of 0 and 1 respectively, the six chains with respect to Z axis
are z = {-2, -1, 0, 1, 2, 3}. The Z coordinate can be changed only by moving
along the links which are parallel to the Z axis.
X
A

Z

(1, 2, -2)

B

Z=3

Z = -2
Z=2

Z = -1
Z=1 Z=0

Y

Figure 7.2: Coordinate and coding of Honeycomb networks
To quantify the benefits of Honeycomb topologies over regular 2D Mesh
and Torus, we explore several key topological factors such as hop count distance, network diameter, number of terminal nodes and eventually network
cost. The exploration is illustrated by the following lemmas and theorems.
LEMMA 1. Nodes of HMt can be coded by integer triples (x, y, z)
such that −t + 1 ≤ x, y, z ≤ t, and 1 ≤ x + y + z ≤ 2 [92].
Proof for this lemma can be found in [92].
LEMMA 2. The distance between a pair of nodes (x, y, z) and (x′ , y ′ , z ′ )
is |x − x′ | + |y − y ′ | + |z − z ′ |.
According to Lemma 1, the Honeycomb network is coded in three axes,
X, Y and Z. Hops on each axis can aﬀect the coordinate only on this axis.
Therefore, the Hamming distance is suitable to be used to define distance
between two nodes in the Honeycomb Mesh topology.
LEMMA 3. The diameter of HMt is 4t-1.
According to the definition, diameter is the largest, minimal hop count
over all pairs of terminal nodes in the network. In a synchronous on-chip
interconnect, the distance between two nodes determines the minimal hop
count. Thus, it can be observed from Figure 7.2 that the pairs of nodes
which are on the opposite outermost border of the Honeycomb, e.g. A and
B, have the largest minimal hop count. The generalized coordinates of nodes
A and B are (t, 0, −t + 1) and (−t + 1, 1, t) respectively. Therefore, based on
lemma 2, the diameter Hmax is |t−(−t+1)|+|0−1|+|(−t+1)−t| = 4t−1.
LEMMA 4. The number of terminal nodes in HMt N = 6t2 . [92]
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As is shown in Figure 7.2, a Honeycomb Mesh topology HMt can be
partitioned into six regions by the dotted lines based on the edges and vertexes
of HM1 . It can be observed that in each region, the outermost border of HMt
has
the total number of terminal nodes in HMt is
∑t 2t-1 vertexes. Therefore,
2.
6
×
(2t
−
1)
=
6t
n=1
THEOREM 1. The network
cost of Honeycomb Mesh topology which
√
N
has N terminal nodes is 12 6 − 3.
As is mentioned previously, the network cost is calculated as the product of network degree and diameter. In the Honeycomb Mesh
√ topology, the
network degree is 3. From lemma 3 and 4, the diameter is 4

N
6

− 1.

Similarly, the topology properties of Honeycomb Torus network are studied and analysed.
THEOREM 2. The diameter
√ of Honeycomb Torus topology
√ HTt which
has N terminal nodes is 2t = 2

N
6

and the network cost is 6

N
6.

THEOREM
of of rectangular 2D√Mesh and Torus
√ 3. The diameters
√
√
topologies are 2 N − 2 and N , and thus network costs 8 N − 8 and 4 N
respectively [23].
The diameter of a network is the maximum inter-node distance i.e. the
maximum number of hop counts that must be traversed when sending a
packet to any node along a shortest path. The lower the diameter of a
network the shorter the time to send a packet from one node to the node
furthest away from it. On the contrary, a network with a long diameter faces
many problems, such as long communication delay, coupling problems and
the existence of uncontrolled noise (distorted part of a signal). Therefore,
having a large number of nodes and a small diameter is one of the most
desirable features in network design.
The degree of a node is the number of connections attached to the it,
and the maximum degree over all the nodes in the network is the maximum
degree of the network. The degree of a node is restricted by hardware
constraints. In large interconnection networks, higher amount of wiring
is required, and thus greater part of the system performance is spent on
operating the wiring. Furthermore, the more wiring is implemented, the
more costly the system will become. Therefore, it is desirable to keep a
small maximum degree of the network while its size increases.
As shown in Equation 7.1, network cost is the product of diameter and
degree. Therefore, it refers to the balance between cost and performance.
From the graphical impression shown in Figure 7.3, it is obvious that by
using the Honeycomb topologies, the network costs can be reduced by approximately 40%.
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Figure 7.3: Comparison of the network costs between rectangular and Honeycomb topologies

7.3

Implementation Feasibility

In the modern IC technology, devices of rectangular shapes are dominating
the fabrication industry. Therefore, NoCs which are of Honeycomb shapes
may not be the most eﬃcient interconnect implementation in terms of placement, wire routing, layout and fabrication.
To solve this challenge, we exploit the transformation of both Honeycomb Mesh and Torus topologies into rectangular shapes. By horizontally
squeezing Honeycomb topologies towards the center and vertically drawing
the zigzag chains into straight lines, Honeycomb Mesh HM3 (Figure 7.1 (c))
and Honeycomb Torus HT3 (Figure 7.1 (d)) are transformed into the rectangular brick shapes which are shown in Figure 7.4 (a) and (b) respectively.
Comparing with the hexagon Honeycomb Mesh topology, the ”brick”
implementation keeps the same coordinate system, link lengths and routing
algorithms. Moreover, due to its rectangular shape, routers and PEs such as
processors, memory banks and RF transmitters enjoy the higher feasibilities
for placement, layout and fabrication. Similarly, the ”brick” implementation
of Honeycomb Torus is also more advantageous than the hexagon alternative.
To summarize, these brick shapes not only have the implementation feasibility, but also keep all the topological properties and advantages of the
Honeycomb architectures. Therefore, this study provides a topological innovation and serves as a general guideline for Honeycomb NoC architectures.
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(a) Honeycomb Mesh

(b) Honeycomb Torus

Figure 7.4: Brick transformations of Honeycomb Mesh and Torus

7.4

Router Designs

As shown in the previous sections, from the architectural point of view, the
main diﬀerence between rectangular Mesh (hereinafter ”Mesh”) and Honeycomb Mesh (hereinafter ”Honeycomb”) routers is the number of income
and outgoing ports. In a Mesh network, besides the port connection to the
local PE, there are four other directions to be connected, namely, North,
East, South and West. While in a Honeycomb network, the number of nonlocal directions is reduce to three, namely, X, Y and Z, either in positive or
negative direction.
Figure 7.5 and 7.6 illustrate the router architectures of Mesh and Honeycomb networks. In a Mesh router, the local port is connected to the Network
Interface (NI) attached to the local PE while the other four ports are connected to the neighbouring routers via inter-module links. At the incoming
side of each port, there are input buﬀers of predefined sizes where incoming packets are stored before being sent forward. In NoCs where Virtual
Channels (VCs) are needed, the incoming buﬀer should then be split to several logical buﬀers according to the number and specifications of VCs. The
VC allocator decides from which VC buﬀer should a packet be taken and
sent forward, according to the VC allocation algorithm. Similarly, based on
the routing algorithm, a switch allocator decides from which input buﬀer a
packet should be taken and to which direction it shall be sent forward via
the crossbar inside the router.
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Figure 7.5: Architecture of a Mesh router

The architecture of Honeycomb routers is similar to the Mesh counterparts. However, since there are only three output directions besides the local
PE, namely, X, Y and Z, either in the positive or negative side, a Honeycomb router has simpler architecture and thus higher reliability and lower
costs.
We compare the Mesh and Honeycomb routers in terms of area cost and
power consumption. The simulation is performed using a widely known and
accepted NoC simulator called Orion 2.0 [102].
In our simulation, the supply voltage of each router is set at 1.0 V and
operating frequency at 800 MHz. The process technologies used to compare
Mesh and Honeycomb routers are 90 nm, 65 nm, 45 nm and 32 nm. We
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Figure 7.6: Architecture of a Honeycomb router
assume that each flit is 32 bits long and 4-stage pipeline is used. For each
incoming port, 4 VCs are applied which share 8 flit input buﬀer. No buﬀer
is allocated to the output ports. The simulation results are shown in Figure 7.8 and 7.7. It is obvious that both area and power consumptions are
significantly reduced in Honeycomb routers.

7.5

Routing Algorithms

The turn model is one of the most common bases for deadlock free routing
algorithms in rectangular network topologies. During our research, we have
found that the turn model can be extended also to Honeycomb topologies
by eliminating one of the six turns in each cyclical dependency circle.
As is illustrated in Figure 7.9 (a), there are two cyclical dependency
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Figure 7.7: Area cost of Mesh and Honeycomb routers under diﬀerent technologies

circles in a Honeycomb Mesh network; one is counter-clockwise and the
other is clockwise. Each circle is formed by six turns. The two sides of each
turn are in the directions of X+, X-, Y+, Y-, Z+, Z- and the measure of
the included angle is 120◦ . According to the turn model theory, deadlock
free routing can be achieved if there is no cyclical dependency circle in the
routing graph. Thus, one of the six turns in each circle need to be prohibited
to break the cyclical dependency. Figure 7.9 (b) shows one of the prohibition
possibilities in the counter-clockwise circle. The “ring” formed by the other
five turns is named as a “+Z -Y” turn since it is equivalent to a turn which
starts from the +Z direction and ends in the -Y direction. Figure 7.9 (c)
presents the six possible turn prohibitions in the clockwise circle. However,
if we take the “+Z -Y” turn in Figure 7.9 (b) and “-Y +Z” turn in Figure
7.9 (c), as is shown in Figure 7.10, a new cyclical dependent circle which is
of “∞” shape will be formed. But all other five possibilities in Figure 7.9
(c) can be combined with the one in Figure 7.9 (b) to avoid the deadlock.
To illustrate the routing algorithm, we take the “+Z -Y” and “-X +Y”
turns which are shown in Figure 7.11. This routing algorithm is named as
-X +Z first routing. In a wormhole routing scheme, a flit firstly checks if
the destination is on the -X or +Z side of its current position. If so, it is
routed in the -X +Z zigzag chain until there is no more -X and +Z. Then it
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Figure 7.8: Power consumption of Mesh and Honeycomb routers under different technologies
is delivered according to the minimal routing algorithm until it reaches the
destination. In case a flit reaches the border before finishing all the -X and
+Z, it will be routed in the Y dimension for 1 hop so that the routing in
-X and +Z can be continued. If the destination is neither on the -X nor +Z
side of its source position, the flit is routed by minimal routing algorithm
from the beginning. When the flit reaches the destination, it is routed to
the network interface (NI) and then forwarded to the processing element.
Three example paths for the -X +Z first routing algorithm are shown in
Figure 7.12 where the white squares represent source nodes, black squares
represent destination nodes and the arrowed bold lines represent the routing
paths.
Algorithm 5 shows the proposed deadlock free ”-X +Z” first routing
in Honeycomb Mesh topology. The variables and functions used in the
algorithm are listed in Table 7.1.

7.6

Simulation Results

In this subsection, we simulate the proposed -X+Z routing algorithm in
Honeycomb NoCs using a modified Noxim simulation environment. The
network architecture and coordination system are implemented as previ120
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+Z -X
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Figure 7.9: Turn model based routing algorithm on Honeycomb Mesh topology. (a) two cyclical dependency circles. (b) eliminate one turn in the
counter-clockwise cycle. (c) possible turn eliminations in the clockwise cycle.

Figure 7.10: The combinatorial cyclical dependent circle formed by two
non-cyclical dependent rings
ously described in Figure 7.2. Unlike in Mesh topology where the network
formation starts from one of the four corners, in Honeycomb NoC, the formation starts from the inner most ring of nodes. Thereafter, accordingly to
the size of Honeycomb, the entire architecture is built ring by ring from the
network center.
To illustrate the advantages of Honeycomb topology, Mesh topologies
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+Z -Y

-X +Y

Figure 7.11: The +Z -Y and -X +Y turns
Table 7.1: List of variables and function
Variable/Function
f.pos
f.dst
f.dir
minRoute(f)

Description
current position of a flit
destination address
next routing direction
send f to the next node according to
minimal routing algorithm

Figure 7.12: Examples of the -X +Z first routing in a Honeycomb Mesh
network

with XY routing algorithm are used as comparisons. As proved in Lemma
4, the number of nodes in a Honeycomb network N = 6t2 where t is the size
of Honeycomb. In reality, the number of PEs can be diﬀerent from 6t2 with
slight adjustments in routing algorithms. However in this simulation, for
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Algorithm 5: -X +Z first routing in Honeycomb Mesh
procedure mXpZ(Mesh, flit):
for each flit f in Honeycomb Mesh:
for(f.pos.X>f.dst.X or f.pos.Z<f.dst.Z)
f.dir := (-X,+Z)
do send f to next node
if f reaches Honeycomb border
f.dir := Y
until no (-X,+Z)
minRoute(f)
if f.pos == f.dst
f.dir := NI

the sake of simplicity, complete Honeycomb networks with size 1 and 2 are
utilized where there are 6 and 24 PEs in each network respectively. To have
the consistent number of PEs, the Mesh architectures in our simulation are
2 × 3 and 4 × 6 networks.
Average Delay for Mesh and Honeycomb NoCs with 6 PEs
16
Mesh Architecture
Honeycomb Architecture

Average Communication Delay

14

12

10

8

6

4

2

0

0.01

0.005
Packet Injection Rate

0.001

Figure 7.13: Average delay for Mesh and Honeycomb architectures with 6
PEs
Moreover, to test the network performance under diﬀerent loads, we
use three diﬀerent packet injection rates (0.001, 0.005 and 0.01) for each
topology and the time distribution of traﬃc is based on memory-less Poisson
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Average Delay for Mesh and Honeycomb Architectures with 24 PEs
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Figure 7.14: Average delay for Mesh and Honeycomb architectures with 24
PEs

distribution. The simulations of Mesh topology are performed using Noxim
simulator.
Figure 7.13 shows the comparisons of average packet delivery delays
between Honeycomb and Mesh networks with 6 PEs. Comparing with Mesh
topology, the delays in Honeycomb are 45.5%, 46.4% and 47.2% shorter
respectively. The comparisons between networks with 24 PEs are shown in
Figure 7.14 where the average network delays are reduced by 29.8%, 38.6%
and 39% respectively.
As explained in Chapter 4, communication has become the bottleneck
for both system and power performances and consumes an increasingly large
proportion of energy. Therefore, the proposed Honeycomb topology with
significantly reduced network delay enables higher energy eﬃciency for NoC
based systems thanks to the alleviation of communication bottleneck.
From the simulation, we also notice that with the increase of network size
and the number of PEs, the improvement of network performance becomes
less significant. This is due to the fact that comparing with Mesh topology, Honeycomb network often have more traﬃc among the central rings of
routers. Thus, packets will be stored for a longer time in the relevant FIFOs
of the routers.
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7.7

Chapter Summary

In this chapter, we present a Honeycomb architecture for NoC based systems. The chapter starts with the illustration of network cost which is the
product of degree and diameter of a topology. It is often used to evaluate
the implementation feasibility of diﬀerent NoC topologies and represents the
trade-oﬀ between hardware cost and system performance. In our research,
Honeycomb architecture is introduced as an alternative NoC topology with
better energy performance, comparing with the most commonly used 2D
Mesh and Torus topologies. From the architectural analysis shown in Section 7.2, Honeycomb NoC has the benefits of lower degree and diameter,
and thus approximately 40% lower network cost.
As one of the key properties of a NoC topology, deadlock-free routing
algorithms are presented in this chapter. By using Orion, Mesh and Honeycomb Noxim simulation environments, we have shown that Honeycomb
topology can significantly alleviate the communication bottleneck for NoC
based systems, and therefore provides more optimized energy eﬃciency.
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Chapter 8

Conclusion
Energy eﬃciency is one of the most critical challenges for modern computing
platforms such as portable devices, work stations, data centres, etc. The
main concerns include thermal eﬀect, heat dissipation, rising cost of power
and environmental considerations. During the past decades, the number of
integrated on-chip transistors has doubled approximately every 18 months
which leads to significantly improved system performance. However, power
consumption of microprocessors, at the same time, has gone up from under
1 Watt to over 130 Watts.
With the increasing number of integrated on-chip components, communication has become a major bottleneck for large scale Integrated Circuits
(ICs). In order to solve this issue, at the beginning of this century, researchers have proposed a Network-on-Chip (NoC) architecture based on
which our research was conducted.

8.1

Summary of Contributions

NoC based systems are more energy eﬃcient than bus-based SoCs since
heterogeneous and well optimized Intellectual Property (IP) cores can be
easily integrated and with larger amount. In this thesis, we focused on the
architectural level design in order to further optimize the energy eﬃciency
for NoC based systems. Our research has been conducted mainly in the
following aspects.
Three Dimensional Architecture - Three dimensional architecture
has been proposed already since 1980s in the form of System-in-Package
(SiP) where chips are stacked vertically. Nevertheless, communication among
layers is achieved still via oﬀ-chip links in SiPs. During the recent years,
with more advanced technologies such as TSVs, the real 3D NoCs have become feasible where all the layers are within the same chip and thus oﬀ-chip
communication and global wirings are reduced significantly. As shown in
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Chapter 4, 3D NoCs provide higher energy eﬃciency than traditional 2D
systems.
Nevertheless, the benefits of 3D NoCs do not come for free. In this thesis,
we proposed a method of change function which can quantitatively measure
the pros and cons of using 3D architecture for NoC based systems. A number
of key benefits and limitations of 3D NoCs have been studied and compared
with the 2D network. We claimed that 3D NoCs should only be adopted
when the change function value is larger than the expected threshold.
Considering the thermal and heat dissipation challenges with the current
technology, 3D NoCs with processing units over all layers would be neither
economically feasible nor operationally reliable. However, 3D integration
with on-chip DRAM is a promising solution by having all processors to be
placed on the top layer which is close to the heat sink. A case study showed
the performance and energy benefits alongside an optimized TSV insertion
architecture.
Agent-based Monitoring - In large scale NoCs with dynamic nature
of network traﬃc, in order to achieve high energy eﬃciency while having
reliable system performance, a hierarchical agent based monitoring design
approach was proposed in this thesis. The agents collect the real-time information and adjust system operations at diﬀerent hierarchies, i.e., cell level,
cluster level, platform level and eventually application level. The joint eﬀort
of all the agents enables NoC based systems with run-time self-optimization
capability for higher energy eﬃciency as well as fault and variation tolerance.
The implementation of the proposed hierarchical agent based approach
has also been discussed in Chapter 5. Diﬀerent alternatives were studied
and compared in terms of power consumption and communication latency.
A case study of 64-bit FFT/IFFT implementation showed the validity of
the proposed method.
DVFS and Power Gating - Dynamic Voltage and Frequency Scaling (DVFS) and power gating are two eﬀective techniques to reduce system
power consumption. The former reduces dynamic power consumption by
providing ”just enough” voltage supplies and operating frequencies, while
the latter focuses on leakage power consumption which becomes more significant with feature sizes shrink. We have studied the implementations of
both techniques for NoC based systems by using the hierarchical agent based
design approach. Simulations in diﬀerent scenarios showed that the choice
between island based and per-core based implementation should depend on
the target traﬃc patterns.
Due to the changing network condition and configuration as the result
of DVFS and power gating support, deterministic routing algorithms such
as XY routing may lead to severe performance degradation or even system
failures. Therefore, we have proposed a reinforcement routing algorithm
based on Q-learning technique. With diﬀerent test cases, we have shown
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how the DVFS and power gating incidents are handled by the proposed
algorithm.
Topological Exploration - Another energy optimization approach studied in this thesis was to exploit diﬀerent network topologies. Honeycomb
NoC topology was proposed in Chapter 7 with its design and implementation feasibility studies. By surveying and comparing with diﬀerent topologies, especially Mesh networks, we have proved that Honeycomb NoC has
the benefits of not only lower implementation cost but also lower area and
routing power consumption. Moreover, with the turn model based deadlock
free routing algorithm, simulations showed that Honeycomb NoC can reduce
the communication delay by a large proportion, which further optimizes the
total energy consumption at the application level.

8.2

Future Direction

The improvement of energy eﬃciency will be a continuous research topic for
modern computing platforms. From the architecture design perspective, the
following two issues will be of great interests in the near future:
• The joining forces of 3D design and topological exploration will further
improve the energy eﬃciency. Currently, the 3D designs are mainly
based on Mesh topology while topological exploration on 2D systems.
The future development of integrated circuit technology will certainly
remove the barriers and allow more flexible topologies to be implemented in a multi dimensional manner. In this case, network communication will no longer be an obstacle and thus consume less power as
well as time.
• Autonomous system optimization will be achieved with techniques including but not limited to DVFS and power gating. With the development of machine learning methodology, computing platforms will
become more autonomously intelligent. Future on-chip communication techniques will enable the system with more accurate prediction
as well as faster and more eﬀective reaction. Energy eﬃciency will
then be taken to another level, if this is the case.
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