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Abstract

As massively parallel computing on many-core platforms has become the
state-of-the-art, application mapping is widely researched as an important
step to minimize the energy consumption and improve the system perfor-
mance. Conventional algorithms are prohibitively expensive for the appli-
cation mapping problem, if even possible. To find the optimal application
mapping, the frameworks and algorithms which optimize the allocation of
large amount of computation and communication resources on many-core
platforms, have to be innovated. This thesis proposes systematic frame-
works for single-/multi-application mapping, and innovates on conventional
and evolutionary algorithms for energy minimization on many-core plat-
forms.

Firstly, an application mapping framework which integrates both com-
putation and communication resource allocations is proposed. In this three-
stage framework, IP selection aims to minimize the energy consumed for the
computation of tasks. Tile assignment and communication mapping focus
on the minimization of the energy consumed for the inter-core communica-
tion. In addition to investigating and formulating the individual operation
of each individual stage, the framework emphasizes on the interaction of the
three stages. With each individual stage addressing a particular resource al-
location problem, the collective effort of the three stages results in an overall
optimized mapping from the system’s point of view.

For the three stages in the framework, tree-model and simulated an-
nealing (SA) based algorithms are proposed in this thesis. By utilizing
the tree-model of a network-on-chip (NoC) in the mapping, the tree-model
based algorithm is time- and energy-efficient. To improve the optimality
of the mapping solutions, two SA-based algorithms are developed for ap-
plication mapping. Compared to the generic SA algorithm, the first one,
the parameter-optimized SA (POSA) algorithm, utilizes a set of optimized
parameters which speeds up the convergence to the global optimal map-
pings. Furthermore, the tk-SA algorithm starts the annealing from an al-
ready optimized initial solution, with the appropriate initial temperature.
The quantitative evaluations show that both SA-based algorithms need sig-
nificantly fewer iterations to converge to the optimal mappings, without loss
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of mapping quality.
While the previous framework and algorithms address the mapping prob-

lem of a single application, a novel framework for mapping multiple applica-
tions adaptively with unbounded or bounded number of cores is presented.
Consisting of two steps, application mapping and task mapping, the pro-
posed mapping method finds an area on a many-core NoC for each applica-
tion and then maps all tasks of the application into the area. A weighted
node average distance (WNAD) based algorithm is proposed for application
mapping. The proposed tk-SA algorithm is applied to the task mapping
in the case of unbounded number of cores. A task-sequence based (TSB)
algorithm is proposed for the task mapping in the case of bounded number
of cores. The quantitative comparisons show that the WNAD+tk-SA map-
ping algorithms achieves the lowest communication energy consumption in
all combinations of application mapping and task mapping algorithms eval-
uated.

ii



Acknowledgements

First and foremost, I would like to express my sincerest gratitude to my
supervisors, Prof. Juha Plosila and Dr Tero Säntti. Prof. Juha Plosila has
supported me throughout my doctoral study, which allows me to explore
promising research topics freely and flexibly. With his solid knowledge and
high-level guidance, I have been able to tackle challenging issues and make
progresses in my research. Dr Tero Säntti gave me valuable instructions on
how to carry out high quality research as soon as I began my study. I am
grateful to his comments and criticism on my research works and the thesis.

I owe a very important debt to my best friend and my youngest super-
visor, Dr Liang Guang. He has inspired and encouraged me in the whole
course of my PhD program. We have worked together on many research
tasks and he has contributed so much to my research. In addition, Dr Liang
Guang has provided invaluable help and effort on finalizing and refining
my thesis. He is a nice fella that I can always learn from, not only in the
academic, by also in the real life.

I also wish to thank external experts for reviewing and being opponent
for my thesis defence: Prof. xxx, Prof. Timo D. Hämäläinen and Prof.
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Chapter 1

Introduction

1.1 Parallel Computing on Many-Core Processors

1.1.1 Limitations of Single-Core Architecture

Since the first generation of microprocessors was invented in 1970s, the
computer architects and the chip manufacturers have strived to provide
new microprocessors with higher performance and extended functionality.
Historically, for the processors with single central processing unit (CPU),
called single-core processors or uniprocessors, there have been two major
approaches to increase the computation capacity of the processors [1]. One
is pipelining of individual instructions. In pipelining, the execution of an
instruction is decomposed into stages, e.g., instruction fetch, instruction de-
code, operand fetch, execute and store result. The basic idea of pipelining is
to keep all stages occupied by executing multiple instructions in a pipelined
way. Although the execution time of one instruction is not decreased, the
throughput of the processor is increased. The decomposed small stages
also allow a faster clock rate of the processor, which again contributes to
a higher throughput and is an obvious sign of increased performance to
normal customers. Another approach is the adoption of superscalar archi-
tecture. Instead of using only one arithmetic logic unit (ALU), multiple
ALUs are implemented in the superscalar processors. Sets of instructions
of applications are checked by the compiler and independent instructions
are executed simultaneously on the group of parallel ALUs, often out-of-
order with respect to the original sequence. The approach is enabled by
the increased number of transistors on chip provided by new technologies
according to Moore’s law [4]. With these approaches, we have witnessed an
exponential performance improvement of single-core processors for about
two decades, as shown in Figure 1.1.

However, the gains of the pipelining and superscalar architecture have
reached their limits since about 2005. There are two outstanding reasons
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which limit the continuous development of pipelining and superscalar ar-
chitecture in a single-core processor. The first reason is that there is an
upper bound for the amount of instruction level parallelism which can be
exploited in an application. This limitation results in diminishing returns
of applying pipelining and superscalar techniques, which are dependent on
the instruction level parallelism of applications [1]. The second reason is
the power/energy concern which has been imposed by the increased density
of transistors on the processors [5]. As the single-core processors were run
at ever higher clock rates, the power required grew at a faster rate than
the frequency. In addition, when the technology scaled down, the leakage
power could not be ignored anymore due to its increased portion in the to-
tal power consumption. Reported in [6], the leakage power has accounted
for more than 50 percent of the total power consumption starting from the
65 nm technology. The power/energy situation becomes even worse for
the complex single-core processors with deeper pipelining and broader issue
widths, since larger amounts of transistors were needed for implementing the
additional logic. The power/energy issue directly resulted in serious heat
dissipation problem and constrained the performance growth of conventional
single-core processors, as the cooling technologies did not keep up with the
increasing power and energy consumption. The above limitations have pre-
vented the processor manufactures from delivering ever higher performance
with single-core processor architectures.

Figure 1.1: Performance Growth of Generations of Processors since 1978 [1]

2



1.1.2 Emergence of Many-Core Processors

To overcome the limitations of conventional single-core architectures and to
fulfill the requirement of increasing computation capability from end users,
multi-core processor architectures have been proposed by major chip ven-
dors as a promising alternative to the single-core architectures. As the
name implies, a multi-core processor integrates usually a moderate number
of processing units, referred to as cores, into a single processor. All cores are
organized according to a specific topology and connected through an inter-
connection medium such as bus, crossbar switch, or network-on-chip (NoC)
[7]. The cores communicate with each other through the interconnections
for data transfer, as well as for synchronization and coordination control
(see Chapter 2). Figure 1.2 shows the architecture of the Intel Core i7 pro-
cessor which can have up to 8 four-issue, out-of-order, two-way symmetric
multithreading (SMT) cores. A three-level cache hierarchy is used for data
exchange between cores and memories. With multi-core processors, the set
of tasks can be distributed to multiple cores and processed in parallel. With
a lighter workload, each core has not to be as complex and powerful as its
counterpart in the single-core processors. Hence, each core does not have
to run at the clock rate of the single-core processors, which significantly
decreases the power consumption. As demonstrated in [8], a decrease of
20% in the clock frequency can reduce the dynamic power consumption by
50%. Compared to a single-core processor in which only the instruction level
parallelism is supported, explicit parallelism like thread-level and data-level
parallelism, can be efficiently exploited and employed by multi-core pro-
cessors. These two major features of multi-core processors alleviate the
limited instruction level parallelism and increased power concerns in single-
core architectures. Moreover, compared to single-core processors, multi-core
architectures provide flexibility of dynamically adjusting the supply voltage,
clock frequency and workload on individual cores in order to optimize the
system performance and reduce power/energy consumption [9]. Multi-core
processors are the inevitable evolution of conventional uniprocessors and are
taking over the world of computers.

The mainstream multi-core processors on the market are general-purpose
multi-core processors, for example, Intel Nehalem and Core i7, AMD Phe-
nom, IBM POWER7, Oracle SPARC T3 and ARM Cortex A15 ([2] [10]
[11]). These processors target at a wide variety of applications which are
usually found in desktops and servers. To reach the objective, a relatively
small number of rather complex and powerful cores are employed. The cores
in such a general-purpose multi-core processor typically inherit features that
have been well developed in previous generations of uniprocessors, such as
standard instruction set architecture (ISA) (e.g., CISC x86 ISA in Intel
processors), wide-issue and out-of-order execution, multithreading and mul-
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Figure 1.2: The Architecture of Intel Core i7 Processor [2]

tilevel cache hierarchy. The replication of this kind of general-purpose cores
not only increases the computing capability of the multi-core processors, but
also simplifies task and thread management.

Based on the same architectural innovation, an alternative parallel pro-
cessor design approach is to integrate a larger number of smaller and simpler
cores for more fine-grained parallel applications. This trend results in the
so-called many-core processors, in which usually tens to thousands cores are
employed. In contrast with cores in the multi-core processors, the cores in
many-core processors are less complicated, but more specified for partic-
ular application domains like graphics processing and scientific computing.
The examples of many-core processors include 80-tile Intel TeraFLOPS [12],
Tilera’s Tile GX family [13] and NVIDIA graphics processing units (GPUs)
(up to 3072 cores in Nvidia’s Fermi GPUs) [14]. As the future of high-
performance processors, many-core processors have drawn great attention
for the major chip manufactures. The ongoing projects of developing more
powerful many-core processors include, for instance, single-chip cloud com-
puter (SCC) and many integrated cores (MIC) architecture in Intel, micro-
processors with interlocked pipeline stages (MIPS) in SiCortex, and CSX700
in ClearSpeed [11].

With respect to the heterogeneity of processing cores, the multi-core or
many-core processors can be classified into homogeneous and heterogeneous
processors. A processor consisting of a number of identical cores is termed as
homogeneous processor. Conversely, the processor integrating various types
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of cores, either in complexity or functionality, is called a heterogeneous pro-
cessor. A heterogeneous processor could be a hybrid of general-purpose cores
and high-performance cores like the accelerated processing units (APUs) of
AMD Fusion [15] and Intel Sand Bridge[16] which integrate a multi-core
CPU and a GPU on the same chip. A heterogeneous processor can contain
processing elements such as DSPs, reconfigurable FPGA blocks and other
intellectual property (IP) cores. For the sake of generality, in this thesis,
we refer to the processing elements in a heterogeneous multi- or many-core
processor as IP cores. With the heterogeneity of IP cores, heterogeneous pro-
cessors are more capable of improving system throughput, reducing power
consumption and exploiting parallel computing than homogeneous proces-
sors [17] [18].

1.1.3 Massively Parallel Computing

Although it was introduced already in the middle of 1960s, parallel comput-
ing did not become so popular before the emergence of multi- and many-core
processors. Parallel computing used to be too expensive and difficult to use
for normal organizations and end users, and was mainly limited to scientific
computing in research units and governments. Nowadays, a desktop com-
puter with a multi-core processor can be seen as a parallel computing sys-
tem. More powerful parallel computing systems targeting more complicated
and difficult applications, or massively parallel computing, have become the
norm of the present computing systems. Massively parallel computing has
been employed in a variety of fields including complicated simulations, en-
ergy analysis, computer-aided design and computer-aided manufacturing,
graphics processing, life science, finance, and data mining. Data-intensity
is the most significant feature of applications in these fields. Consequently,
the computation for solving such problems is time- and energy-consuming.
Take the climate simulation presented in [19] as an example. Using a high-
resolution 3D model for partitioning the globe, it needs 1020 floating point
operations to complete the climate simulation over a certain weather cycle.
For such amount of operations, it will take 31 centuries for a single-core
processor, at a rate of 109 floating point operation per second (FLOPS),
to complete the simulation. Clearly, it is impractical to use a single-core
processor to do jobs as heavy as the climate simulation. Massively parallel
computing based on the multi- and many-core processors is a more efficient
way to solve such kind of extremely data-intensive problems.

The implementation of massively parallel computing is a two-sided prob-
lem [19]. One side is the algorithms which represent the specific applications
to be realized. The other side is the parallel computing platforms which pro-
vide the processing resources to the application, and can be computers with
multi- or many-core processors, or cluster(s) of computers. To run an ap-
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plication on a parallel computing platform, i.e., to move from the algorithm
side to the platform side, a systematic design flow should be followed. In this
flow, the issues including algorithm analysis, algorithm parallelization, par-
allel programming, communication identification, scheduling and mapping,
have to be dealt with.

1.2 Communication-Centric Parallel Computing

To run an application in a parallel paradigm, the application which was
originally represented by a sequential program, has to be implemented by
a team of tasks which can be distributed and executed simultaneously on
different cores. To generate the same outputs as the original sequential pro-
gram, the concurrent executions of all tasks need to be coordinated so that
the dependencies among them can be fulfilled and they can work in the
correct order. The dependence between tasks can be control dependency
or data dependency, or more precisely, classified into flow dependency, an-
tidependency and output dependency [20]. If one task has dependency on
one or more tasks, we say that the task is dependent on those tasks. Flow
dependency happens when one task produces output that is used by another
task. To meet this kind of data dependency, the resulted output (data) has
to be transferred from the first task to the second task. Antidependence
occurs when one task uses a variable as its input which should be written by
another task later. An earlier write operation of the second task will make
the first task produce a wrong output. A wrong output could also be gener-
ated while two tasks write to the same variable out of order. This scenario
comes from the violation of the output dependency. To deal with the antide-
pendency and output dependency, synchronization control information has
to be exchanged among tasks or between tasks and the operation system.
The transfer of data and the exchange of synchronization information in-
troduce another important issue, communication, in the parallel computing
systems on multi-core or many-core platforms. There are two typical meth-
ods for dealing with the communication problem on a multi- or many-core
platform: shared variables or message passing. The method applicable to
a specific platform is dependent on the memory structure of the platform.
The communication methods will be discussed in more detail in Chapter 2.

The communication has great impact, not only on the overall perfor-
mance of a parallel computing system, but also the power/energy consump-
tion. A task cannot start its operation until the tasks that it is dependent
on have already completed their executions and, for those with data depen-
dency (or flow dependency), the resulted data have been received. A delay
on the starting time of a task due to dependencies will in turn postpone the
execution of tasks which are dependent on this task and increase the overall
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execution time of an application. For some latency-sensitive applications,
like game or streaming applications, the delay can become unacceptable.
In addition, in modern technology, the energy consumption of communica-
tion is significant compared to that of computation. For example, trans-
ferring 32-bit data across a 10 mm chip consumes 17 pJ in 50 nm CMOS,
while a 32-bit ALU operation only consumes 0.3 pJ . The great impact on
performance and power/energy consumption makes communication analy-
sis and optimization integral parts of a parallel computing system design.
In other words, the parallel computing design on many-core platforms has
become communication-centric, instead of computation-centric as it was in
the uniprocessor era [21] [11].

Based on the communication-centric design paradigm, a general design
flow of implementing parallel computing of an application on multi-core or
many-core platforms is presented in Figure 1.3. The design starts from a
sequential program which has been used for representing the application.
The target platform, on which the parallelized program will be executed, is
also given at the beginning. The first stage of the design flow is algorithm
design. It begins with analyzing the sequential program to find which parts
of the program can be run in parallel. Based on the analysis, the original
program is decomposed into a set of program fragments, each of them is
described by sequential code and called a task. The dependencies between
tasks are also analyzed and represented by, for example, a directed acyclic
graph (DAG) [22]. The size of a task (in terms of the number of instruc-
tions) is called granularity. The tasks with a large size have a coarse-grained
granularity, while the tasks with a small size are fine-grained. The terms
granularity, coarse and fine are relative in the description of an application.
The granularity of tasks determines the amount of computation to complete
the task, as well as the intra-task communication. More fine-grained tasks
can increase the degree of parallelism, but also results in a larger amount
of intra-task communication which implies more scheduling and mapping
overhead. Decomposition of application into tasks needs to find a good
compromise between the number of tasks and their granularity. The de-
composition is also determined by the inherent parallelism property of an
application.

The set of decomposed tasks is then programmed using an appropri-
ate programming language. In the parallel programming stage, the features
of the target platform have to be taken into account. This is because the
multi- and many-core platforms from different vendors might be built on
different parallel architectures and memory organizations (see Section 2).
Thus, they might only support particular communication methods and pro-
gramming languages. For example, for the many-core processors with dis-
tributed memory, the message passing method has to be used for inter-core
data transfer, synchronization and coordination. In this case, the language-
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Figure 1.3: The Design Process of Parallel Computing on Many-Core Plat-
forms

independent communication protocol, MPI (message passing interface), is
currently the dominant model for programming. After an application has
been programmed as a group of parallel programs, the communication vol-
umes between the communicating tasks (programs) can be obtained by static
or dynamic program analysis/profling, as introduced in [23] [24]. The com-
munication volume information can be added into the dependency graph
(e.g., a DAG) generated in the previous algorithm design stage. The up-
dated dependency graph is an important representation of the application,
which will be used in the following scheduling and mapping stages for pro-
ducing an optimized design.

Figure 1.4 is an illustration of the design process presented here with
the parallel programming stage omitted. The programs of tasks need to
be assigned to processes or threads which can be run on a processor. This
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assignment is called scheduling. The scheduling also produces the execution
sequence of the given set of tasks to make sure that the antidependency
and output dependency constraints are fulfilled. If the number of tasks is
larger than that of available processes or threads, multiple tasks have to be
assigned to one same process or thread. In this case, scheduling can take the
granularity of each task into account and find a load-balanced scheduling
solution.
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Figure 1.4: An Illustration of The Design Process

With the task-process assignment solution obtained in the scheduling
stage, themapping (or application mapping) stage maps processes or threads
onto physical cores on a platform. Similarly to scheduling, multiple processes
or threads can be mapped onto one same core if the number of processes or
threads exceeds that of cores. Inter-task communication is the major issue
which is taken care in the mapping stage. The typical objectives of mapping
an application on a many-core platform include minimizing the communi-
cation power/energy consumption, decreasing the bandwidth requirement
and reducing the contention and congestion situation on the communica-
tion networks. In addition, the workload on cores can be balanced by the
application mapping as well.

After the optimized scheduling and mapping solutions have been found,
the last stage of the design is to load the set of parallel programs to their
mapped cores on the target multi- or many-core platform. Based on the
scheduling carried out by the operating system, the set of tasks execute
concurrently and complete the jobs of the application.
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1.3 Application Mapping

This thesis focuses on the application mapping stage. Basically, the appli-
cation mapping is a resource allocation problem. It decides how to allocate
processing cores (computation resources) to tasks, and how to distribute
inter-task communications on the interconnection network (communication
resources) [25]. The solution of computation resource allocation determines
on which core a task will be executed, which in turn determines the execution
time and energy consumption of executing the task. The time and energy
consumption of computation might vary significantly over different task-core
mapping solutions, especially on heterogeneous many-core platforms. In ad-
dition, assuming that the cores are connected by a network architecture, e.g.,
a NoC, the task-core mapping also determines how far (in terms of hops)
the data has to be transferred between each pair of communicating tasks.
More hops result in higher communication energy consumption. Regarding
the communication resource allocation, the distribution of inter-task com-
munication on the interconnection network determines the contention and
congestion situations in the network. High contention and congestion in
the network will delay the communication and degrade the performance of
the running applications. High congestion in the network also increases the
communication energy consumption since data has to be kept longer in the
communication network.

The application mapping is a resource allocation problem between a
group of cores (resources) and a set of tasks (jobs), consisting of compu-
tation and communication resource allocation. The purpose of the appli-
cation mapping is to obtain an optimized solution which can improve the
system performance and minimize the cost such as energy/power consump-
tion. This objective can be achieved by individual optimization of either
computation resource allocation or communication resource allocation, or
by the combination of both. However, this kind of resource allocation prob-
lem is categorized as the combinational optimization problem which consists
of finding an optimal solution from a finite set of candidate solutions. It is
an instance of the constrained quadratic assignment problem and is known
as being NP-hard [26].

To solve such an important but difficult problem, extensive works have
been carried out for developing efficient mapping algorithms [27, 28, 29, 30,
31, 32]. Based on the study of the existing works, we observed that:

1. Minimizing the communication power/energy consumption is one of
the major objectives that have been addressed in existing works. This
is due to, on one hand, an ever larger number of transistors on pro-
cessor chips, which has resulted in increasing power/energy concerns.
On the other hand, a tighter power/energy consumption constraint is
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imposed by modern computers or hand-held devices because of cool-
ing problems and/or battery capacity limitations, conflicting with the
fact that more power and energy are required by increasingly complex
parallel applications.

2. Performance and complexity of a mapping algorithm have to be traded
off according to the pre-defined objectives and constraints imposed
by hardware and software. More complex algorithms, e.g., genetic
algorithm [32] or linear programming [29], can find near-optimal or
optimal mapping solutions, but the required computation effort is huge
or prohibitively expensive for large-size problems. On the contrary,
simpler algorithms like greedy heuristic search [28], can find a solution
with comparably less computation and runtime, but the solution could
not be guaranteed to be globally optimal or near-optimal. Algorithms
with better trade-off between performance and complexity need to be
developed.

3. The majority of the existing works do individual optimization on ei-
ther computation resource allocation, or communication resource allo-
cation. A systematic method which combines the optimization process
on both issues has been hardly investigated.

4. Most existing works aim to solve the single-application mapping prob-
lem in which only one application is mapped onto a many-core plat-
form. As future many-core processors will provide abundant process-
ing cores, the focus should be shifted from single-application mapping
to multi-application mapping where multiple applications are mapped
and executed on a many-core platform. This introduces another level
of parallelism, the application-level parallelism.

The first observation shows that power/energy consumption should be the
major concern when we develop new application mapping algorithms. Ac-
cording to the second observation, the mapping algorithms to be developed
should ensure the optimality of the mapping solutions while keeping the
complexity of the algorithm as low as possible. The third and fourth obser-
vations point out the potential fields in which we should explore to pursue
high-performance and innovative application mapping methods for parallel
computing on future many-core platforms.

1.4 Thesis Objectives

Motivated by aforementioned observations, this thesis targets: (1) identify-
ing the general mapping process which incorporates both computation and
communication resource allocation for finding an overall optimal mapping
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solution; (2) developing novel mapping algorithms applied to computation
and communication resource allocation problems. More precisely, the ob-
jectives of this thesis include:

1. To build a general application mapping framework for heterogeneous
multi-core or many-core platforms, in which the specific mapping stages
for computation and communication resource allocation are identified
and integrated in a systematic way, in order to produce globally op-
timal mappings. The formulation of each stage and the cooperation
mechanism among them will be investigated.

2. To develop mapping algorithms which are used for each specific map-
ping stage. The objective of the algorithms is to optimize the spe-
cific design interests in terms of performance or cost metrics (e.g.,
energy consumption, bandwidth requirement and execution time). As
the exhaustive search and linear programming methods are too time-
consuming, or even prohibitively expensive for large-size mapping prob-
lems, algorithms based on search heuristics (e.g., simulated annealing
and genetic algorithm) will be particularly investigated. How to trade
off the complexity and performance is the major consideration in de-
veloping new mapping algorithms.

3. To establish a methodology for mapping multiple applications onto
many-core platforms. The objective of the multi-application mapping
algorithms is to minimize the resource competition between applica-
tions, while keeping the design metrics of an individual application as
good as those achieved by single-application mapping.

1.5 Thesis Contributions

To reach the objectives, extensive investigations of the application map-
ping problem on a heterogeneous many-core platform have been conducted.
Based on the investigations, a generic framework of application mapping
is presented. Three high-performance algorithms are developed with the
purpose of improving the solution quality while decreasing the algorithm
complexity. Utilizing the algorithm developed, a methodology of mapping
multiple applications is proposed. The main contributions of this thesis are:

1. A three-stage process of application mapping is introduced for hetero-
geneous many-core platforms, which is composed of three consecutive
stages, i.e., IP selection, tile assignment and communication mapping.
The three-stage process provides a framework of how to solve the com-
putation and communication resource allocation problems in a system-
atic way. IP selection selects one type of IP core available on the target
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platform for each task. Tile assignment decides which tile (or node)
is assigned for the execution of a task, provided that the type of the
IP core on this tile is the same that was selected for the task in the
IP selection stage. When the tile assignment has been done, commu-
nication mapping allocates one routing path on the communication
network for each inter-tile communication. The functions of the three
stages are formulated respectively.

2. Six categories of mapping algorithms which are broadly used in the
three sub-stages of application mapping, including exhaustive search,
branch-and-bound, greedy incremental search, simulated annealing,
genetic algorithm, and integer linear programming, are analyzed and
compared in terms of search space size, solution quality, complexity
and problem scope. The study of the algorithms provides insights into
the complexity and performance of each type of algorithm. Based on
the study, we were inspired to put effort on developing optimized sim-
ulated annealing algorithm for high-performance application mapping,
due to its better trade-off between solution quality and time complex-
ity.

3. Three algorithms are proposed for application mapping, with different
complexity and performance trade-offs. The first one is a time-efficient
task-core mapping algorithm which utilizes a tree-model of a NoC to
speed up the mapping process. Two simulated annealing (SA) based
algorithms are proposed for the purpose of finding the globally optimal
mapping solutions. To reduce the time complexity of the generic SA
algorithm, the Nelder-Mead simplex method is applied in one algo-
rithm to generate the optimized parameters for the SA algorithm. In
another algorithm, called tk-SA, the generic SA algorithm is acceler-
ated by starting the annealing process from a lower initial temperature
tk together with an optimized initial mapping solution. The experi-
ments show that both algorithms reduce the random partition of the
generic SA algorithm and speed up the convergence to the final map-
ping solutions, without loss of mapping quality. The algorithms were
initially published in my previous publications [33] [34] [35].

4. A novel methodology for mapping multiple applications adaptively
with unbounded or bounded number of cores is presented. Composed
of application mapping and task mapping, the proposed two-step map-
ping methodology maps multiple applications on different regions in a
many-core NoC so that each application has no or negligible interfer-
ence with other applications. The proposed tk-SA algorithm is applied
to the task mapping in the case of unbounded number of cores. The
task-sequence based (TSB) algorithm is proposed for the task mapping
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in the case of bounded number of cores. Without the limitations of
the algorithms applied for application mapping and task mapping, the
innovative mapping methodology provides a framework for mapping
multiple applications on many-core platforms. The proposed method-
ology was partially presented in my previous publications [36] [37] [38].
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1.7 Organization of Thesis

The thesis is composed of 8 chapters. Chapter 2 discusses the typical energy-
efficient design methods for many-core platforms. Existing works address-
ing the application mapping problem are reviewed as well. A three-stage
application mapping process is presented in Chapter 3, including the formu-
lation of each stage, and the comparison between the set of representative
algorithms. Chapter 4 proposes an energy- and latency-efficient algorithm
for mapping an application onto a 2D mesh NoC. A tree-model of a NoC
is introduced and employed in the application mapping. Two accelerated
simulated annealing algorithms are proposed for application mapping in
Chapters 5 and 6. In Chapter 5, a set of parameters utilized in the SA
algorithm is produced by the proposed method which significantly speeds
up the SA algorithm. Alternatively, an optimized initial mapping and cor-
responding temperature are applied in Chapter 6 to accelerate the generic
SA algorithm. Chapter 7 presents a methodology for mapping multiple ap-
plication simultaneously on a many-core platform. The proposed adaptive
methodology addresses mapping with both unbounded and bounded num-
ber of cores. Chapter 8 concludes the thesis and discusses envisioned future
work for application mapping on many-core platforms.
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Chapter 2

Energy-Efficient Many-Core
Platforms

Energy-efficiency has become a primary concern for massively parallel com-
puting on many-core platforms [39]. On one hand, although the energy/power
consumption of individual cores can be decreased with technology scaling,
the aggregate energy consumption and power density scale up when the num-
ber of integrated cores increases. Many-core platforms are energy-hungry
due to the large amount of concurrent computations and communications
[40] [41]. According to the prediction from ITRS [42], the power consump-
tion of consumer devices will grow from today’s 100 W to more than 200 W
in 2015. On the other hand, the energy/power budget is becoming tighter
and tighter due to increasing heat dissipation concerns. As demonstrated in
[43], a modern multi-core mobile phone is required to support 100 GOPS
(1011 operations per second) with 1W power budget. Hence, energy-efficient
design on many-core platforms has drawn significant attention in literature.
This chapter discusses the typical parallel architectures of many-core plat-
forms. The emphasis is put on the impacts that the architectures and in-
terconnection networks impose on the energy consumption in a many-core
platform. Then, the typical energy-efficient design methods are presented.
Of them, application mapping is one method which provides great potential
to achieve energy-efficiency at the system level.

2.1 Parallel Architectures of Many-Core Platform

To explore the potential of massively parallel computing with multiple or
many IP cores, various forms of parallel architectures have been developed.
A parallel architecture is characterized by the nature and the number of IP
cores, the arrangement of IP cores and memory modules, the nature and
types of interconnection among IP cores and memory modules, the com-
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munication mechanism among IP cores and between IP cores and memory
modules, and the applicable programming model [44]. Due to these charac-
teristics, parallel architectures can be classified from different perspectives.
In this section, we are going to introduce two typical parallel architectures
which are classified based on the communication mechanism and program-
ming model. They are shared address space and message passing architec-
tures.

2.1.1 Shared Address Space

As the name implies, in a shared address space many-core platform, the
memory space is accessible to all IP cores. Figure 2.1 shows the general
abstraction of a shared address space architecture [45]. The shared memory
can be one physical memory module (global memory) as shown in Figure
2.1a, or be composed of a set of memory modules as shown in Figure 2.1b. In
the latter case, the whole address space is distributed into the set of memory
modules. This architecture is also called a distributed shared memory (DSM)
system. In the shared address space architecture, each core can address
and access any location in the shared memory. A result of one IP core is
written to the shared memory and read later by another IP core. Inter-core
communication is realized by writing and reading shared variables which are
stored in the shared memory. To alleviate the impact of slow memory access,
a memory hierarchy is usually used in modern multi- or many-core processors
[46]. Several levels of faster and relatively smaller caches are employed
between the IP cores and the main memory. Frequently accessed data or
instructions are pre-fetched and stored in caches and accessed directly by
the IP cores at runtime. An access to the main memory occurs only when
the required data has not been found in any of the cache levels.

Most modern desktop and server multiprocessors employ the shared ad-
dress space architecture. Recalling Intel Core i7 shown in Figure 1.2 (Section
1.1.2) which uses the Intel’s Nehalem microarchitecture, each core has pri-
vate L1 and L2 caches, and a L3 cache shared with other cores. All cores
are connected through a ring and access the local system memory through
the integrated memory controller [47]. Similar architectures are applied to
the latest AMD Opteron 6000 series [48], Oracle’s Sparc T3 [49] and IBM
Power 7 [50].

The main advantage of the shared address space architecture is that it
facilitates parallelization of legacy sequential programs where all variables
are defined in the same address space. From the programmers’ point of
view, the same set of variables is accessible to multiple IP cores in a parallel
program as was accessible to a single core in the sequential implementation
of the program. Therefore, programs require a minimum of restructuring for
parallel computing on a many-core platform. Programming for the shared
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Figure 2.1: Shared Address Space Architecture

address space architecture is also easier to understand due to the similar-
ity of operating systems programming and general multiprogramming. The
programming language can be an extension of existing languages with direc-
tives or libraries supporting parallel operations. For example, OpenMP API
(application program interface) provides a collection of compiler directives,
library routines and environmental variables for the programming of shared
memory systems. The compiler directives can be used for Fortran, C and
C++ for tasking constructs, work-sharing constructs and synchronization
constructs [51].

There are several challenges in designing systems based on the shared
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address space architecture. Firstly, from the programming perspective, since
race conditions occur when multiple threads or tasks operate on the same
part of a program or variables (called critical section) simultaneously, keep-
ing these operations in order is critical to ensure the correctness of the pro-
gram. This leads to a complex synchronization problem [44] [52]. Explicit
synchronization has to be implemented in programs manually by program-
mers. From the hardware perspective, although the utilization of caches
efficiently hide the memory access latency, it introduces the cache coher-
ence problem in a shared address space system [53] [45]. With multiple
copies of a data item in multiple caches, a complex cache coherence protocol
has to be employed to keep the multiple copies consistent whenever one of
them is modified [44] [1] [47]. The protocol overhead per core increases with
the number of cores, leading to a “coherence wall” [54]. Another issue of
the shared address space architecture is the scalability. This is due to the
limitation of the coherence wall and the performance bottleneck caused by
the shared memory in general. In addition, the address space of the share
memory cannot scale up infinitely.

2.1.2 Message Passing

Message passing is another type of communication mechanism and program-
ming model which are usually employed in distributed memory architectures.
As shown in Figure 2.2, in a distributed memory architecture, a private
memory is allocated to each core for storing local program and data. The
local memory can be accessed by the local IP core directly. When an IP core
needs data in a remote memory, message passing is performed for transfer-
ring the required data from a private memory to another. To alleviate the
long memory access latency, similar to the shared address space architecture,
caches are also used between the IP cores and their local memory modules.
Compared to implicit inter-core communication by reading or writing shared
variables in shared address space architectures, communication in message
passing architectures is realized by explicit send and receive operations. The
send operation specifies a process of sending data in the local memory of an
IP core to a remote memory accessed by another IP core. Correspondingly,
the receive operation specifies a process of fetching data from a remote mem-
ory to the local memory. Depending on whether the send and the receive
operations need to be synchronized for completing a data transfer, message
passing can be classified as synchronous and asynchronous message passing
[44]. In the synchronous paradigm, the data transfer can only be performed
after a handshaking coordination between the source and destination cores.
In the asynchronous paradigm, the data transfer, especially for a send op-
eration, can start immediately without coordination with the destination
core.
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Figure 2.2: Message Passing Architecture with Distributed Memory Modules

To accomplish message passing, appropriate communication protocols
have to be employed in both synchronous and asynchronous paradigms.
These protocols can be performed by the IP cores. In this case, the compu-
tation on an IP core has to be blocked due to a send or receive operation
(blocking send or receive). The blocking send and receive operations waste
the computation resources on the platform. Therefore, the trend in modern
message passing architectures is to decouple the communication operation
from the computation operation. There are two typical approaches for the
decomposition. One is to add a memory controller to perform the data trans-
fer between the local and remote memories [55]. An IP core can continue its
computation after issuing a communication call to the memory controller.
The memory controller performs the data transfer independently. Another
approach is to implement dedicated routers in the interconnection network.
The IP cores are connected to the routers through network interfaces. The
routers are connected by a specific topology and form an interconnection
network for inter-core communication. The data to be transferred is first
injected into the network by the local router, and then forwarded to the des-
tination core by a set of routers according to a specific routing algorithm.
This approach leads to the promising network-on-chip (NoC) structure for
many-core platforms, which will be discussed in Section 2.2. Utilizations
of either memory controllers or routers enables overlapping of computation
and communication and improves thereby system performance.

The message passing architecture has been widely used in classical par-
allel computing systems such as client/server systems and computer clus-
ters. With the emergence of multi- and many-core processors, the message
passing architecture has recently drawn great attention due to its better
scalability [56] [57] [58]. Take the prototype processor presented in [57] as
an example, 48 PentiumTM IA-32 cores are distributed into 24 tiles which
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are arranged in a 6 × 4 2D-mesh NoC with 2 cores per tile. A five-port
router is embedded in each tile to connect with the 4 neighboring routers
and one local core. The 48 cores communicate over the NoC using the
message passing architecture, which removes the dependence on hardware
maintained cache coherence while remaining in a constrained power budget.
From the architectural point of view, message passing architectures provide
better scalability due to the modular way in which the IP cores and memory
modules are organized, facilitating integration of hundreds to thousands of
IP cores in future many-core platforms. From the programming point of
view, the explicit send and receive operations used for inter-core commu-
nication eliminate the complex synchronization and coordination problem
presented in the shared address space architectures. The cooperative send
and receive operations have implicitly a built-in synchronization feature. In
addition, message passing programming is easier for validation and more
portable than shared memory programming, which makes it more efficient
for programming on multi- and many-core platforms [54]. The most popular
communication library for message passing architectures is MPI (message
passing interface) which provides a communication interface to , for example,
Fortran, C and C++ [59].

2.2 Interconnection Network

2.2.1 Network Characteristics

In both aforementioned parallel architectures, interconnection network is a
key component for providing efficient and reliable communication between
IP cores and memory modules (as shown in Figure 2.1 and 2.2). An intercon-
nection network is characterized mainly by bandwidth, latency, concurrency,
diameter, connectivity and scalability [52].

Bandwidth: Bandwidth is usually specified by the bisection bandwidth of
an interconnection network, in terms of the maximum number of bytes
per second that the network can transport across the section through
which the network is partitioned into two equal halves.

Latency: Latency is the time consumed from the transmission of data into
the network to its reception at its destination. The latency for trans-
ferring one message is usually composed of software overhead, channel
delay, switching or routing delay, and contention time.

Concurrency: Concurrency of a network is measured by the number of
connections which can be supported concurrently in the network. Con-
currency is an important characteristic for a parallel architecture. A
larger concurrency leads to higher throughput and smaller latency

22



since a larger number of inter-core communication events can perform
simultaneously.

Diameter: Diameter is the longest path between any two nodes on the
network. It is usually quantified by the hops between nodes at the
farthest ends of the network. The diameter is used for estimating the
longest transfer delay on the network.

Connectivity: Connectivity is quantified by the node or edge degree, which
is the number of nodes or links that need to fail to disconnect the
network. A higher connectivity implies better reliability and fault-
tolerance.

Scalability: Scalability is the potential that a network can expand in a
modular fashion. The performances of systems based on the network
increase approximately at the same rate as the number of IP cores
scales up.

The above characteristics of an interconnection network have great im-
pact on the performance and energy-consumption of a parallel architecture.
They are determined by the network topology, routing and switching tech-
niques that are employed. For each of them, there are different design op-
tions with various characteristics. The following sections present typical
design methods for interconnection networks. For more detail on intercon-
nection networks, see [53] and [45].

2.2.2 Network Topology

The topology of an interconnection network defines how the IP cores and
memory modules on a parallel platform are connected with each other. In-
terconnection networks are distinguished as direct and indirect networks
[60]. In direct networks, each node is a terminal node which can be an IP
core, a memory module or a combination of them, as shown in Figure 2.1
and 2.2. A terminal node acts as a source or destination node for packets.
Packets are forwarded directly between terminal nodes. The connection
cannot be changed during the execution time. In indirect networks, a node
could be a terminal node or a switch which forwards packets from input
ports to output ports. In contrast to direct networks, the packets between
source and destination terminal nodes are forwarded indirectly by means of
switch nodes. The connection between nodes can be dynamically configured
to meet the changing communication requirements of applications.

Direct Networks

The typical direct networks include mesh, ring, tree and cube network. The
topologies of them are shown in Figure 2.3. The fully-connected network is
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shown here as an extreme case of direct networks, in which each terminal
node is directly connected to all other terminal nodes. The linear array is
a one-dimensional mesh which connects N nodes using N − 1 links on a
line. The two-dimensional mesh is constructed similarly as the linear array
on both their x and y axes. In a 2D mesh, a node is usually denoted by
its x and y coordinates on the horizontal and vertical direction respectively.
The 2D mesh is the most popular network topology because of its regularity,
scalability and routing simplicity. A 2D torus is a variant of the 2D mesh.
The difference between a torus and a mesh is that in the torus the boundary
nodes are also directly connected both row-wise and column-wise. A ring
topology is obtained by connecting the two end nodes in a linear array.
A tree topology connects nodes in a parent-child way. Figure 2.3e shows a
binary tree topology in which each interior node has one parent node and two
child nodes. k−ary n− cube is the most general form of the cube networks.
Meshes, rings and hypercube networks are topologically isomorphic to the
k − ary n− cube networks.

Each kind of topology has particular characteristics, as well as different
performance and cost. A trade-off between topologies has to be made in
the design by taking these aspects of each type of topology into account,
with respect to the requirements of target applications. As reported in
[52], given a constant number of nodes, higher dimension networks have
better scalability and lower latency, but they utilize more wires, pins and
larger switches. This leads to higher cost in several aspects, including heat
dissipation, yield, testing, etc., compared to low-dimensional networks [61].
Hence, the low-dimensional networks, such as 2D meshes, are favored due
to their facilitated implementation, simplicity of the routing strategy and
network scalability.

Indirect Networks

The direct networks presented above are suitable for applications which can
exploit regular, fixed topologies. In contrast, the indirect interconnection
networks perform better for applications with variable and irregular com-
munication patterns. The connection between two terminal nodes can be
dynamically established by reconfiguring the intermediate switches. This
provides great flexibility to meet various communication patterns from dif-
ferent applications. There are some significant disadvantages for dynamic
networks as well, including low concurrency and scalability. The representa-
tive indirect networks are buses, crossbar networks and multistage networks,
as shown in Figure 2.4.

Bus is the simplest indirect network. In the bus scheme, all terminal
nodes are connected by a shared set of wires. A crossbar network provides
a full connection between N nodes. As shown in Figure 2.4b, the total
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Figure 2.3: Direct Interconnection Networks

number of N2 switches are required to set up the connection between any
two nodes on the network. Multistage interconnection networks (MINs)
make use the 2 × 2 or larger crossbar switches as the building blocks to
develop fully connected network between nodes. A general MIN consists
of multiple stages each of which consists of a set of crossbar switches. A
MIN is a compromise between a low-performance but simple bus and a
high-performance but costly crossbar network.

The buses are efficient and simple only for connecting a small number
of IP cores. The lack of parallelism inhibits the scalability of buses for
large size systems. In contrast, crossbar networks allow all permutations
of connections in constant time and support more concurrent communica-
tion, but the cost of switches required is excessive for large size systems.
Multistage interconnection networks are compromise solutions between low
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Figure 2.4: Dynamic Interconnection Networks

cost/performance buses and high cost/performance crossbar networks. Since
less switches are utilized, a possible problem of multistage interconnection
networks is the occurrence of hot spots in the network.
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2.2.3 Routing and Switching

Direct and indirect networks provide communication paths between nodes.
The message sent from a source node has to traverse a sequence of intermedi-
ate terminal nodes or switches before it finally reaches its destination node.
To perform inter-core transactions, specific routing and switching techniques
have to be utilized to regulate and coordinate the communication events on
the network.

Routing Algorithms

In certain kind of interconnection networks, such as meshes, there are mul-
tiple paths and routes from one node to another node. A routing algorithm
determines on which path the message from node A to node B should be
transferred. The purpose of a routing algorithm is to guide the transfer at
each router on the path so that the message can finally reach its destination.
A routing algorithm also needs to handle the problems of deadlock and live-
lock. The typical routing algorithms include the dimension-order routing,
source-based routing, table-driven routing and turn model routing [45].

There are two major classification schemes used for characterizing the
routing algorithms. Based on the length of the selected routing path, the
routing algorithms are classified into minimal and non-minimal routing al-
gorithms. A minimal routing algorithm always chooses a routing path with
the shortest possible length between two nodes. One example of the min-
imal routing algorithm is the dimension-order XY routing algorithm. On
the other hand, a non-minimal routing algorithm may not always select the
shortest routing path with the purpose of, for example, avoiding the con-
gestion on the network. The routing algorithms can also be categorized
as deterministic and adaptive routing. With deterministic algorithms, the
routing path is deterministic and unique for a pair of communicating nodes.
The path selection is only depending on the source and destination nodes,
without taking other transmissions in the network into consideration. The
deterministic algorithms are simple, but they can lead to unbalanced load
and more contentions in the network. In contrast, adaptive routing algo-
rithms can select one routing path from several alternative paths according
to the traffic situation in the network. As a result, the communication traffic
in the network can be balanced and the contention situation is alleviated by
the adaptive routing algorithms. They also provide better fault-tolerance
than the deterministic algorithms. Naturally, the adaptive algorithms are
more complex than the deterministic algorithms. Based on whether the
minimal-path strategy is applied or not, the dynamic algorithms are fur-
ther classified into minimal and non-minimal adaptive algorithms. Exam-
ples of deterministic routing algorithms are dimension-order XY routing
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and source-based routing. Turn model routing algorithms are examples of
dynamic routing [62] [63].

The problems very often encountered in routing are deadlock and live-
lock. Deadlock occurs when two data transmissions hold a resource that
is required by both for the next step operation. Deadlock might happen
whenever several transmissions have cyclic dependence on resources. Live-
lock is the situation in which a message keeps moving around the network
but can never reach its destination. It is usually the result of using an
adaptive routing algorithm so that a message is not guaranteed to reach its
destination deterministically. Turn model routing algorithms such as west-
first and north-last routing algorithms are used to avoid deadlock [62]. The
deterministic dimension-order XY routing is free of livelock.

Switching Techniques

The switch strategy determines how a message is forwarded at a switch
or a router along a rouging path between a source and a destination node.
More particularly, the switching determines how to move data from an input
channel to an output channel at a switch or a router. Circuit switching and
packet switching are the typical strategies used in modern interconnection
networks [60]. The different switching techniques are illustrated in Figure
2.5

In circuit switching (Figure 2.5a), the routing path from a source node
to a destination node is established and exclusively occupied by the mes-
sage transmission between the nodes. The routing path is released when the
whole transmission is completed. A message is transferred on the path in
terms of pieces of data which are called physical units (phits). The routing
path is established by using short probe messages traveling along the path,
and is released by a message trailer or by an acknowledgement message from
the receiver. The circuit switching can provide high speed and large band-
width for message transmission, but it decreases the utilization efficiency
of the physical links in the network, due to the exclusive occupation of the
whole routing path during a message transmission.

In packet switching, the transmission of a message is performed at the
packet granularity. The message to be transferred is split into a sequence
of packets which can be transferred independently to the destination node.
To do so, a packet is generally composed of the header, the data and the
trailer sections. The routing and control information are contained in the
header. Each packet is sent separately to the destination node according to
the routing information in the header. The conventional technique used in
packet switching is the store-and-forward (Figure 2.5b). In the store-and-
forward switching, an entire packet has to be received at a switch or a router
before it can be forwarded to next switch or router. Compared to the circuit
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Figure 2.5: Illustration of Circuit and Packet Switching

switching, packet switching improves the utilization rate of links due to the
adoption of the shorter packets.

If the sequence of packets of one message is transmitted along the same
routing path, the pipelining technique can be used so that the set of packets
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can use the links on the routing path in an overlapping way. The total trans-
mission time of the whole message is therefore decreased. The pipelining
techniques can be further used in the transmission of an individual packet,
which leads to the cut-through switching and the wormhole switching [60]
[21]. In cut-through switching (Figure 2.5c), the routing path of a packet is
established by checking the phits of the packet header. Then, the rest of the
packet will be transferred in a pipelining way on the routing path. A channel
allocated to a packet can be freed as soon as the trailer of the packet has
been transmitted through the channel. In the wormhole routing, the packet
is organized as a sequence of flow control units (flits), which can be as large
as the packet header. Similar to the cut-through switching, the header flit
is used to establish the routing path and the rest flits are transferred along
the path in a pipelining way. The major difference from the cut-through
switching is, if the transmission of a packet is blocked on a switch, only few
flits are stored in the switch. The rest of the flits are stored in preceding
switches on the path. Consequently, smaller buffers are required in switches
or routers. The disadvantage of the wormhole switching is that a blocked
packet transfer will occupy the buffer space of switches or routers on the
path. Various latencies of the different packet switching algorithms are il-
lustrated in Figure 2.5, where the transmission of one packet, from node 1
to node 4, is demonstrated with each aforementioned algorithm.

2.2.4 Network-on-Chip

Nework-on-chip has been proposed as a evolutionary architecture to inte-
grate very large number of IP cores since last decade [64] [7] [65]. The NoC-
based chip multiprocessors (CMPs) have been developed both in academia
and industry [65] [57] [66] [65]. The development of NoC architecture has
been driven by the growing demand on parallel computing and increasing
popularity of many-core processors. Due to the poor scalability, the in-
terconnection networks such as rings, buses, crossbars and MINs are not
performing as efficiently on many-core processors as they are on multi-core
processors. NoCs were proposed as an alternative for these conventional
interconnection networks and targets to the systems consisting of tens to
thousands of IP cores and memory modules. Instead of using the dedi-
cated wires, the numerous IP cores and memory modules in a NoC are
connected to a on-chip network which routes packets between them. Com-
pared to their predecessors, NoC architectures have several advantages [67]
[64]. The modularity is the key advantage of NoCs which supports scalabil-
ity from the ground up, especially in terms of performance. The structured
networks are more predictable and provide more potential to explore the
power/performance design space and more flexibility to support specific ap-
plications. The distributed nature of NoC infrastructures also improve the
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reliability of the systems due to the modular organization and the utiliza-
tion of segmented connections, so that a local fault cannot break the whole
network.

Structure of NoC

Figure 2.6 shows an example of a 4 × 4 2D mesh NoC with 16 nodes. The
interconnection network of the NoC is composed of a set of routers and
point-to-point links connecting the routers. An IP core is connected to
a router through the network interface (NI). The NI acts as a translator
which packetizes the data to be transferred on the network, and unpackets
the packets received from the network. On the 2D mesh network, a router is
directly connected to up to four neighboring routers via the point-to-point
links. The data is sent to and received from the network for a IP core by the
local router. Each router also works as an intermediate transporter which
forwards the incoming packets to one of its neighboring routers according to
the specific routing algorithm. Packet switching is generally used in NoCs.
Both deterministic and adaptive routing algorithms can be applied to a NoC.
For 2D mesh NoCs, the dimension-order routing algorithms, for example,
XY routing, is often used. With XY routing, a node on the 2D mesh NoC
is referenced by its x and y coordinates. From a source node, a packet is
transferred along one dimension at a time until it finally reach its destination
node. For a packet transmission from node A (xa, ya) to node B (xb, yb),
the minimal length of the routing path equals to |xb − xa|+ |yb − ya|. NoC
interconnection is applicable to both message passing and shared address
space parallel architectures.

2D mesh NoC is one of the most popular NoC structures due to its regu-
larity and modularity which in turn simplify the routing on the network and
facilitate the implementation. 2D mesh NoC has been implemented in the
Intel 80-core TeraScale processor [12] and the 48-core SCC processor [57],
as well as the 64-core Tilera processor [65]. Extended from 2D implemen-
tations, 3D NoCs have recently been proposed, either by stacking multiple
layers of 2D mesh NoCs [68], or by placing interconnection network and IP
cores on separate layers [69]. Besides 2D mesh, other topologies like torus
and hypercube can also be applied to NoCs.

Most significant characteristic of NoC architectures is that it decom-
poses the computation and the communication. Thanks to the utilization
of routers, an IP core needs not to participate or to be blocked by a mes-
sage transmission so that the computation and communication operation
can overlap each other. A node consisting of an IP core and a router oper-
ates as a lightweight processor and can efficiently communicate with other
nodes. Clearly, the distributed and modular structure of NoCs provides
better scalability for constructing high-performance many-core platforms.
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Figure 2.6: An Example of 4x4 2D Mesh NoC

Besides scalability, the NoC structure provides more opportunity and flexi-
bility to explore energy-efficient design on many-core platforms.

2.3 Energy-Efficient Design Methods

2.3.1 Energy Consumption

In a many-core platform, energy is consumed for running the IP cores, mem-
ories, I/Os and interconnection network. Energy consumption is composed
of the dynamic and static parts. Dynamic energy is consumed by the switch-
ing of capacitances, while static energy is consumed by subthreshold and
gate leakage [70]. As long as the IP cores and the interconnection network
are powered on, there is static energy consumption. Therefore, the static
energy consumption is more platform-dependent, which is determined by
factors like supply voltage, body bias voltage and temperature of the plat-
form, as well as the active time of the IP cores and the interconnection net-
work ( Equation 2.1, derived from [71] [72]). Dynamic energy is consumed
when the IP cores are processing data and the interconnection network is
transmitting data. The dynamic energy consumed for switching transitions
in a router or a link is proportional to the capacitance and the square of
the supply voltage (Equation 2.2 [73]). Dynamic energy consumption is the
direct result of the computation and the communication operations. Take a
NoC-based system as an example, a sequence of packets has to be forwarded
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through a set of routers along the routing path until the packets reach the
destination node. During the transmission, energy is dissipated inside each
router and on each link. As defined in Equation 2.3 [73], the total dynamic
energy consumption for transmitting the sequence of packets is the sum of
the router and link traversing energy over the routing path.

Esta =

∫ t=t1

t=t0

Psta dt

Psta = K1 × VDD × 10−K2×VthT + |Vbs × Ij |
(2.1)

Edyn−tran ∝ CL × V 2
DD (2.2)

Edyn−NoC =

allpackets∑
(Edyn−router + Edyn−link)×H (2.3)

In the above equations, VDD, Vth and Vbs are the supply voltage the
threshold and the bias voltage respectively. K1 and K2 are two experi-
mentally determined parameters. T is the temperature. Ij is the junction
leakage. H is the hop count of a packet traversing from its source node to
its destination node. CL is the load capacitance.

Based on the origins of static and dynamic energy consumption, and the
design flexibility provided by the NoC architecture, a diversity of methods
have be proposed to achieve energy-efficiency on a NoC-based many-core
platform. To classify, these methods follow two main directions. One group
of them focuses on how to optimize the platform-specific parameters in Equa-
tion 2.1 and 2.2 which affect the static and dynamic energy consumption at
the architecture level. The methods in this group include, for instance, adap-
tive voltage and frequency scaling, power gating and clock gating. The other
direction aims to optimizing the allocation of the IP cores and communica-
tion channels in order to minimize the energy consumed for data processing
and transmission. An important and efficient method on this direction is the
application mapping. As we can see from Equation 2.3, given the dynamic
energy consumption of the routers and the links, Edyn−router and Edyn−link

respectively, the dynamic energy consumption on a NoC can be reduced by
minimizing the length of the routing path, H. The minimization of routing
path can be achieved by the application mapping method.

The typical energy-efficient design methods employed on NoC-based
platforms are explained in the following sections.

2.3.2 Adaptive Voltage and Frequency Scaling

Dynamic voltage and frequency scaling (DVFS) is a widely used technique
for energy efficient design [74] [75] [76]. DVFS originates from the fact
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that it is inefficient and unreasonable for all IP cores and links on a many-
core platform to operate at a uniform supply/threshold voltage levels and
a single frequency because the workloads on them may vary significantly
over time. Various demands on processing and communication can be ful-
filled with different voltage levels and frequencies. DVFS is enabled by the
NoC architectures where each node can work in a globally asynchronous
locally synchronous (GALS) way. DVFS is usually implemented by mon-
itoring the run-time workloads on IP cores and links, based on which the
appropriate voltage levels and frequencies are set. For example, in [74], the
processorsŕuntime statistics and an online learning algorithm are utilized
for determining the appropriate voltage level and frequency at any given
point of time. It is reported that the maximum energy saving of 49% can be
achieved. In [75], the utilization ratio of links is monitored as an indicator of
the workload. When the utilization of a link is too high, a higher frequency
can be set to reduce the workload. If there is low utilization of a link, the
frequency can be decreased to save energy.

DVFS can be implemented at various granularities: chip-wide, region-
wide and per-core [73]. Chip-wide DVFS adapts multiple voltage levels and
frequencies to the whole platform corresponding to various workloads from
different applications. Chip-wide DVFS is the basic form with minimal
overhead and complexity. Since the workloads on different regions of a
many-core platform have spatial locality, it is more reasonable to employ
DVFS per region instead of per chip. One approach of region-wide DVFS
is to deploy several voltage and frequency islands on the platform, each of
them consisting of multiple IP cores supplied by the same voltage level and
frequency [76]. The voltage level and frequency of each island is independent
of the chip-level voltage level and frequency. An island can be allocated to
an application with appropriate processing and communication requirements
so that the energy consumption can be minimized. The most fine-grained
DVFS is to utilize scalable voltage levels and frequency for each IP core.
This design paradigm is adopted on a 176-core platform [66], in which the
voltage level and frequency of each core can be adjusted by a local DVFS
controller. The fine-grained DVFS can provide high performance and design
flexibility, but with more area and timing overhead.

2.3.3 Power Gating

With technology scaling, the static power, which used to be minimal in
earlier CMOS technologies, is becoming the dominating part of power con-
sumption in sub-90 nm CMOS technologies [70]. Meanwhile, with the in-
creasing number of IP cores on a many-core platform, it is more likely that
some portion of the platform, including the IP cores and the interconnec-
tion network, might be idle temporally. This makes it possible to employ
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the power gating techniques, whereby transistors are used to disconnect the
power of the idle portion of the platform, to reduce the power and energy
consumption.

Many techniques have been developed for power gating [77]. For NoC
based platforms, most efforts have been put on the interconnection network
because the buffers in the routers and the repeaters on the links are the
major contributors of the static power [78]. For example, in [79], the pro-
posed NoC consists of an always-on network and a number of configurable
on/off channels. The always-on network ensures the basic connectivity and
functionality of the interconnection network. There are much fewer chan-
nels in the always-on network than a normal NoC so that the static power
is greatly reduced. The on/off channels can be dynamically powered on or
off, depending on the local traffic load. In [80], the links will be powered
off if there is no incoming packets in the next few cycles. The power gat-
ing is based on the prediction of future traffic load, which is performed by
using information obtained from the look-ahead routing of packets in the
neighboring routers.

2.3.4 Clock Gating

Another traditional technique for energy-efficient design is clock gating. In
clock gating, the energy is saved by shutting off clock of the logic block of a
device when there is no work to be done. Clock gating is an efficient way to
reduce the power consumption on the clock net, which accounts for 20% to
40% of the total dynamic power consumption [81]. The clock gating can be
employed at the system level as well as at the combinational and sequential
logic levels [81].

In [82], a two-level clock gating is proposed for NoCs. At first level, the
fine-grained clock gating is applied to router components including input
FIFOs and matrix arbiters. A the upper level, a whole router can be gated
when it is inactive. The clock-gating of a router is determined at the runtime
by signals which indicate if the router has any buffered data or blocked
output virtual channels.

2.3.5 Application Mapping

On a many-core platform, application mapping determines how to map a
set of concurrent tasks onto a group of IP cores provided by the platform,
with respect to specific design interests and constraints. While aforemen-
tioned methods achieve energy-efficiency at the infrastructure level, appli-
cation mapping provides an overall system design method which takes the
characteristics of both platforms and applications into account. Application
mapping is classified as an outstanding design problem and important design
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dimension on many-core platforms, which plays significant role in determin-
ing the energy consumption and performance of the overall system [83] [84].
Research focusing on the application mapping problem has been extensively
performed from various perspectives [27, 85, 86, 31, 30, 41, 36, 87].

Different task-core mapping solutions will result in different performances
and energy consumption characteristics for the same set of tasks. Figure 2.7
gives a simple example of two mapping solutions for tasks T1 to T4. Among
them, the data volume between tasks T1 and T3 is larger than that between
tasks T2 and T4. Without considering the inter-task data volume, tasks T1

and T3 might be mapped farther than tasks T2 and T4, as shown in Figure
2.7a. Clearly, this is not energy-efficient because larger amount of data be-
tween tasks T1 and T3 has to be transmitted on a longer routing path (two
hops). Figure 2.7b gives an optimized mapping solution whereby the data
volume is taken into account so that T1 and T3 are mapped on two neighbor-
ing nodes. The energy saving from communication between tasks T1 and T3

results in the overall energy decrease even though there is a slight increase
between tasks T2 and T4. Simple as the example is, Figure 2.7 illustrates
the basic principle of energy-efficient application mapping.

T1 and T3: larger data volume, mapped farther

T2 and T4: smaller data volume, mapped closer

T1 T2 T3

T4 MappedMapped

(a) Random Mapping

T1 and T3: mapped closer, significant  energy saving

T2 and T4: mapped farther, slight energy overhead

T2 T1 T4

T3 MappedMapped

Application 

Mapping

(b) Energy-Efficient Mapping

Figure 2.7: A Basic Principle of Energy-Efficient Application Mapping

As presented in Section 1.3, application mapping is indeed a resource
allocation problem. On a many-core platform, the resources that can be
allocated to execute one or more applications include the IP cores and the
communication channels in the interconnection network, or computation and
communication resources, respectively. For the sake of generality, consid-
ering heterogeneous many-core platforms, application mapping can achieve
energy-efficiency by the following approaches:

1. To select an appropriate type of IP core for each task so that the
energy consumed by the group of IP cores for executing the tasks is
minimized. This task-core mapping is called IP selection in this thesis.
IP selection is enabled by the heterogeneity of IP cores which means
that each core has various performance and energy consumption char-
acteristics for a set of tasks. For example, each IP core presented in [88]
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has various features such as energy consumption, execution time and
memory consumption for individual tasks. IP selection is taken into
account in order to minimize the computation energy consumption. In
[85], IP selection is performed to minimize the communication loads
between cores with the consideration of that tasks mapped on different
IP cores generate communication loads. In this case, IP selection is
also an approach of reducing the communication energy consumption.

2. To assign a tile (or node) on the many-core platform to map the IP
cores that have been selected in the IP selection stage. Tile assignment
aims at minimizing the inter-core communication energy consumption
since the distance between two communicating tiles affects the energy
consumed for transmitting data between two tasks on the tiles. This
core-tile mapping is called tile assignment in this thesis. [3] presents a
branch-and-bound algorithm for mapping a set of IP cores on a NoC
architecture so that the communication energy consumption is mini-
mized. In [89], a clustering technique is applied to the core-to-node
mapping in order to minimize the communication power consumption
on 2D mesh NoCs.

3. To find a specific routing path for communication between IP cores
that have been mapped onto tiles in the tile assignment stage. The al-
location of routing path to inter-core communication is called commu-
nication mapping in this thesis. Interconnection network may provide
multiple routing path between two tiles. Communication mapping
can be performed, for instance, to minimize the communication en-
ergy consumption [85], or to alleviate the contention and congestion
on the links so that the packet latency can be decreased [90] [91].

The IP selection, tile assignment and communication mapping explore
the design space for minimizing the energy consumption from different per-
spectives. For an application mapping problem, these three approaches can
be performed systematically to obtain a more optimized mapping solution
than each of them can achieve individually. Generally, the three stages pro-
ceed sequentially, i.e., IP selection at first, then tile assignment, and com-
munication mapping at last. But in some cases, it is unnecessary to perform
all three stages. For example, on NoCs employing deterministic routing al-
gorithms, communication mapping is not applicable since the routing path
between any two tiles is determined. In addition, to achieve an overall opti-
mal mapping, the three stages may need to iterate with feedback from each
other stages.

IP selection, tile assignment and communication mapping are all fea-
tured as the combinatorial optimization problems which consist of finding
an optimal solution from a finite set of candidate solutions. Each of them is
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an instance of the constrained quadratic assignment problem which is NP -
hard [26]. The search space in each problem increases factorially with the
number of tasks and IP cores on a many-core platform. For such problems,
deterministic methods, e.g., exhaustive search, which exhaustively explore
the search space, can find the optimal solution. But, it is prohibitively
expensive, if not impossible, for the practical size of problems. Therefore,
constructive or transformative heuristics are widely employed for application
mapping on many-core platforms.

The three-stage application mapping approach will be presented in detail
in Chapter 3, in terms of the formulation of general application mapping, the
objective and constraint functions, and the representative mapping methods.

2.4 Chapter Summary

This chapter introduced the state-of-the-art shared address space and mes-
sage passing parallel architectures. The emphasis was put on the communi-
cation mechanism applied on each type of architecture because it has great
impact on energy consumption of a many-core platform. As an impor-
tant component which affects the energy consumption and performance of a
many-core platform, the interconnection networks were discussed in terms of
topologies, routing algorithms and switching techniques. Of them, network-
on-chip was presented as a promising interconnection structure. Typical
energy-efficient design methods were explained. Application mapping was
presented as an energy-efficient design method at the system level.
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Chapter 3

Application Mapping

Generally speaking, the role of application mapping is to decide how to
distribute a set of tasks on a set of cores so that the particular metrics of
design interest can be optimized. There are two inputs to this problem:
application and NoC platform. An application is composed of a set of tasks
which can execute in parallel. There are inter-task communications repre-
senting data or control dependencies between tasks. A NoC provides the
computation and communication resources for completing the application.
For a heterogeneous NoC, on-chip processing elements (PEs) could consist
of CPUs, DSPs, video processors, FPGAs, embedded memory blocks and
other IP cores (as shown in Figure 3.1). Due to the increasing number of
integrated cores on the many-core platforms, as well as the increasing com-
plexity of massively parallel computing, application mapping plays more and
more important role in improving the system performance and decreasing
the energy consumption [83] [84]. As shown in [92], the application mapping
generated by the optimized SA algorithm can save up to 66.32% of energy
consumption compared to traditional SA algorithm. To find such kinds of
optimal or near-optimal mapping solutions, optimization algorithms need to
be applied to application mapping problem.

This chapter presents the general three-stage application mapping frame-
work. The mapping stages are formulated with classical application and NoC
models. The energy model of a many-core NoC is derived which is used as
one major objective of the energy-efficient mapping algorithms developed
in this thesis. The representative mapping methods that have been applied
to application mapping are studied and compared in order to clarify the
directions we should explore to develop more efficient mapping algorithms
in this thesis.
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3.1 Three-Stage Application Mapping

As mentioned in Chapter 2, we define the application mapping on a hetero-
geneous many-core platform as a three-stage resource allocation problem.
The typical three-stage application mapping is depicted in Figure 3.1. In
a heterogeneous system, a task could have multiple implementations with
different performances and costs, corresponding to different type of IP cores
provided in the many-core NoC. Therefore, the first stage of application
mapping is to select one type of IP core to implement a particular task,
called IP selection. The second stage is called tile assignment. The tile
assignment decides which tile on a NoC should be assigned to a selected IP
core. This stage performs the physical placement of the selected IP cores.
To efficiently distribute the communication traffic on the communication
network, the third stage, communication mapping, is performed after the
previous two stages, to find a particular routing path for each pair of com-
municating cores (tasks).

FPGACPU MEM

CPUDSP1 DSP2

MEMCPU CPU

t1

t2

t3

t5 t6

t7
t9

Application 

(Task Graph)

Tile Assignment

Heterogeneous Network-on-Chip 

(Network Topology Graph)

Router

IP Core

Task

Link

t8

CommunicationIP Selection

Communication Mapping

c25

c25

c25: communication 

between tasks t2

and t5

1

23

DSP1 is assigned to 

task t1, t2, t3

DSP2,  assigned to 

task t9,  is mapped 

on NoC

R4

R7

R1
R2

R5

R8

R3

R6

R9

Figure 3.1: An Overview of Multi-Stage Application Mapping on Heteroge-
neous NoC

Based on the time when the mapping is performed, application mapping
can be categorized into static and dynamic mapping. Static mapping is
performed at design time, while dynamic mapping is performed at runtime.
Static mapping can utilize full information about the application and the
NoC, including the topology of the application, the volume/rate of inter-
task communications, and the characteristics of the NoC. In contrast to
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static mapping, the information used in dynamic mapping is limited to what
can be collected at runtime. As a result, superior mappings can be found
by static mapping with a global view of the system, compared to those
found by dynamic mapping with a local view of the system [93]. This thesis
emphasizes on the static mapping on NoC-based many-core platforms.

3.2 NoC and Application Model

To solve the application mapping problem, we first need to define the NoC
and the application. The most widely used approach is graph model. The
abstracted graph can provide the information associated with the NoC and
the application, which are used in the evaluation of the objective functions
and constraints in application mapping.

3.2.1 NoC Model

A heterogeneous NoC is characterized by communication network and IP
repository provided by the NoC. As discussed in Section 2.2.4, 2D mesh NoC
is the most popular NoC structure due to its regularity and modularity. In
this thesis, 2D mesh topology is assumed for the formulation of the NoC.
The deterministic XY routing is adopted which is a minimal path routing
algorithm and is free of deadlock and livelock. The wormhole routing is
employed due to its low cost (the buffer capacity can be less than the length
of the packet) and low latency (the router can start forwarding the first flit
of a packet without waiting for the tail).

Communication Network

As shown in Figure 3.1, the communication network is modeled as a net-
work topology graph (NTG) . A NTG is a directed graph < R,L >, where
R = {r1, r2, . . . , rn} is the set of vertices, representing the set of n routers
available on the NoC. Each router connects to one IP core as its processing
element. L = {(ri, rj)|ri, rj ∈ R} is the set of edges, representing the set of
links between routers. lij = {(ri, rj)} denotes the link between two adjacent
routers ri and rj . R and L have the following properties:

1. ∀ri ∈ R

(a) PE(ri) gives the type of IP core connected to the router ri.

(b) Ebit gives the energy consumed for transferring one bit of data
through the router [3].
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2. ∀lij ∈ L

(a) bw(lij) gives the maximal bandwidth of link lij .

(b) ELbit
gives the energy consumed for transferring one bit of data

on the link lij [3].

Generally, a router and the IP core connected to the router are termed as a
tile or a node, which is usually labeled by its coordinates on the NoC. For
example, in Figure 3.1 the bottom-left and top-right nodes could be labeled
as (0, 0) and (2, 2) respectively.

IP Repository

IP repository is a library of IP cores provided by a NoC. For example, in the
Embedded System Synthesis Benchmarks Suite (E3S) [94], 17 processors
are provided in the IP repository. Each of them has different features in
terms of price, energy and power consumption, and so on. Each processor
also consumes various amount of energy and time for executing different
types of tasks. Similar to E3S, we define the IP repository as IPR =
IP1, IP2, . . . , IPq, where each IPi is one type of IP core and has the following
properties:

1. IPType gives the type of the IP core (e.g., CPU, DSP, MEM and
FPGA shown in 3.1), which defines the category of tasks that IPi can
execute.

2. ETi gives the set of execution times corresponding to tasks that IP
core IPi can execute, e.g., task time in [94].

3. ECi gives the set of energy consumptions corresponding to tasks that
IP core IPi can execute, e.g., task power in [94].

4. w(IPi) gives the number of IPi type of cores available on the NoC
and,

q∑
i=1

w(IPi) = n (3.1)

which means that the number of IP cores equals to that of routers on
the NoC, assuming that one core is only connected to one router.

3.2.2 Application Model

The widely used models for defining an application are task graph [31] [95]
and core communication graph [3] [89] [87].
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Task Graph

A task graph (TG) is a graphical abstraction of an application, which
presents the characteristics of an application. Figure 3.2 is an example
of a TG of a simplified MP3 decoder in [96]. A TG is a weighted di-
rected graph < T,C >, where T = {t1, t2, . . . , tm} represents the set of
m tasks of an application, corresponding to the set of TG vertices, and
C = {cij = (ti, tj)|ti, tj ∈ T} represents the communication between tasks,
corresponding to the set of TG edges. For a communication cij = (ti, tj),
task ti is called the parent task of task tj . Conversely, task tj is the
child task of task ti. A task without parent task is called an entry task
and a task without child task, an exit task. The direction of an edge cij
presents either the data or the control dependency between tasks ti and tj .
The sets T and C have the following properties:

1. ∀ti ∈ T

(a) id gives the unique name of task ti, which also defines the func-
tionality of task ti.

(b) parent gives the set of tasks that are parent tasks of task ti, in
other words, the tasks that ti is dependent on.

(c) child gives the set of tasks that are child tasks of task ti, in other
words, the tasks that are dependent on task ti.

(d) IM is the set of implementations of task ti. Each IMij ∈ IM
corresponds to the implementation of task ti on jth type of IP
core.

2. ∀cij ∈ C

(a) volij gives the data volume of the communication cij .

(b) bwij gives the bandwidth requirement of the communication cij .

(c) laij gives the maximal latency constraint of the communication
cij .

The examples of task t0 and communication c01 shown in Figure 3.2
illustrate how to define T and C in a TG of an application. A TG and related
properties can be derived by static or dynamic program analysis/profiling.
As the details of the process are beyond the scope of the thesis, interested
readers can refer to [23] and [24] for detailed explanation.

Core Communication Graph (CCG)

After each task is assigned to an IP core in the IP selection stage, a task
graph is transformed into a core communication graph. In contrast to the
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Figure 3.2: A Task Graph of MP3 Decoder

original TG, a CCG presents the communication between cores selected for
an application. Figure 3.3 is the transformed CCG of the TG in Figure
3.2. In a CCG, the tasks assigned to the same IP core are clustered as one
vertex (depicted by the dotted circle). That is, in Figure 3.3, 9 cores are
selected for the 14 tasks in Figure 3.2. A CCG is a weighted directed graph
< Cor,Com >, where Cor = {cor1, cor2, . . . , corp} represents the set of p
IP cores selected for the application (1 ≤ p ≤ min{m,n}), corresponding to
the set of CCG vertices, and Com = {comij = (cori, corj)|cori, corj ∈ Cor}
denotes the communication between cores, corresponding to the set of CCG
edges. The sets Cor and Com have the following properties:

1. ∀cori ∈ Cor

(a) IPType gives the type of the core cori, which is defined in the
repository IPR.

(b) Ti is the set of tasks assigned to the core cori.

(c) ∀tj ∈ Ti, ETij gives the execution time of task tj on the core cori.

(d) ∀tj ∈ Ti, ECij gives the energy consumption for executing task
tj on core cori.

2. ∀comij ∈ Com

(a) vol(comij) gives the aggregate data volume between cores cori
and corj , and vol(comij) =

∑
vol(cuv) (∀tu ∈ Ti, ∀tv ∈ Tj).

(b) bw(comij) gives the worst case bandwidth requirement between
cores cori and corj , and bw(comij) =

∑
bw(cuv) (∀tu ∈ Ti, ∀tv ∈

Tj)

While a TG represents only application features, a CCG is based on
application and IP core features and provides a representation of the appli-
cation mapped on NoC cores.
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Figure 3.3: An Example CCG of the TG in Figure 3.2

3.3 Formulation of Application Mapping Problem

In traditional systems with multiple IP cores, application mapping, also
called task mapping, mainly refers to how to map each task on a specific
IP core. Both the category and the number of integrated IP cores are
limited. On a NoC-based many-core system, as shown in Figure 3.1, various
types of IP cores are provided, and a number of same type of IP cores
may be distributed on different tiles on the NoC. Moreover, there can be
several routing paths between two tiles. Hence, two additional approaches,
tile assignment and communication mapping, can be applied to explore the
potential provided by the many-core NoC architectures and to find more
optimized mapping solution for a many-core system. Altogether, a globally
optimal mapping can be obtained by performing IP selection, tile assignment
and communication mapping.

3.3.1 Framework of Three-Stage Application Mapping

The framework of the general application mapping is depicted in Figure 3.4.
Prior to the application mapping, the application and NoC architecture have
been modeled by task graph and network topology graph (with IP repository
IPR ) respectively. Network topology graph also defines design constraints,
e.g., the available bandwidth on communication links. The first stage of
application mapping is IP selection which selects one type of IP core in IPR
for each task. The output of IP selection is the core communication graph
(CCG). Thereafter, the tile assignment decides on which tile (node) each
selected core in the CCG should be placed. The assignment of one core in
CCG might be constrained to particular tiles due to the heterogeneity of IP
cores on a NoC, as shown in Figure 3.4. When the tile assignment is done,
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the last stage, the communication mapping, is to allocate one routing path
on the communication network for each communication in the CCG.

At each stage, a candidate mapping is evaluated with respect to a set of
pre-defined objective functions and constraints. The mapping process iter-
ates with the feedback from the evaluations until the best mapping solution
is found. The feedback can come from the current stage (called internal
feedback), or from the other stages (called external feedback). For example,
if no mapping solution could satisfy the bandwidth constraint in the com-
munication mapping step, an external feedback would be sent to the tile
assignment and a new IP core to tile mapping solution has to be created
for the next round of communication mapping, even though it is worse than
previous tile assignment solution. This means, to find a globally optimal so-
lution with respect to the particular objectives and constraints, IP selection,
tile assignment and communication mapping stages have to operate jointly.
Finally, a mapping solution satisfying all pre-defined design objectives and
constraints will be obtained after the three-stage mapping.
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Figure 3.4: The Work Flow of Application Mapping
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The following sections formulate the problem at each stage. The map-
ping function for each stage is defined.

3.3.2 IP Selection

Given a TG and an IPR, the role of IP selection is to select one type of IP
core to a task. The IP selection function is defined as:

IPSelect : T → IPR, IPSelect(ti) = IPj , ∀ti ∈ T, ∃IPj ∈ IPR (3.2)

subject to:

∀ti ∈ T,
∑

∀IPj∈IPR

Aij = 1 (3.3)

and
∀IPj ∈ IPR,

∑
∀tu∈T

∑
∀tv∈T

AujAvjBuv/2 ≤ w(IPj) (3.4)

where

Aij =

{
1 IPj type of IP core is assigned to ti
0 otherwise

and

Buv =

{
1 tasks tu and tv are assigned to different cores in CCG
0 otherwise

Equation 3.3 restricts that a task can only be assigned to one core, while
Equation 3.4 gives the constraint on the availability of a certain type of IP
core, which means the number of IPj type of core selected for an application
cannot exceeds that are provided by the NoC. Arrays A : T × IPR and
B : T × T are the results of the IP selection stage. Using arrays A and B,
a TG is transformed into a CCG.

3.3.3 Tile Assignment

Given a CCG and a NTG, tile assignment is to decide on which tile a selected
core in the CCG should be placed on the NoC. The tile assignment function
is defined as:

TileAssign : Cor → R, T ileAssign(cori) = rj , ∀cori ∈ Cor,∃rj ∈ R (3.5)

subject to

∀cori ∈ Cor,
∑

∀rj∈R
Dij = 1

∀rj ∈ R,
∑

∀cori∈Cor

Dij = 1
(3.6)
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and

cori.IPType = PE(rj).IPType (3.7)

where

Dij =

{
1 cori is mapped on rj
0 otherwise

Equation 3.6 ensures that only one tile on the NoC is assigned to a core in
the CCG. Equation 3.7 guarantees that a selected core in CCG is mapped
on a tile with same type of IP core. The tile assignment stage results in
array D : Cor ×R.

3.3.4 Communication Mapping

After IP selection and tile assignment stages, communication mapping, also
known as routing path allocation, chooses one specific path for each com-
munication between communicating cores. Communication mapping is an
efficient way to balance the communication and reduce the potential con-
tentions and congestions on the communication network, which in turn de-
crease the average/maximal packet latency and save energy for buffering the
packets on the routers [29] [91]. The communication mapping function is
defined as follows:

ComMap : Com→ L,ComMap(comij) = Ωij , ∀comij ∈ Com (3.8)

where Ωij is a routing path on the NoC from the source router ri (connected
to core TileAssign−1(ri) in CCG) to the destination router rj (connected
to core TileAssign−1(rj) in CCG). Ωij is composed of a nonempty sequence
of links l0, l1, . . . , lk and

1. d(li) = s(li+1) (0 ≤ i ≤ k),

2. s(l0) = ri, d(lk) = rj .

Subject to ∑
bw

comij

lu
≤ bwlu , ∀comij ∈ Com, ∀lu ∈ L (3.9)

where the left part of the inequality is the bandwidth requirement on the
link lu, and bw

comij

lu
is obtained by the following equation:

bw
comij

lu
=

{
bwcomij if lu ∈ Ωij

0 otherwise
(3.10)

Equation 3.9 defines the bandwidth constraint of each link on the NoC. The
aggregate bandwidth requirement could not exceed the bandwidth available
on a link.
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Note that, the communication mapping is not applicable to NoCs where
runtime adaptive routing is employed. In addition, the minimal path routing
is preferable in the communication mapping. The minimal path routing
chooses the shortest path between two communicating cores, which is able
to minimize the communication energy consumption. Take a 2D mesh NoC
as an example, the set of shortest paths lie in the rectangle formed by
the source and destination nodes. The length of the shortest path is the
Manhattan distance between two nodes, i.e., |xd−xs|+ |yd−ys| ((xs, ys) and
(xd, yd) are the coordinates of the source and destination nodes respectively).
Equation 3.10 gives the bandwidth requirement on link lu imposed by the
communication comij , where bwcomij is defined in Section 3.2.2.

3.4 Energy Consumption Model

Energy consumption has drawn significant attention in application map-
ping [86] [88] [3] . A major goal of application mapping is to minimize
the energy consumption of executing an application. The energy consump-
tion is contributed by both communication network and processing cores,
corresponding to the communication and computation energy consumption
respectively. The energy consumption is formulated as:

E = Ecomm + Ecomp (3.11)

where Ecomm and Ecomp represent the communication and computation en-
ergy consumption respectively. Both Ecomm and Ecomp are composed of
dynamic and static energy consumption. Dynamic energy consumption is
proportional to switching activity, which happens when data is being pro-
cessed on the IP cores or transferred on the NoC. Static energy consumption
mainly originates from subthreshold leakage current and is dependent on the
application execution time, the number of transistors and the temperature
[71] [72].

A classical dynamic communication energy consumption model of NoCs,
based on the bit energy consumption Ebit, was proposed in [3] as follows:

Ebit = EBbit
+ ESbit

+ ELbit
(3.12)

where EBbit
, ESbit

and ELbit
are the energy consumed for transferring one

bit data by the buffer, switch, and link at a router respectively.
The dynamic energy consumed by communication comij in a CCG is

proportional to Ebit, the data volume vol(comij) and the length of the rout-
ing path γij = |Ωij |. Equation 3.13 gives the dynamic energy consumption
of the communication comij .

Ecomij = vol(comij)× (γij × (EBbit
+ ESbit

) + (γij − 1)× ELbit
) (3.13)
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And the dynamic communication energy consumption, Ecomm−dy, is the
total energy consumed by all communications in a CCG.

Ecomm−dy =
∑

comij∈Com

Ecomij (3.14)

A static communication energy consumption model was proposed in [97]
as follows:

Ecomm−st = n× Prouter × texec (3.15)

where n is the number of routers on the NoC, Prouter is the static power
consumption of each router, which takes the temperature into account. texec
is the execution time of the application. The total communication energy
consumption is computed as:

Ecomm = Ecomm−dy + Ecomm−st (3.16)

Using the application and NoC models presented in Section 3.2, and the
IP selection result A : T × IPR in Section 3.3.2, the dynamic computation
energy consumption Ecomp−dy is calculated by:

Ecomp−dy =
∑

IPj∈IPR

∑
ti∈T

ECij ×Aij (3.17)

and the static computation energy consumption can be calculated similarly
as the static communication energy consumption in Equation 3.15:

Ecomp−st =
n∑

i=1

Pcori × texec (3.18)

where Pcori is the static power consumption of IP core cori ∈ Cor.
The total computation energy consumption is computed as:

Ecomp = Ecomp−dy + Ecomp−st (3.19)

Equation 3.14 and 3.19 are used to evaluate the qualities of mapping solu-
tions found by the algorithms developed in this thesis.

3.5 Mapping Methods

3.5.1 Overview of Mapping Methods

Recalling the formulations of IP selection, tile assignment and communica-
tion mapping, we know that all resource allocation problems dealt with the
three stages are the combinatorial optimization problem, which consists of
finding an optimal solution from a finite set of candidate solutions. Each
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of them is an instance of constrained quadratic assignment problem, which
is known to be NP -hard [98]. The search space in each problem increases
factorially with the application and NoC sizes. For such problems, determin-
istic methods, e.g., exhaustive search and Branch-and-Bound search, which
exhaustively explore the search space, are guaranteed to find the optimal
solution. But, they are not affordable for the practical size of problems due
to the prohibitively expensive computing. Therefore, constructive or trans-
formative heuristics are widely used to solve the mapping problems with
large number of tasks and NoC nodes.

Heuristics are pseudo-random search and optimization techniques which
perform the exploration of search space based on learned experience. Com-
pared to exhaustive search, heuristics can provide near-optimal solution with
reduced complexity and affordable computation. Heuristics incrementally
improve the quality of mappings over iterations or generations, until the
number of iterations (generations) reaches to a pre-defined limit or the crite-
ria of termination are met. At each iteration (generation), current mappings
are reconstructed and evaluated for finding the better solutions compared
to the best ones that have been found so far. Widely used heuristics for
application mapping include greedy incremental, simulated annealing and
genetic algorithm.

Another method to solve the application mapping problem is to use
mathematical programming. Linear programming (LP) is an example of
mathematical programming. Using mathematical programming, it is able
to find the set of parameters which can minimize or maximize the objective
functions under a set of constraints. In practice, integer linear program-
ming (ILP) is more applicable for application mapping problem where the
variables in objective functions and constraints are integer.

The following sections discuss the representative algorithms which have
been applied to application mapping problems. Following the illustrations of
the algorithms, an comparison between algorithms is performed in terms of
search space size, solution quality, complexity and problem scope. The com-
parison clarifies the directions that will be explored in this thesis in order to
develop high-performance energy-efficient application mapping algorithms.

3.5.2 Exhaustive Search (ES)

ES is the simplest and most straightforward method for application map-
ping problem. To find the optimal solution in the entire search space, all
candidate solutions are exhaustively enumerated and evaluated with respect
to the objective functions. Take the IP selection problem as an example, for
a CCG with p cores and a NTG with n routers (p ≤ n), there are in total
n!/(n− p)! candidate solutions, which incurs an o(n!) complexity for the ES
algorithm. Considering this factorially increased complexity, in practice, ES
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is only applicable to the mapping problems with small size. The experiment
in [97] shows that, for all small NoCs (up to 3 × 4 or 2 × 5), it is possible
to find the optimal mapping by ES. For larger ones (8 × 8 and 10 × 10),
it is impossible to find the optimal mappings by ES within a reasonable
computation time.

3.5.3 Branch-and-Bound Search

Branch-and-Bound (BB) search deals with optimization problems over a
search space that can be represented by the leaves of a search tree. Each
intermediate node represents a partial solution and a leaf node, a complete
solution. The search tree is traversed in a specific order, and the score of
the best leaf found so far is kept as a bound B. If the most achievable score
among the descendant leaf nodes of an intermediate node is worse than B,
the search tree is pruned at that node, i.e., its subtree (a branch) will not
be searched any more. Otherwise, the child nodes of current node will be
generated and evaluated in the next round. The algorithm continues until
all non-pruned branches have been enumerated and the best leaf is found.

In [25] [26] [3], BB algorithm is applied to tile assignment and com-
munication mapping in order to minimize the communication energy con-
sumption subject to the specified design constrains. The mono-objective BB
algorithm proposed in [26] is extended to a Pareto-based BB (PBBB) algo-
rithm in [95] to perform multi-objective exploration of the mapping space.
Even though BB algorithm is possible to skip unnecessary evaluations by
branch-pruning, it is difficult to predict the exact effect. In the worst case,
the complexity of BB is as high as ES. In [99], the authors use an efficient
BB mapping algorithm to minimize the execution time. The BB algorithm
is optimized by using greedy heuristic for the initial solution and bounds so
that the convergence is speeded up. The proposed mapping algorithm in
[100] tries to reduce the search space of BB algorithm by binding the tasks
with large communication volume together and mapping them preferably
on adjacent nodes in the NoC. The binding technique also aims to decrease
the communication energy consumption.

The example of search tree for mapping a four-core application (repre-
sented by a CCG) onto a 2 × 2 NoC, derived from [3], is shown in Figure
3.5.

The root node corresponds to the state that no IP core has been mapped
on the NoC. Intermediate node, for example, “03XX”, represents that cores
cor0 and cor3 have been mapped to routers r0 and r1 respectively, while
cor2 and cor1 have not yet been mapped. The leaf node “0321” means that
four cores, cor0, cor3, cor2 and cor1 have been mapped to routers r0 to
r3 respectively. Two bounds, the upper bound cost (UBC) and the lowest
bound cost (LBC) are employed. UBC of a node is defined as a value that is
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no less than the minimum energy consumption of its legal, descendant leaf
nodes. LBC of a node is defined as the lowest energy consumption that its
descendant leaf nodes can possibly achieve. The detail of the BB algorithm
using LBC and UBC techniques can be found in [3]. The experiment shows
that for applications with 9 and 36 cores, compared to a general simulated
annealing algorithm, the speedup achieved by the BB algorithm is 45 and
127 times respectively, while the energy consumptions are reduced for most
benchmarks.

XXXX

0XXX 2XXX1XXX 3XXX

02XX01XX 03XX 21XX20XX 23XX

031X 032X

0312 0321

Root Node

Intermediate 

Node

Leaf Node

Figure 3.5: An Example of Search Tree in [3]

3.5.4 Greedy Incremental Search

Greedy Incremental (GI) algorithm is an intuitive approach for solving the
combinatorial optimization problems. Starting from an empty solution X =
∅, GI algorithm repeatedly adds one element x to X from a set of candidate
elements E so that the best improvement of the objective function can be
achieved by the solution X ∪ x. The process continues until E = ∅ [101].
Decision at each step is made based on improving local or current state
without considering global optimization. And the previous decision will not
be reconsidered in the future steps.

GI algorithm is employed in [28] for the tile assignment and the minimum-
path routing. Starting from an initial mapping, the GI algorithm iteratively
improve the mapping solution in a way of swapping two tasks at one time.
Only when improvement is measured, can a swap be accepted. Similar to
[28], GI is applied in [30] as one kind of energy-efficient tile assignment al-
gorithm. GI algorithm is composed of two nested loops. Starting from an
initial mapping, the external loop chooses a node on the NoC as the pivot
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of evaluation, and the internal loop iteratively swaps the IP core mapped
on this node with those on other nodes. The swapped nodes that lead to
the largest saving on energy consumption (same model as Equation 3.13),
are returned by the internal loop and the swap is performed by the external
loop. The external loop then proceeds to find the next pivot by discarding
the previously evaluated nodes. The algorithm stops when there is no pivot
available.

According to the comparison in [30], the advantage of GI algorithm is its
faster speed compared to other algorithms. It can obtain a local optimum
by performing the pair-wise swapping O(n2) times for an n-node NoC. The
time complexity of the GI algorithm is therefore O(n2). The quality of the
final mapping solution is not guaranteed to be the global optimum, and is
greatly affected by the initial mapping solution.

3.5.5 Simulated Annealing (SA)

SA algorithm originates from the annealing of solids in the field of met-
allurgy, a way involving heating and controlled cooling of a material to
increase the size of its crystals and reduce their defects. While heated at
high temperature, atoms with high energy become more active and are able
to move away from their initial positions which represents a state of the
local minimum in terms of internal energy. Then, new state with changed
internal energy is created due to these moves. While the temperature is
falling down, the material will finally reach to the frozen state with minimal
internal energy. The slow cooling gives atoms more chances to move to a
state with lower internal energy.

The pseudo-code of the generic SA algorithm is shown in Algorithm 1.
The symbols and definitions of the applied functions and parameters are
listed in 3.1. Different implementation alternatives of these functions and
parameters are summarized in [31]. Analogous to the process of physical
annealing, the general SA algorithm proceeds by iteratively replacing the
current solution with a new randomly generated solution. The moves from
current solution to that with lower or equal cost (downhill moves) are always
accepted, and those to higher cost (uphill moves) may be accepted with a
changing probability which depends on the cost difference (∆C > 0) and
a global parameter t (called the temperature). The temperature t grad-
ually decreases during the annealing process. SA becomes greedy when
the temperature t approaches to zero and terminates when the function
Terminate(i, R) becomes true. During the whole process, SA behaves like
a pure randomizing algorithm at the beginning and a pure greedy algorithm
at the end. This feature allows the SA algorithm to take advantage of both
the randomizing algorithm (the ability of finding the global optima) and the
greedy algorithm (a faster convergence).
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Algorithm 1: General Simulated Annealing Algorithm

1 S ← S0

2 C ← Cost(S0)
3 Sbest ← S
4 Cbest ← C
5 R← 0
6 for i← 0 to ∞ do
7 T ← Temp(i, T0)
8 Snew ←Move(S, T )
9 Cnew ← Cost(Snew)

10 ∆C ← Cnew − C
11 if ∆C < 0 or Accept(∆C, T ) then
12 if Cnew < Cbest then
13 Sbest ← Snew

14 Cbest ← Cnew

15 end if
16 S ← Snew

17 C ← Cnew

18 R← 0
19 else
20 R← R+ 1
21 if Terminate(i, T0, R) = True then
22 break
23 end if
24 end if
25 end for
26 return Sbest and Cbest

Compared to a pure greedy algorithm, e.g., the GI algorithm presented
previously, the significant strength of SA is the ability to find the global
optimum. This is achieved by accepting worse solutions, which enables
the algorithm to escape from the local optimum. However, to obtain the
global optimum, SA algorithm generally needs much more evaluations than
pure greedy algorithms. The result in [3] shows that to map an integrated
video/audio application, the solutions produced by SA are better than those
by BB at the price of slower speed. Based on the observation in [102], SA
can be seen as a variant of the (1 + 1)-EA (evolutionary algorithm ). It is
hard to give an exact complexity of SA, which depends on the parameters
and functions applied. Mathematical tools [102] can be utilized to analyze
the complexity of different SA implementations.
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Table 3.1: Functions and Parameters for SA

Symbol Definition

S Mapping solution (S0: initial solution)

Cost(S) Cost function

Temp(i, T0) Temperature function, return the temper-
ature at iteration i

Move(S, T ) Move function, return a neighboring map-
ping of S at temperature T

Accept(∆C, T ) Accept function, return True (to accept)
or False (to reject) a worse solution

Terminate(i, R, Tf ) Termination function, return True (to ter-
minate the SA) or False (to continue the
annealing)

T0 The initial temperature

Tf The final temperature

R The number of rejected solutions

3.5.6 Genetic Algorithm

Compared to the aforementioned ES, BB and SA algorithms, genetic al-
gorithm (GA) is more suitable for multi-objective optimization problems.
GA is a search heuristic that mimics the process of natural evolution. GA
usually starts from a population of randomly generated individuals, where
each individual presents a solution. In each generation, the fitness of every
individual in the population is evaluated and associated with a rank. To
generate a new generation, usually the top few percentages of individuals
are kept. The rest of the population is composed of the offspring created
by crossover and mutation operators. For the crossover operation, two par-
ent individuals are selected. Offspring are created by exchanging parts of
the selected individuals. The crossover may be single-point or multi-point.
The mutation operator selects one parent individual and randomly change
some of its properties to create offspring. The evolution repeats until a ter-
mination condition has reached. A termination condition may be that, for
example, a satisfied solution is found, or a fixed number of generations have
been created and evaluated. The solution quality and convergence time of
GA are controlled by parameters including crossover rate, mutation rate,
population size, etc [103].

For a multi-objective problem, it is less likely to find one single solution
which can optimize all objectives at the same time. Instead, a set of solutions
need to be produced by GA algorithm. In practice, the domination concept
[104] with a ranking schema is applied to classify the set of solutions into so-
called Pareto fronts. Solutions from the front ranked as one (Pareto-optimal
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front) are equally good or better than solutions from Pareto fronts with
higher rank.

GA requires a genetic representation of the solution domain, and a fitness
function (objective function) to evaluate the solutions. We take the work
in [105] as an example to illustrate the implementation of GA, where GA
is used in the IP selection stage with the purpose of minimizing the total
execution time and power consumption.

1. Representation. Each individual (chromosome) is represented by one-
dimension array, and indexes of the array correspond to the tasks in
T (from TG). Initially, a random type of IP core is selected from the
IP repository and assigned to each element (gene) in the array.

2. Tournament selection, one-point crossover and simple mutation are
used.

3. Fitness Functions

(a) Execution Time.

Time = max
p∈Paths(TG)

(
∑
∀t∈p

timet) (3.20)

where Paths(TG) provides all possible paths in a given TG and
timet is the required execution time for task t on its selected IP
core. In this function, the communication delay is not considered
in calculating the execution time of an application.

(b) Power Consumption.

Power =
∑
t∈TG

powert (3.21)

where powert is the required power consumption for the execution
of task t on its selected IP core.

Similar to SA, the complexity of GA is problem-specific and dependent on
different fitness functions and operators. A GA employing crossover and
mutation operators is a (N + N)-EA [102], whose complexity is not yet
possible to be calculated. In [106], the authors claimed that GA takes more
computation time than SA, because it compares a population of individuals
at each generation, while in SA only a pair of solutions are compared at
each iteration.
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3.5.7 Integer Linear Programming (ILP)

Linear programming (LP) is a technique for the optimization problem with
a linear objective function, subject to linear equality and linear inequality
constraints. The major advantage of LP is that it allows different, and often
conflicting design interests to be integrated and explored within a unified
model. A LP problem is formulated by dependent variables in the objective
functions and independent variables in the constraint functions. ILP is a
subclass of LP where variables are forcibly constrained to be integer.

A 0-1 ILP formulation is presented in [107] for energy-efficient mapping.
The experiments on several real applications show that, for applications with
smaller amount of tasks and communications, the proposed ILP approach
can find optimum results under the given CPU time limit in most cases.
However, for the applications with more tasks and communications (e.g.,
application VOPD with 16 tasks and 20 communications), the ILP method
fails to obtain the optimum mapping in the given time. The ILP formu-
lation presented in [88] takes both the computation and communication
energy consumption into account. Although the global optimal mapping
can be found by the proposed ILP formulation, the computational complex-
ity of the ILP grows rapidly as the problem complexity grows. To alleviate
the computational complexity of ILP approach, a simulated annealing with
timing adjustment (SA-TA) heuristic is proposed as well. As claimed, the
SA-TA algorithm achieves near global optimal mapping even under tight
timing constraints (less than 5% energy overhead using 1000 iterations).

We use the instance in [29] to illustrate the ILP method. The objective
in [29] is to produce a contention aware mapping which can trade off the
network latency (and implicitly, the throughput) with the communication
energy consumption. The problem is formulated as an ILP problem as
follows.

1. Variables

(a) MDrsrt : the Manhattan Distance from routers rs to rt.

(b) l1, l2, . . . , lK : the set of K uni-directional segment links on the
NoC, for each link lk, l

rsrt
k defines whether or not the link lk is

on the routing path from routers rs to rt, and

lrsrtk =

{
1, if lk ∈ Ωst

0, otherwise

where Ωst is a routing path from source router rs to destination
router rt.

(c) mrs
cori gives the mapping result, i.e.,

mrs
cori =

{
1, core cori ∈ Cor is mapped on the router rs ∈ R
0, otherwise
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where Core and R are the set of cores in CCG and routers in
NTG respectively.

(d) prsrtcoricorj shows the communication mapping result, i.e.,

prsrtcoricorj =


1, communicating cores cori and

corj are mapped on routers rs and
rt respectively

0, otherwise

(e) zlk coricorjcormcornrsrtrprq is used to represent the path-based
contention.

zlk (coricorjcormcornrsrtrprq) =



1, link lk is shared by rout-
ing path from routers rs to rt
and that from routers rp to
rq, on which communicating
tasks cori, corj , corm and corn
are mapped respectively.

0, otherwise

2. Objective Function. The objective is to minimize the weighted commu-
nication distance (and implicitly, communication energy consumption)
and the path-based contention as well, i.e.,

min
{(1− α)

β
×
( ∑

∀(cori,corj)∈Cor

wcori,corj ×
[ ∑
∀rs,rt∈R

(MDrsrt × prsrtcoricorj )
])

+
α

γ
×
∑
∀lk

zlk (coricorjcormcornrsrtrprq)
}

(3.22)

3. Constraints.

(a) One-to-one core-to-router mapping: each task is exclusively mapped
to one router.

∀rs ∈ R,
∑

∀cori∈Cor

mrs
cori ≤ 1

∀cori ∈ Cor,
∑

∀rs∈C
mrs

cori = 1

∀cori ∈ Cor,∀rs ∈ R, 0 ≥ mrs
cori ≤ 1

(3.23)
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(b) Communication path: there must be one communication path for
any communicating cores that are mapped on the NoC.

∀(cori, corj) ∈ Cor

mrs
cori +mrt

corj − 1 ≤ prsrtcoricorj ≤
mrs

cori +mrt
corj

2
0 ≤ prsrtcoricorj ≤ 1

(3.24)

(c) Bandwidth constraint: for each link lk, the total bandwidth re-
quirement for all communications passing through the link cannot
exceed the bandwidth bw(lk).∑

∀rs,rt∈R

∑
∀(cori,corj)∈Cor

bwcori,corj × lrsrtk × prsrtcoricorj ≤ bw(lk)

(3.25)

(d) Path-based network contention count: the path-based contention
happens when two communications contend for the same link.

∀(cori, corj), (corm, corn) ∈ Cor

prsrtcoricorj + p
rprq
cormcorn + lrsrtk + l

rprq
k − 3 ≤ zlk (coricorjcormcornrsrtrprq)

0 ≤ zlk (coricorjcormcornrsrtrprq) ≤ 1

(3.26)

After the mapping problem is formulated, tools like MATLAB, Xpress −
MP [107] and lp − solver [29] can be used to obtain the final mapping
solution. Note that, in [29], the authors also use a LP approximation to
relax the NP -hard ILP problem, which significantly decreases the run-time
of the mapping algorithm (from hours to less than one second). Similarly,
to overcome the unacceptable complexity of ILP in dealing with application
mapping problems, an approach of quadratic programming (QP) formula-
tion is proposed in [108]. Due to the decrease in the number of variables
for the mapping problems with large size, the QP approach is, as reported
in [108], at least 10 times faster than the original ILP formulation for the
given 20 benchmarks.

3.5.8 Summary of Mapping Methods

Based on the study of the above methods, we can see that each of them has a
compromise between quality, search space, complexity and the scope of the
applicable problems. The comparison between these methods is summarized
in Table 3.2.

ES and BB are able to find the global optimum at the price of highest
computational complexity, as a result of the exhaustive search over the entire
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Table 3.2: Comparison of Mapping Methods

Method Category Search
Space

Quality Com-
plexity

Problem
Scope

ES Determinis-
tic
Search

Whole
Space

Global
Optimum

o(n!) Single-
Objective

BB Determinis-
tic
Search

Whole
Space
(worst
case)

Global
Optimum

o(n!)
(worst
case)

Single-
Objective

GI Heuristic
Search

Small
Search
Space

Local
optimum

o(n2) Single-
Objective

SA Constructive
Heuristic
Search

Medium
Search
Space

Global or
Near Global
Optimum

Problem-
Specific

Single- and
Multi-
Objective

GA Transforma-
tive Heuristic
Search

Large
Search
Space

Global or
Near Global
Optimum

Problem-
Specific

Single- and
Multi-
Objective

ILP Mathemati-
cal
Program-
ming

Whole
Space

Global
Optimum

Class
NP

Single- and
Multi-
Objective

search space. Similarly, ILP is a method in the complexity class NP -hard
[29] for finding the global optimum. It is impractical to use ES, BB and
ILP for mapping problems with large number of tasks and NoC nodes. GI
is the simplest algorithm, but it can only converge to a local optimum.
As a trade-off between complexity and quality, SA and GA can converge
to the global optimum or sub-optimum in finite iterations (generations) by
exploring larger search space than GI. The exact complexity of SA and GA
depends on the parameters and functions employed. In addition, SA, GA
and ILP are capable of solving both single- and multi-objective problems.

3.6 Chapter Summary

The framework of the general application mapping process, consisting of IP
selection, tile assignment and communication mapping stages, was presented
in this chapter. Each stage focuses on a particular sub-problem and a final
mapping solution is obtained by the collective efforts of these three stages.
The energy consumption model used for evaluate the quality of mappings
was derived based on the existing works. The methods applied to the ap-
plication mapping problem was studied. Since the application mapping is
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a NP -hard optimization problem, heuristics are employed to find the near-
optimal solutions. SA, GA and ILP methods can find better mappings than
GI and BB with reasonable computational complexity. SA, GA and ILP are
also capable of solving the multi-objective mapping problems. By utilizing
optimized parameters and operators, SA and GA can be further accelerated
for specific mapping problems.
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Chapter 4

Tree-Model Based Mapping
Heuristic

This chapter presents a lightweight mapping algorithm based on a tree model
of a NoC. All the nodes on a NoC as well as the interconnections between
them are abstracted as a extended tree structure. By mapping the selected
tasks one by one on the tree starting from the root of the tree, the tree-
model based mapping algorithm minimizes the energy consumption and
packet latency. The utilization of the tree model makes the mapping a
one-round procedure which significantly decreases the run-time of the al-
gorithm. Besides time efficiency, the proposed mapping algorithm achieves
better performance compared to the GI algorithm.

4.1 Objective Function

The algorithm is dedicated to the tile assignment stage. Here we assume
that the given application has already been partitioned and implemented as
a set of tasks, and each of them has been allocated to one type of IP core.
The objective of tile assignment is to minimize the communication energy
consumption and packet latency. We use the application and NoC models
presented in Section 3.2 to describe the application and NoC respectively.
The NoC is assumed to be a 2D mesh NoC employing the minimal routing
algorithm and the wormhole switching (see Section 2.2.3).

4.1.1 Energy Model

As the emphasis is put on minimizing the dynamic communication energy
consumption, Equation 3.14 defined in Section 3.4 is used as the energy
consumption model.
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Ecomm−dy =
∑

comij∈Com

Ecomij

=
∑

comij∈Com

vol(comij)× (γij × (EBbit
+ ESbit

) + (γij − 1)× ELbit
)
(4.1)

where EBbit
, ESbit

and ELbit
are the energy consumed for transferring one

bit data by the buffer, switch and link respectively, and γij = |Ωij | is the
length of a routing path Ωij from a source router ri to a destination router
rj (see Section 3.3.4).

4.1.2 Delay Model

Besides the energy model, a delay model is developed to define the delay for
transmitting a packet along a routing path Ωij . The delay of transferring
one data from the source tile to the destination tile is affected not only by
the length of communication path, but also by the network traffic situation.
When the network is in congestion, all flits have to wait for a period of time
at the router until resources are released by other transmissions. Because
of the concurrent nature of network traffic, it is difficult to make an exact
calculation of the delay at a specific router on the routing path which is
resulted from the network congestion. Hence, we formulate the transmission
delay using an average delay, Dcon. The delay for transferring one flit from
a source tile ti (or router ri) to a destination tile tj (or router rj) is then
formulated as follows:

D
titj
flit = γij ×

(
DSflit

+Dcon

)
+ (γij − 1)×DLflit

(4.2)

where DSflit
represents the delay of switching one flit at a router. DLflit

represents the delay of forwarding one flit across a link. The total delay of
communication communication cij from tile ti to tile tj is derived as:

Dtitj =
volij
F
× γij ×

(
DSflit

+Dcon

)
+

volij
F
× (γij − 1)×DLflit

(4.3)

where F is a constant and dependent on the specific NoC. F is dependent
on the packet size and the switching technique utilized in the NoC.

It is shown in Equation 4.1 and 4.3 that, given the NoC-specific constants
(i.e., EBbit

, ESbit
, ELbit

, DSflit
, Dcon and DLflit

), both the communication
energy consumption and the delay are proportional to the product of the
data volume volij and the length of the routing path γij between two commu-
nicating cores (tasks). Therefore, instead of directly using the energy model
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and the delay model, we define the following weighted communication of an
application (WCA) as the objective function.

Definition 1: The weighted communication of an application (WCA)
is the sum of products of data volume volij and the length of the routing
path γij , for all communicating tasks of the application which are mapped
on a NoC.

WCA =
∑
∀cij

volij × γij (4.4)

Using the WCA, the different mappings can be relatively evaluated. Ac-
cording to Equation 4.1 and 4.3, a mapping with the minimal WCA will
yield the minimized communication energy consumption and packet delay.

4.2 Tree-Model Based Mapping Algorithm

To reach the objective of minimizing theWCA, it is important for us to know
the logical relationship between nodes on the NoC. We notice that for any
topology, given a specific node, it is possible to abstract the connections with
other nodes by traversing the whole network from the given node. Compared
to linear data structure such as linked list and one dimensional array, tree
structure can be traversed more flexibly and efficiently. Starting from a node
on a tree, all its parents and children nodes can be traversed, which makes
tree structure suitable for representing the many-to-many connections in a
NoC. In practice, tree model has already been widely used in a broad range
of applications including pattern classification [109], data searching [110] to
parallel computing [111]. Therefore, we utilize the tree model to abstract
the connections between nodes in a NoC.

4.2.1 Extended Tree Model of a NoC

To abstract a NoC into a tree, first the center point of the NoC is chosen
as the root node of the tree, which has the shortest average distance to all
other nodes in the NoC. The neighbors of the center point are put on the
tree as the child nodes of the root node. Then, the same traversal iterates
for each child node. The procedure continues until all nodes in the NoC are
put onto the tree. The structure is called an extended tree since some child
nodes may have more than one parent node.

The abstraction of the extended tree model of a 2D mesh NoC is pre-
sented in Algorithm 2. Although the algorithm is illustrated with a 2D mesh
NoC, we note that the extended tree model and the abstraction algorithm
are applicable to NoCs with any kinds of topologies, as long as the starting
point is specified.
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Algorithm 2: Abstraction Algorithm of Extended Tree Model

Input : A 2D mesh of size x× y
Output: A extended tree structure representing the 2D mesh

1 Select the starting point whose coordinates is
(
x
2 ,

y
2

)
;

2 Create the initial Mapping Tree (MT), MT = {tk}, tk is defined as
the root of the tree;

3 Create set B = {tk};
4 Traverse the NoC from node tk ∈ B clockwise, denote the
neighboring nodes of tk in all directions, i.e., tkw, tkn, tke and tks
respectively, as the child nodes of the node tk; Conversely, denote the
node tk as the father node of nodes tkw, tkn, tke and tks.;

5 Create level set L = {tkw, tkn, tke, tks}, append L to MT, B = L and
then empty L;

6 Traverse the NoC from each node ti ∈ B sequentially, find all children
nodes of ti ∈ B, append these children nodes to L if it is not in L yet.
When all ti ∈ B has been accessed, append L to MT, B = L and then
empty L;

7 Repeat 6 until all nodes of the NoC are appended in MT;

Figure 4.1 is an example where a 3× 3 2D mesh NoC is abstracted into
an extended tree using Algorithm 2. The traversal starts from the center
point in order to:

1. Make the tree as flat as possible. As a result, the length of the routing
path from the root to any leaf nodes can be minimized as much as
possible.

2. Obtain a tree as symmetrical as possible so that each node located at
the interior levels has the most number of child nodes. Consequently,
it is possible to map more tasks communicating with a given task on
its neighbor nodes to achieve smaller WCA.

The level of the extended tree implies some characteristics of the nodes
at that level:

1. Resource quantity. If we refer to the child nodes of a node as its
resources, the root node and the nodes at interior levels have more
resources than those leaf nodes. In Figure 4.1 the resource quantity of
nodes at the root, 1st and 2nd level is 4, 2 and 0 respectively.

2. Communication distance. Different levels on the extended tree imply
different lengths of routing path from nodes located at that level to
nodes at other levels. For example, in Figure 4.1 the average length
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(in hops) from any node at the 2nd level to root node is 2, while that
from a node at the 1st level is 1.
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Figure 4.1: Extended Tree Abstraction of a 2D Mesh

Due to these two characteristics, it is reasonable for mapping algorithm
to map a task on a node at a level as low as possible. In such a way, the newly
mapped task gets more child nodes with shortest communication distance (1
hop) on the NoC, to map tasks that communicate with it. Additionally, this
task can communicate with those tasks that have already been mapped on
the tree through shorter communication paths. Both of them will contribute
to the minimization of the WCA.

4.2.2 Mapping Tasks on Extended Tree

After the NoC is abstracted as an extended tree, we can use the tree to map
the tasks of an application. The mapping algorithm takes advantage of the
features implied by the levels on the tree and try to map a selected task on
a node at lowest level.

To present the task mapping algorithm, we first introduce the following
definitions that are used in the tree-model based task mapping algorithm.

Definition 2: A Partial Tree (PT) is a partial solution of mapping an
application where a part of tasks in the task graph have been mapped on
the extended tree of the NoC. The partial tree PT =< T

′
, C

′
> is a subset

of the TG. That is, T
′ ⊆ T , C

′ ⊆ C and each ti ∈ T
′
has already been

mapped on the tree.
Definition 3: The Communication Volume (CV) of task tj ∈ T is the

aggregate communication data volume between tj and all its parent tasks
and child tasks in T . The CV of tj is calculated as follows:

CVtj =
∑

∀tp∈T

(
voltp,tj

)
+
∑
∀tc∈T

(
voltj ,tc

)
(4.5)

where tp and tc denote a parent and a child task of tj respectively, and
volti,tj is the data volume between tasks ti and tj .
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Definition 4: The Affinity to Partial Tree (APT) of a task tj ∈ T − T
′

is the communication weight between tj and its parent and child tasks in
T

′
. The APT of a task tj is calculated as follows:

APTtj =
∑

∀tp∈T ′

(
voltp,tj

)
+
∑

∀tc∈T ′

(
voltj ,tc

)
(4.6)

where tp and tc denote a parent and a child task for tj on the PT respectively.

Using these definitions, the tree-model based mapping algorithm is given
in Algorithm 3.

Algorithm 3: Tree-Model-Based Task Mapping Algorithm

Input : TG, abstracted tree ET of a NoC
Output: Mapping solution M

1 Calculate CV for all tasks ti ∈ T ;
2 Select the task tb with largest CV , map this node onto root node nr

of ET, create T
′
= {tb} and M = {< nr, tb >}, remove tb from T ;

3 while T is not empty do
4 Calculate APTtk for all tk ∈ T ;
5 Select task tj with largest APTtj as the task to be mapped;
6 Set the WCAmin the WCA of the PT WCAPT ;

7 for each node ni in the T
′
do

8 for each child node nc of the node ni do
9 map task tj on node nc;

10 calculate the WCA of the PT WCAPT ;
11 if WCAPT < WCAmin then
12 WCAmin = WCAPT ;
13 set the objective node bobj the node nc;

14 Map tj onto nobj , append pair < nobj , tj > into M ;

15 Append tj into T
′
, remove tj from T ;

At the beginning of the mapping, the task with the largest CV in the TG
is selected and mapped on the root node of the extended tree. Thereafter,
the task with the largest APT is selected. The algorithm attempts to map
the selected task on a free child node of those nodes on which one task
has already been mapped. After each mapping trial, the WCA of the PT
will be calculated and compared with the minimal one achieved so far in
previous trials. Finally, the node which achieves the minimal WCA of the
PT will be chosen to map the selected task. For an application composed
of n tasks, the process iterates n times until all tasks are mapped on the
nodes in the extended tree, which is less than n×(n−1)

2 times in the case of
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the GI algorithm presented in Section 3.5.4. The final mapping solution
minimizes the WCA using the APT method and consequently reduces the
energy consumption and packet delay. Figure 4.2 is an example of using the
tree-model based algorithm to map an application on an extended tree of a
3× 3 NoC.
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Figure 4.2: Task Mapping Using Extended Tree of a NoC

4.3 Experimental Evaluation

4.3.1 Experiment Setup

The efficiency of the tree-model based algorithm is compared with the GI
algorithm in terms of run-time of algorithm, average network latency (ANL),
energy consumption (E) and WCA, using the benchmark applications from
the SPLASH-2 application suite [112].

Full system simulation is performed to gain further insight into the per-
formance of mapping algorithms. A multiprocessor simulator [113] is used
as our simulation platform to gather application traffic traces and original
mapping. Links and routers are modeled accurately in the simulation. The
wormhole router includes a routing computation unit, a virtual channel al-
locator, a switch allocator, a crossbar switch and four input buffers. X-Y
deterministic routing is used to avoid deadlocks. Two applications are se-
lected from the SPLASH-2 suite: Fast Fourier Transform (FFT) and Radix.
The original traffic data of Radix is used to compare the run-time of the
tree-model based and the GI algorithm with NoC size variation from 3× 3
to 8× 8.

Another cycle-accurate NoC simulator Noxim [114] is used to simulate
the application traffic on the NoC and produce detailed results of both al-
gorithms. The ANL, E and WCA under the original random mapping, tree-
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model based and GI mapping algorithms are compared using experiment
data gained from Noxim simulator.

4.3.2 Results Analysis

Both algorithm complexity and NoC size affect the run-time of algorithm.
Figure 4.3 shows that a significant reduction of run-time is achieved by
tree-model based algorithm. In the experiment, the only case that the GI
is faster than the tree-model based algorithm occurs in the 3 × 3 NoC. In
other cases, the run-time of the tree-model based mapping is only 10% of
the GI on average. Run-time comparison shows that the speed-up of the
tree-model based algorithm over the GI is up to 92 times when the NoC
size grows from 4 × 4 to 8 × 8. Moreover, the run-time of tree-model base
algorithm increases only slightly when NoC size increasing. The run-time of
the tree-model based mapping in a 8× 8 NoC is about 12 times longer than
that in a 3 × 3 NoC, in comparison to 1504 times of the GI mapping. The
speed-up achievement means that the tree-model based algorithm is more
efficient and applicable if considering the increasing NoC size as well as the
tighter run-time constraints in the real-time systems.
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Figure 4.3: Comparison of Run-time of Tree-model Based and GI algorithm

We use a configuration of 5 × 5 mesh NoC with 25 cores which models
a chip multiprocessor (CMP) for our experiments. Each PE has a core,
a private L1 cache and a shared L2 cache bank. Memory controllers are
connected to the top and bottom side of the chip. The static non-uniform
Cache Architecture (NUCA) [115] is implemented in our memory/cache ar-
chitecture, in which data are mapped to cache banks statically. Compared
with the uniform cache architecture (UCA), which has been used in tra-
ditional commercial multi-core processors, NUCA has more flexible cache
access latencies and thus improves the system performance. The reason is
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that in UCA, the unified cache access latency is determined by the worst
case wire delay. A two-level distributed cache coherence protocol known as
MESI [116] is used in our memory hierarchy in which each L2 bank has
its own directory. Four types of cache line status, namely Modified (M),
Exclusive (E), Shared (S) and Invalid (I) have been implemented.

We evaluated ANL, E and WCA under different mapping algorithms.
The detailed configurations of processor, cache and memory configurations
can be found in Table 4.1. Results are presented for FFT and Radix work-
loads with 16 threads.

Table 4.1: System configuration parameters

Processor configuration

Number of processors 25 in-order

Issue width 1

Cache configuration

L1 cache Private, split instruction
and data cache, each cache
is 16KB. 4-way associative,
64-bit line, 3-cycle latency.

L2 cache Shared, unified 12.5MB
(25 banks, each 512KB).
64-bit line, 6-cycle latency.

Cache coherence protocol MESI

Cache hierarchy Static NUCA

Memory configuration

Size 4GB DRAM

Access latency 260 cycles

Controllers 10

Requests per processor 16 outstanding

Network configuration

Routing algorithm X-Y deterministic

Router scheme Wormhole

Flit size 128 bits

Router and link latency 1 cycle

Figure 4.4 shows the results of ANL, E and WC on FFT and Radix in
which three mapping strategies are evaluated. As anticipated, the original
unoptimized mapping has the worst latency and energy values, due to the
higher weighted communication. It is shown that in FFT traffic, compared
with the original mapping, the network latency, energy and weighted com-
munication of the tree-model mapping are reduced by 21.3%, 21.5% and
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Figure 4.4: Comparison of normalized ANL, E and WCA for FFT and Radix
benchmarks over different mapping strategies

29.7%, respectively. The GI algorithm shows similar results, with reduction
of 21.5%, 21.6% and 29.8% respectively. The proposed tree-model based
mapping has comparable performance with the GI, but its complexity is
much lower ( as shown in Figure 4.3 ). For Radix traffic, as shown in Fig-
ure 4.4, the GI and the tree-model mapping outperform the original mapping
in all aspects. Comparing with the original mapping, the average network
latency of the tree mapping and the GI are reduced by 40.8% and 17.3%
respectively; energy consumption of the tree-model mapping and the GI are
reduced by 24.7% and 18.7% respectively; weighted communication of the
tree-model mapping and the GI are reduced by 32.6% and 29.9% respec-
tively. It is noteworthy that tree-model mapping performed much better
than the GI when the traffic becomes heavier in Radix than FFT applica-
tion. The ANL reduction of the tree-model based algorithm is significantly
greater than that of the GI because under the GI strategy the task with the
largest CV is mapped on node 6 instead of node 12 which is the center node
of the NoC. Therefore, the ANL is increased because of unbalanced traffic
on network.

4.4 Chapter Summary

A novel mapping algorithm based on the extended tree model of NoC was
presented and evaluated. Experimental results show that the proposed algo-
rithm achieves lower energy consumption and average network delay. Com-
pared to the GI algorithm, the tree-model based algorithm finds comparably
better mappings using significantly less run-time, especially in the cases of
large NoC sizes. The improvements on system performance as well as the re-
duction of algorithm run-time make the tree-model based algorithm a viable
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mapping algorithm, which can be used solely as a energy- and time-efficient
mapping algorithm, or jointly with other mapping algorithms to find higher
quality mappings as we will presented in the following chapters.
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Chapter 5

Simulated Annealing for
Global Optimum

Compared to heuristics like branch-and-bound (BB), and greedy incremental
(GI), the major advantage of simulated annealing algorithm is that it is able
to find the globally optimum mapping. In addition, SA algorithm provides
better trade-off between complexity and performance in comparison with the
other algorithms presented in Chapter 3. SA has drawn more and more at-
tention for application mapping problems on many-core NoCs [3] [87] [117].
As presented in Section 3.5.5, to apply SA algorithm, a set of parameters
and functions has to be specified, including initial temperature, final tem-
perature, cooling ratio, temperature function, move function, accept function,
etc. These parameters and functions determine how closely and how quickly
SA can converge to the global optimum of the objective function. However,
there are no straightforward ways to specify these parameters. In previous
works, these parameters are set either by using randomly selected values [3]
[87], or parameters tailored to the particular problems [117]. Clearly, it is
not certain if these random or tailored values can be generally applicable to
all other problems. Additionally, the performance of SA algorithm cannot
be guaranteed by randomly selected parameters.

For the parameters used in the SA algorithm, we argue that:

1. The parameters of SA are problem-specific. The annealing process of
SA algorithm is controlled by the set of functions which are deter-
mined by the set of parameters. Various sets of parameters will result
in different annealing processes and convergency to the optimal solu-
tion. The parameters have to be selected with respect to the specific
problem.

2. The parameters of SA have a joint impact on the performance of SA.
This means that these parameters should be selected systematically,
instead of being set randomly and independently.
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Based on these two considerations, a systematic method is necessary
for generating the set of parameters of SA algorithm for the application
mapping problem. In this chapter, we propose to use the Nelder-Mead sim-
plex method, which is originally introduced in [118], to automatically gener-
ate the optimized parameters of SA algorithm. The generated parameters
are applied to the SA algorithm to find the optimized mapping solution
which achieves minimized communication energy consumption on a many-
core NoC. Due to the utilization of the optimized parameters, the annealing
process of the SA algorithm is significantly shortened while keeping good
mapping quality.

5.1 Nelder-Mead Simplex Method

The purpose of the Nelder-Mead simplex method is to minimize the output
of a function f(p) with n variables x1, x2, . . . , xn. In this method, a number
of n+1 points (solutions) p0, p1, . . . , pn are originally selected and form the
so-called simplex. The set of points is then used to generate a new and
better point which will replace the worst point in current simplex and forms
a new simplex. Each point of the simplex is a n-tuple with n variables, i.e.,
pk =

(
xk1, x

k
1, . . . , x

k
n

)
. The Nelder-Mead simplex method compares the n+1

values of the function f(p) (f(pi) (0 ≤ i ≤ n)), and replaces the point with
largest value by the newly generated point. In each iteration, the replace-
ment is realized by three operations: reflection, expansion and contraction.
If the replacement fails through these three operations, all points forming
the simplex are updated with new values to generate a new simplex. The
general Nelder-Mead simplex method is presented in Algorithm 2.

As shown in Algorithm 2, the principle of the Nelder-Mead simplex
method is, if f(pr) ≤ f(pn−1), then the point pn is replaced by its reflection
point pr. Thereafter, if f(pr) < f(p0), the reflection point is expanded to
the expansion point pe and the point pn is replaced by pe. The procedure
restarts when the expansion is done. In the case if f(pr) > f(pn−1), the
contraction point pc is generated. If f(pc) < min (f(pr), f(pn)), the point
pn is replaced by contraction point pc. Otherwise, all points in current sim-
plex are updated by pj = (pj + p0)/2(j = 0, 1, . . . , n) and a new simplex is
generated. The process iterates with the above operations.

By continuously replacing the point pn with a point which achieves
smaller f(p), the value of the function f(p) converges to the minimum. The
process terminates when the function stop() becomes true. The state of
function stop() can be determined by whether the value of function f(p) has
converged to a final value [118], or whether the points forming the simplex
have already converged to a final point [119]. In this work, because we try
to find the optimized parameters for the SA algorithm, we adopt the latter
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Algorithm 4: Nelder-Mead Simplex Method for Minimizing f(p)

1 !ht
2 [118]

1 Select the initial n+ 1 points pi (0 ≤ i ≤ n).
2 while (!stop()) do
3 Sort f(pi) (0 ≤ i ≤ n) such that

f(p0) ≤ f(p1) ≤ · · · ≤ f(pn−1) ≤ f(pn).

4 Let p =

n−1∑
i=0

pi/n.

5 Generate reflection point pr = p+ α ∗ (p− pn).
6 if f(pr) ≤ f(pn−1)) then
7 Replace pn by pr.
8 Generate expansion point pe = p+ β ∗ (pr − p).
9 if (f(pr) < f(p0)) ∧ (f(pe) < f(pr)) then

10 Replace pn by pe.
11 end if
12 else
13 Let f(p∗) = min(f(pr), f(pn)).
14 Generate contraction point pc = p+ γ ∗ (p∗ − p).
15 if f(pc) ≤ f(p∗) then
16 Replace pn by pc.
17 else
18 Update pj with (pj + p0)/2 for j = 0, 1, . . . , n.
19 end if
20 end if
21 end while
22 Return the point p0.
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way to define the function stop(). More precisely, in Algorithm 2, stop()
becomes true when |xki −xkj | ≤ εk(i ̸= j), for all i, j and k, where xki and xkj
are the kth element of point pi and pj respectively. Each element of vector ε,
called convergence degree of variable x, is a predefined small positive value
which determines the magnitude of the convergence.

In Algorithm 2, reflection coefficient α, expansion coefficient β and con-
traction coefficient γ give the factors with which the new simplex is gener-
ated by reflection, expansion and contraction operation respectively. These
coefficients decide the speed of the convergence and the quality of the final
point. In [118] and [119], two sets of α, β and γ were used. In this work, we
evaluated both sets of values by applying them in the Nelder-Mead simplex
method for the same set of benchmarks. The results show that both sets of
parameters achieve comparable performance of the SA algorithm, but the
Nelder-Mead simplex method using the coefficients in [119] can converge to
the final point with 100 times less CPU time than that in [118]. Therefore,
we use 1/3, 2.0 and 1.5 for α, β and γ respectively, which were used in [119].

5.2 Parameter-Optimized Simulated Annealing

This section presents the SA algorithm which applies the parameters gen-
erated by the Nelder-Mead simplex method. The set of parameters and
functions used for implementing the SA algorithm is defined first.

5.2.1 Parameters and Functions in SA

Cost Function

The SA algorithm is adopted in the tile assignment stage (Section 3.3.3).
The objective of the mapping is to minimize the communication energy con-
sumption on a many-core NoC. Similar to the mapping algorithm presented
in Chapter 4, we use the weighted communication of an application (WCA)
defined in Equation 4.4 as the objective function Cost(S) in SA. As verified
in Chapter 4, a mapping with the minimal WCA results in the minimized
communication energy consumption.

WCA =
∑
∀cij

volij × γij (5.1)

where volij and γij are the data volume and the length of the routing path
for the communication cij .

Annealing Schedule: Temp(i) Function

The annealing schedule determines how the temperature is cooling down.
At each step of annealing, a new temperature is generated by temperature
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function Temp(i). We choose the geometric annealing schedule presented in
[31] as the temperature function.

Temp(i) = T0 × q⌊
i
L⌋ (5.2)

The new temperature is decided by the initial temperature T0, the cooling
ratio q, the accumulated number of iterations i and the number of iterations
at each temperature L.

Number of Iterations L

The number of iterations at each temperature L is set as M(N − 1), where
M and N are the number of cores in the CCG (Section 3.2.2) and that of
tiles in the many-core NoC respectively.

Acceptance Function: Accept(∆C, T )

While an downhill move (∆C < 0) is always accepted, the functionAccept(∆C, T )
determines whether a uphill move (∆C > 0) should be accepted or not at
the temperature T . The normalized inverse exponential form is chosen to
implement the acceptance function in this work.

Accept(∆C, T ) = True⇔ random() < p

p =
1

1 + exp
(

∆C
KC0T

) (5.3)

With this acceptance function, the possibility of accepting a uphill move, p,
is less than 50%. On the basis of the original normalized inverse exponential
form presented in [31], we add the normalizing ratio K in the acceptance
function which works together with the initial cost C0 to normalize the cost
difference ∆C. This comes from the observation that using the original nor-
malized inverse exponential form , in cases that the C0 is huge, an accepting
possibility close to 50% will be generated even for a very small ∆C at a
very low temperature. This makes SA inefficient at the last rounds of lower
temperatures.

Initial and Final Temperature

The acceptance function in (5.3) defines the relation between the accepting
possibility p, cost difference ∆C and temperature T . Equation (5.3) can be
solved with respect to T as follows:

T =
∆C

ln(1p − 1)
(5.4)
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If we define Ps the possibility of accepting the maximal ∆C at initial tem-
perature T0, and Pf the possibility of accepting the minimal ∆C at final
temperature Tf , then the initial and final temperature can be calculated as
follows:

T0 =
∆Cmax

ln( 1
P0
− 1)

, Tf =
∆Cmin

ln( 1
Pf
− 1)

(5.5)

When T0 and Tf are set manually using randomly selected values (the cases
in [3] [87]), only a numerical range is given by T0 and Tf , and there are no
real-world meanings behind T0 and Tf . In this work, by contrast, the usage
of Ps and Pf is more meaningful and understandable for designers to choose
the T0 and Tf by Equation (5.5).

Move function:Move(S, T )

We use the random swapping as the move function. An IP core in the
current mapping is randomly selected and the mapping tile of the IP core
is swapped with that of another randomly selected IP core.

Termination function:Terminate(i, R)

We add one criteria N∆C=0 into the termination function of coupled tem-
perature and rejection threshold which is presented in [31], to determine the
stopping condition of the SA algorithm.

Terminate(i, R) = True⇔ (Temp(i) < Tf ∧R ≥ Rmax)

∨(N∆C=0 = Z)
(5.6)

N∆C=0 stands for the number of consecutive temperatures at which the
lowest cost Cbest has not been changed. Z is the maximal number of N∆C=0

allowed in the SA algorithm. R is the number of consecutive rejections since
last acceptance and Rmax is the maximal number of rejections allowed in
the SA algorithm. With this termination function, the annealing is stopped
either when the temperature reaches to or below the final temperature and
the moves in last Rmax iterations are rejected, or in the last Z temperatures,
no better solutions have been found. In this work, we set Rmax = L and
Z = 0.1NT , when NT stands for the total number of temperatures from T0

to Tf .

Initial Mapping

A random mapping in which each IP core is randomly mapped on a tile, is
generated as the initial mapping.
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Summary of Parameters

Table 5.1 summarizes the parameters and functions used in the SA algorithm
in this work. We can see from Table 5.1, to apply the SA algorithm, the
values of 6 parameters need to be specified: q,K, Ps, Pf ,∆Cmax and ∆Cmin.
As long as these parameters are specified, other parameters such as T0 and
Tf can be decided. In these 6 parameters, the values of ∆Cmax and ∆Cmin

can be obtained from a set of mapping trials generated from the original
mapping using the move function (Section 5.3). The other 4 parameters,
labeled “Nelder-Mead Simplex Method” in column “Value” in Table 5.1,
are the most important parameters of SA in this work and they are going to
be optimized by the Nelder-Mead simplex method presented in Section 5.1.

5.2.2 Parameter Optimization

To apply the Nelder-Mead simplex method for optimized values of q,K, Ps

and Pf , we need to define the function f(p) and specify the boundaries
from which the parameter is chosen, and the convergence degree of each
parameter.

Function f(p)

Since using various sets of q,K, Ps and Pf , the SA algorithm will produce
different minimized values of WCA, we can define the output of the SA,
i.e., the minimized WCA, as the function f(p) of variables q,K, Ps and Pf .
With this definition, it is possible to use the Nelder-Mead simplex method
to find the final point of variables q,K, Ps and Pf which yield the minimum
WCA by the SA algorithm.

Parameter Boundaries and Convergence Degrees

Contrary to the work in [118] where the variables is unbounded, the pa-
rameters q,K, Ps and Pf in our specific application mapping problem are
bounded. Among them, the parameters Ps and Pf are theoretically in the
range (0.0, 0.50] according to Equation (5.3). For the SA algorithm, it is rea-
sonable to set a high acceptance possibility at the initial temperature and
a low acceptance possibility at the final temperature. In this work, we set
the range of Ps and Pf by [0.20, 0.49] and (0.0, 0.10] respectively. And the
convergence degrees εPs and εPf

are set 0.01 and 0.005 respectively. The
cooling ratio q can be in range (0.0, 1.0). In this work, we set the range
[0.80, 0.99] for q. The convergence degree εq is set 0.005. The value of K is
allowed in the range of (0.0, 1.0] and the convergence degree εK is set 0.05.

At the beginning of the Nelder-Mead simplex method, 5 initial points are
generated by choosing 4 elements, i.e, q,K, Ps and Pf , from their allowable
range. During the process of the Nelder-Mead simplex method, whenever an
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Table 5.1: Functions and Parameters for SA

Symbol Definition Value
S Mapping solution (S0: initial

solution)
Cost(S) Cost function WCA (Equation

(5.1))

Temp(i) Temperature functioni T0 × q⌊
i
L⌋

i Accumulated number of iterations
q Geometric annealing schedule

cooling ratio
Nelder-Mead
Simplex Method

L Number of iterations at each
temperature

M(N − 1)

N Number of tiles in CCRG
M Number of tasks in CWG
Accept(∆C, T ) Return accept (True) or reject

(False) for a worse move
random() <
1/(1 + exp ∆C

KC0T
)

K Normalizing ratio Nelder-Mead
Simplex Method

C0 Initial cost Cost(S0)
T0 Initial temperature ∆Cmax/ ln(

1
Ps
− 1)

Tf Final temperature ∆Cmin/ ln(
1
Pf
− 1)

∆Cmax The maximal ∆C at initial
temperature T0

Experiment

∆Cmin The maximal ∆C at final
temperature Tf

Experiment

P0 The possibility of accepting the
maximal ∆C at initial temperature
T0

Nelder-Mead Simple
Method

Pf The possibility of accepting the
minimal ∆C at final temperature
Tf

Nelder-Mead
Simplex Method

Move(S, T ) Return a neighboring mapping of S
Terminate(i, R) Return terminate (True) or

continue (False)
Temp(i) < Tf ∧R ≥
Rmax ∨N∆C=0 = Z

R Number of rejections
Rmax Allowed maximal number of

rejections
L

NT The total number of temperatures
from T0 to Tf

ln( T0

Tf
)/ ln(q)

Z The allowed maximal number of
temperatures with ∆C = 0

0.1NT

element of a point exceeds its boundary, the boundary value is used for the
element. The function stop() becomes true and the process is terminated
when these 5 points converge to one point.
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5.2.3 Parameter-Optimized Simulated Annealing Algorithm

Algorithm 5: Parameter-Optimized Simulate Annealing

1 Define the boundaries and convergence degree ε for parameters
q,K, Ps and Pf .

2 Obtain the final point of the Nelder-Mead simplex method,
popt = simplex().

3 Set qopt = popt.q,Kopt = popt.K.
4 Set Psopt = popt.Ps, Pfopt = popt.Pf .
5 Find the best solution by applying the final point to SA,

Sbest = sa(qopt,Kopt, Psopt , Pfopt).
6 Return Sbest.

Applying the Nelder-Mead simplex method, we develop the parameter-
optimized simulated annealing algorithm for application mapping problems
on many-core NoCs. The proposed algorithm is described in Algorithm 5
where the functions sa() and simplex() correspond to Algorithm 1 and 2
respectively. After defining the boundaries and convergence degree for four
target parameters, i.e., q,K, Ps and Pf , the optimized set of parameters
is obtained by the Nelder-Mead simplex method. The mapping solution
with minimized WCA is then found by running the SA algorithm with the
optimized set of parameters.

Since there are no limitations on the variables and objective functions ap-
plied in the Nelder-Mead method, the Algorithm 5 is applicable for obtaining
different sets of optimized parameters corresponding to different implemen-
tations of the SA algorithm. This makes the proposed method applicable
for selecting optimized parameters in diverse application mapping problems.

5.3 Experimental Evaluation

To evaluate the efficiency of the proposed parameter-optimized simulated
annealing (POSA) algorithm, we experiment POSA with a set of bench-
marks and compare it against the implementation of the SA algorithm in
[3].

5.3.1 Experiment Setup

The implementation of the SA algorithm in [3] is available in the NoCmap
project [120]. In the NoCmap, the geometric annealing schedule is used
and the q is set 0.9. T0 is fixed to 100 and the final temperature Tf is
unbounded. The objective of the NoCmap is to minimized the total com-
munication energy consumption and the energy model presented in [3] is
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adopted in the simulator. In this work, we also use the NoCmap simulator
to obtain the communication energy consumption of the mappings generated
by the POSA algorithm.

Four benchmark applications are selected for the comparison, including
a video object plane decoder (VOPD) and a MPEG4 from SUNMAP [121],
a multimedia systems application (MMS) [26] and a H.264 decoder (H264)
[122]. The CCGs of these applications are derived from original descriptions
in these works. The benchmarks and corresponding NoCs used in this work
are summarized in Table 6.1.

The mapping of each benchmark is performed by the NoCmap and the
POSA algorithms. The communication energy consumptions of both map-
pings are produced by the NoCmap simulator. For POSA, the average
∆Cmax and ∆Cmin are obtained from 5 ∗ L move trials starting from the
original random mapping, which are used to calculate the T0 and Tf with
given parameters P0, Pf , C0 and K. Both algorithms were executed on a
Desktop PC with 3.0 GHz Intel Core2 Duo CPU and 8.0 GB of memory to
evaluate the run-time overhead.

5.3.2 Results Analysis

Optimized Parameters

Table 5.2: Optimized Parameters of SA for Benchmarks

Benchmark Cores NoC q P0 Pf K

VOPD 16 4x4 0.91 0.44 0.05 0.72

MPEG4 12 3x4 0.95 0.34 0.05 0.36

MMS 25 5x5 0.94 0.36 0.05 0.62

H264 16 4x4 0.89 0.42 0.05 0.49

Applying the POSA algorithm (Algorithm 5), the optimized mapping
solution with minimized WCA of each application is found. At the same
time, the optimized parameters of the SA algorithm are obtained. Table 5.2
lists the optimized parameters of SA for mapping the four benchmarks. It
is observed that, instead of using an identical set of parameters, to find an
optimized mapping, different parameters should be used in SA for mapping
different applications.

Iterations and Runtime

Table 5.3 shows the iterations (Is) of NoCmap and POSA algorithm for
finding the final mapping solution of each application. The column T0 and
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Tf are the initial and final temperature respectively. Tt refers to the tem-
perature at which SA terminates. Is is the number of iterations that the SA
algorithm has run until the termination. Column pct presents the percent-
age of the iterations of POSA to that of NoCmap. We can see that, since
optimized parameters are applied, a much lower initial temperature is set
in POSA. As a result, POSA uses significantly smaller number of iterations
which is on average less than 1% of that used in NoCmap, to get the final
mapping.

Table 5.3: Iterations of SA for Benchmarks

Benchmark
T0 Tf Tt Is

NoCmap POSA NoCmap POSA NoCmap POSA NoCmap POSA pct

VOPD 100 2.69 - 1.35e-4 2.28e-6 9.88e-5 4.30e6 2.74e4 0.64%

MPEG4 100 1.90 - 1.26e-4 5.80e-7 8.38e-5 2.61e6 2.77e4 1.06%

MMS 100 1.36 - 1.26e-5 5.80e-7 1.25e-5 1.14e7 1.18e5 1.04%

H.264 100 3.11 - 1.94e-4 0.15 1.43e-4 1.61e6 1.94e4 1.02%

Table 5.4 shows the runtimes of SA in NoCmap and POSA (in seconds)
and the speedup achieved by POSA. POSA is, on average, 1.41 times faster
than NoCmap. Note that, the runtime of POSA includes the time consumed
by the Nelder-Mead simplex method in which the SA is run more than
hundred times. In terms of the runtime of a single run of SA, a large speedup
is achieved by POSA due to less evaluating iterations. In Table 5.4, POSA

′

and Speedup2 represent the runtime of a single run of SA applying the set
of optimized parameters, and the speedup over the NoCmap respectively.
We can see that in POSA, the SA with optimized parameters is on average
237 times faster than that in NoCmap. This indicates the great impact of
optimized parameters on the runtime of SA algorithm.

Table 5.4: Runtimes and Speedup for Benchmarks

Benchmark NoCmap POSA Speedup1 POSA´ Speedup2

VOPD 31.69 15.50 2.04 0.087 364

MPEG4 15.74 9.67 1.63 0.059 267

MMS 171.74 181.75 0.94 1.17 147

H.264 12.34 11.90 1.04 0.072 171

Average - - 1.41 - 237

WCA and Energy Consumption

In this work, minimizing communication energy consumption on NoC is the
objective of applying SA for the tile assignment. Figure 5.1 shows the WCA
achieved by NoCmap and POSA for each application respectively. The
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results of both algorithms vary slightly. The maximum of WCA variance is
less than 4% in the case of application H.264.

As anticipated from the results of the minimized WCA, the communica-
tion energy consumptions achieved by NoCmap and POSA are almost same.
Figure 5.2 shows that the maximal difference exists again in the case of ap-
plication H.264, which is less than 2%. The comparable energy consumption
verify the efficiency of the proposed POSA algorithm. Although a signifi-
cantly smaller number of iterations is conducted, POSA still can find the
optimized mapping solutions which are comparably good with that found
by NoCmap in which more iterations have to be performed.
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5.4 Chapter Summary

The set of parameters applied in the SA algorithm has great impact on
the runtime and the quality of the final solution. A method to systemati-
cally select the parameters of the SA algorithm for the application mapping
problem was proposed in this chapter. The Nelder-Mead simplex method,
which is used to get the minimization of a function of n variables, was ap-
plied to find the optimized parameters of the SA algorithm. With the set
of optimized parameters, less evaluation iterations are needed and the SA
algorithm is accelerated. The experiment showed that the proposed POSA
algorithm only uses on average less than 1% iterations of that used in the
NoCmap algorithm to converge to the final optimized solution. An average
speedup of 1.4 times is achieved by POSA over NoCmap. With the opti-
mized parameters, the SA algorithm is 237 times faster than the NoCmap,
while the comparably good mappings are still found. Besides the time- and
energy-efficiency, the proposed POSA algorithm provides a way to flexibly
select various number of parameters with respect to different cost functions
for different kinds of mapping problems.
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Chapter 6

Accelerating Simulated
Annealing

Simulated Annealing algorithm is a promising method to solve application
mapping problems on many-core NoCs. One major drawback of SA algo-
rithm is low speed. As shown in Chapter 5, to obtain the global optimum,
SA algorithm generally needs hundreds of thousands iterations. Since the
annealing process of SA is controlled by a set of functions and parameters,
to speed up the general SA algorithm, one feasible way is to apply opti-
mized functions and parameters, instead of using generic or empiric ones.
While Chapter 5 focuses on the method of selecting optimized parameters
for SA algorithm, this chapter presents a method which shortens the an-
nealing process of the SA algorithm by applying optimized initial mapping
and temperature.

It is worth noting that generally the SA algorithm starts the annealing
process from a randomly generated initial solution and a high initial tem-
perature T0 [3]. As a result, the SA algorithm behaves randomly at the
beginning stage and lots of iterations are wasted without optimization. The
random behavior of SA at high temperatures provides us an opportunity
to accelerate SA algorithm. In [89], a cluster-based annealing method was
proposed for the application mapping problem. Using the clustering tech-
nique, a better initial mapping is obtained and a faster convergence can be
achieved. It shows up to 30% reduction of runtime without compromising
the solution quality. In [87], instead of using a uniformly random probability
when determining the core to be swapped, two probability distribution func-
tions (PDFs) are applied to build a variable grain swapping move function.
With the optimized move function, the SA algorithm in [87] is reported to
obtain an average runtime speedup of 98.55% while keeping the quality of
the mapping solution.

Based on the analysis of the general behavior of SA algorithm, the basic
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idea of the accelerating method in this chapter is to start the SA algorithm
from an optimized initial mapping obtained by the previously presented
tree-model based heuristic in Chapter 4. Then, a corresponding lower ini-
tial temperature tk is derived and applied in the SA algorithm to skip a
portion of the random behavior at the beginning stages of a general SA
algorithm. Consequently, the convergence to the optimal solution is acceler-
ated without degrading the solution quality. Figure 6.1 shows the workflow
of the proposed tk-SA algorithm. The two highlighted processes are the
main contributions of the proposed method.

Application NoC 

Heuristic Mapping

Determining tk

tk-SA Mapping

Optimized 

Initial Solution

Final Solution

Figure 6.1: The Workflow of the tk-SA Algorithm

6.1 Simulated Annealing

The SA algorithm uses the same set of parameters and functions as those
in Section 5.2 except for the acceptance function.

6.1.1 Acceptance Function: Accept(∆C, T )

In this work, we add two parameters k and C0 in the exponential form of
the acceptance function presented in [31].

Accept(∆C, T ) = True⇔ random() <
1

exp
(

∆C
kC0T

) (6.1)

In this normalized form, the cost difference ∆C is normalized by the pa-
rameters k(0 ≤ k ≤ 1) and the initial cost C0 = Cost(S0) (initial mapping
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solution s0). With this acceptance function, the range of the acceptance
possibilities is kept in a relevant range even if the cost function changes for
different problems. This makes the selecting of the temperature easier than
using the initial exponential form. Compared to the acceptance function
utilized in Chapter 5, the possibility of accepting an uphill move is in the
range of (0.0, 1.0].

6.1.2 Objective Function

The objective of the mapping is to minimize the communication energy
consumption in the tile assignment stage (Section 3.3.3). Similar to the
SA algorithm (Algorithm 5) in Chapter 5, the weighted communication of
an application (WCA) is used as the objective function Cost(S) in the SA
algorithm in this chapter.

WCA =
∑
∀cij

volij × γij (6.2)

where volij and γij are the data volume and the length of the routing path
for the communication cij .

6.1.3 Parameters Selection

The method developed in Chapter 5, i.e., the Nelder-Mead simplex method
is used to select the set of optimized parameters including the initial temper-
ature T0, the final temperature Tf , the cooling ratio q and the normalized
ratio k. These parameters are employed in the reference SA algorithm with
full temperature range from T0 to Tf (called full-range SA), and also used
to derive temperature tk applied in the proposed tk-SA algorithm.

6.2 Accelerated Simulated Annealing

The basic idea of the accelerated tk-SA algorithm is to start the SA algo-
rithm from an optimized solution with a lower cost. Corresponding to the
optimized initial solution, an appropriate lower initial temperature tk is de-
termined. By doing so, the runtime of the SA algorithm is decreased because
only a portion of temperatures in the full temperature range of [T0, Tf ] is
proceeded. The determination of the temperature tk is critical to the pro-
posed algorithm in terms of runtime and the quality of the final solution. It
is based on the analysis of the typical behavior of the general SA algorithm.

6.2.1 Typical Behavior of SA

SA operates like a pure randomizing optimization at the beginning and a
pure greedy optimization at the end. To analyze this typical behavior of the
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SA algorithm, we apply the general SA algorithm to map a H.264 decoder
(H264) application ([122]). Figure 6.2 depicts the annealing process of the
SA algorithm with respect to the temperature t against the mean of WCAs
(MWCA) of all accepted solutions at temperature t. SA starts from T0 = 7.5
and terminates at Tf = 7.8e− 5 approximately.
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Figure 6.2: Typical Behavior of SA (H264)

As we can see from Figure 6.2, before SA gets to the greedy point
(roughly at point P1), MWCA varies slightly across a wide range of tem-
peratures (from T0 to nearly 0.65). No obvious optimizations have been
achieved in this period since the acceptance possibilities are close to 1 so
that almost all moves in this period are accepted. From the point P1 to point
P2, SA becomes greedy and MWCA is decreased while the temperature falls
down. Note that MWCA increases at some points. This illustrates the major
feature of SA algorithm that some uphill moves are accepted, which prevents
the optimization process from ending with a local minimum. After point P2,
all accepted solutions converge to the optimal one and MWCA remains con-
stant over these temperatures. At the end, SA obtains the best solution
with lowest cost and terminates after temperature Tf .

6.2.2 Acceleration Method

We also apply the general SA algorithm to other benchmark applications
used in this chapter. The experiments show that the SA algorithm behaves
similarly as in Figure 6.2. Based on the analysis of the typical behavior
of SA, it is possible to accelerate the annealing process of SA if we can
start the SA algorithm from a temperature tk between t1 and t2 (shown in
Figure 6.2). Provided that MWCA at temperature tk in the accelerated SA
is comparable to that in the SA algorithm operating in the full temperature
range of [T0, Tf ], the process from temperature T0 to tk in the full-range
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SA can be skipped. This is because the accelerated SA can approximately
reproduce the behavior of the full-range SA from temperature tk to Tf . With
the reproduced behavior, the quality of the final solution is maintained by
the accelerated SA algorithm.

Based on this consideration, we propose an accelerated SA algorithm,
tk-SA algorithm, for the application mapping problem. In the algorithm,
tk stands for an intermediate temperature between T0 and Tf . The tk-SA
algorithm starts from temperature tk with an optimized mapping solution
Sheur. To make the tk-SA algorithm faster than the full-range SA algo-
rithm, the runtime of obtaining Sheur and tk must be shorter than that of
performing SA from T0 to tk. The heuristic algorithm for obtaining Sheur

and determining tk are presented in the following sections.

6.2.3 Heuristic for Optimized Initial Solution

The tree-model based mapping algorithm presented in Chapter 4 is applied
to get the optimized initial solution Sheur. Simply speaking, the mapping al-
gorithm operates in two steps. Firstly, a NoC is abstracted into an extended
tree which represents the connections and distances among the tiles on the
NoC. Secondly, the tasks of the given application are mapped onto the NoC
using the extended tree. Since the extended tree places the network tiles
with shorter average distance (to other tiles) onto higher-level tree nodes,
it is reasonable to map the tasks in the application with larger communica-
tion volumes on nodes at as high level as possible so that the WCA can be
minimized.

Because of the usage of the tree-model of the NoC, the mapping algo-
rithm is significantly efficient in terms of algorithm runtime. The experiment
shows that the runtime of tree-model based mapping is on average 10% of
that of the greedy incremental (GI) algorithm. In addition, the runtime
increases slightly while the number of tasks to be mapped increases. The
quality of the mapping is comparable to the GI algorithm. These features,
especially the efficiency of the runtime, make the tree-model based algo-
rithm suitable for generating an optimized initial mapping solution to speed
up the SA algorithm.

6.2.4 Determination of tk

Given the optimized initial solution, an appropriate temperature tk must be
determined. If the selected tk is too low, the tk-SA can prematurely end up
with a local minimum. Conversely, if the tk is too high, the optimization
that has been achieved by the initial mapping solution Sheur can be degraded
because more uphill moves will be accepted at temperature tk.

The method presented here tries to utilize the typical behavior depicted
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in Figure 6.2 to determine the temperature tk. Given the initial solution
Sheur, the principle of the proposed method is to find a temperature tk at
which MWCA is approximately equal to the WCA of the solution Sheur. The
method is reasonable because the accepted solutions are controlled by the
temperature in the acceptance function. Given an initial solution Si, MWCA

of all accepted solutions will converge to the WCA of Si if the amount of
WCA increases and decreases of all solutions can offset each other.

In a SA algorithm, the accepted solutions at the temperature t comprise
a Markov chain which is a sequence of probabilistic moves and each move
to the next solution is only dependent on the current solution [123]. To cal-
culate the MWCA at temperature t, we have to generate the Markov chain
first. The fact is, without the real run of the SA algorithm, it is impossible
to get the exact Markov chain at a temperature. However, note that in
the SA algorithm applied in this work, with the functions Move(S, T ) and
Accept(∆C, T ) presented previously, the acceptance of a new solution in a
Markov chain at temperature t is decided by a uniformly random probabil-
ity. The Markov chain at temperature t is a result of a series of probabilistic
movements. Based on the probability theory, we can use the expected values
(or mathematical expectations) of a finite number of trial moves to approxi-
mate the MWCA at a temperature t.

We assume that the SA algorithm starts from solution S0, and S1, S2, . . . , SW−1

are the sequence of trial solutions generated by the function Move(S, T ).
With this set of W trial solutions, the MWCA at temperature t can be
calculated as

MWCA ≈
1

W

(
W−1∑
i=0

Cost(Si) · Paccept(∆Ci,t)

)
(6.3)

where Cost(Si) and Paccept(∆Ci,t) are the WCA of the solution Si and the
probability of accepting the solution P (Si) at temperature t respectively.

Since all downhill moves (∆C ≤ 0) are certainly accepted, and an uphill
move (∆C > 0) is accepted with the probability defined in the acceptance
function Accept(∆C, t) (Equation 6.1), Paccept(∆C,t) can be defined as

Paccept(∆Ci,t) =

{
1 ∆Ci ≤ 0

1

exp
(

∆Ci
kC0t

) ∆Ci > 0 (6.4)

Using the above Paccept(∆Ci,t), Equation 6.3 is rewritten as:

MWCA ≈
1

W

W1∑
i=0

Cost(Si) +

W2∑
i=0

Cost(Si)

exp
(

∆Ci
kC0t

)
 (6.5)

where W1 and W2 are the number of downhill and uphill moves in the trial
Markov chain at temperature t respectively.
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With the approximation of MWCA, we try to find the temperature tk
which satisfies the following equation:

M tk
WCA ≈ Cost(Sheur) (6.6)

Based on the Equation 6.6, the following method is proposed for calcu-
lating the temperature tk:

1. Starting from solution Sheur, generate a finite number of W trial so-
lutions in accordance with the function Move(S, T );

2. Let tk = (T0 + Tf )/2;

3. Using the set of trial solutions, calculate M tk
WCA.

4. If M tk
WCA < Cost(Sheur), raise tk according to a binary search and

repeat 3 and 4; IfM tk
WCA > Cost(Sheur), lower tk according to a binary

search and repeat 3 and 4; If |M tk
WCA − Cost(Sheur)| < ϵ, return tk as

the initial temperature for the tk-SA algorithm.

Since all the downhill moves are accepted, in the given set of trial solu-
tions, the sum of the costs of all downhill solutions (∆C ≤ 0) remains con-
stant regardless of the changes of tk. Hence, M tk

WCA < Cost(Sheur) means
that less uphill moves have been accepted due to a lower tk. Therefore, the
temperature needs to be raised in the next iteration. Conversely, the current
tk needs to be lowered if M tk

WCA > Cost(Sheur). ϵ is an user-defined positive
real number. In this work, ϵ is set as 0.01× Cost(Sheur).

6.2.5 tk-SA Algorithm

Putting all above analysis and techniques together, the tk-SA algorithm is
presented in Algorithm 6, where the function sa() refers to the Algorithm
1. Sheur and tk replace S0 and T0 in the Algorithm 1 respectively. The
parameters k, C0 and q are kept the same as those applied in the full-range
SA (Algorithm 5).

Algorithm 6: tk-SA Algorithm

1 Generate the optimized starting solution Sheur using the tree-model
based application mapping algorithm.

2 Determine the temperature tk.
3 Find the best solution by applying Sheur and tk to SA,

Sbest = sa(Sheur, tk).
4 Return Sbest.
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6.3 Experimental Evaluation

To evaluate the efficiency of the proposed tk-SA algorithm, we experiment
tk-SA with a set of benchmarks and compare the results with the full-range
SA algorithm (Algorithm 5).

6.3.1 Experiment Setup

Five benchmark applications are selected for the comparisons, including a
video object plane decoder (VOPD) and a MPEG4 from SUNMAP [121],
a multimedia systems application (MMS) [3], a H.264 decoder (H264) [122]
and an image processing application BASIZ ( [124]). The CCGs of these ap-
plications are derived from original descriptions. The size of the benchmarks
and corresponding NoCs are summarized in Table 6.1.

For each benchmark application, the full-range SA algorithm is first per-
formed for the tile assignment. Parameters T0, Tf , k, q and C0 are obtained
using the method in Chapter 5. Afterward, the proposed tk-SA algorithm
is employed. The performances of these two algorithms, in terms of the
runtime and the number of iterations needed for finding the final solution,
are compared. To evaluate the quality of the final mapping solution, we
use the NoCmap simulator presented in the NoCmap project [120] to get
the communication energy consumption. Both algorithms were run on a
Desktop PC with 3.0 GHz Intel Core2 Duo CPU and 8.0 GB of memory.

6.3.2 Result and Analysis

Applied Parameters

Table 6.1 shows the parameters applied in the full-range SA and tk-SA al-
gorithm respectively. CSheur

is the WCA of the mapping solution generated
by the tree-model based application mapping algorithm. We can see from
Table 6.1, with an optimized initial solution, the initial temperature tk of
the tk-SA algorithm is hundred times lower than T0 in the full-range SA al-
gorithm. Starting from such a lower temperature tk, tk-SA skips an amount
of temperatures in the full-range SA algorithm. The number of skipped
temperatures is shown in the column “STs” in Table 6.1.

Iterations and Runtime

As anticipated from the skipped temperatures presented in Table 6.1, the
iterations (consecutive moves in SA ), as well as the runtime of the algorithm
are reduced in the tk-SA algorithm. As shown in Table 6.2 , for the five
benchmarks, the number of iterations in the tk-SA algorithm is on average
58% of that in the full-range SA algorithm. As a result, the runtime of the
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Table 6.1: Parameters Applied in SA and tk-SA

App Cores NoC
SA tk-SA STs

T0 Tf C0 tk CSheur

VOPD 16 4x4 14.15 5.48e-5 8.27e7 0.048 5.27e7 40

H264 16 4x4 7.53 8.00e-5 2.86e7 0.044 1.99e7 255

MPEG4 12 4x3 8.40 3.19e-5 1.47e8 0.041 8.00e7 56

MMS 25 5x5 21.28 1.97e-6 1.72e9 0.083 9.76e8 275

BASIZ 26 6x5 4.78 1.31e-6 1.82e7 0.021 1.09e7 133

tk-SA algorithm is decreased and an average speedup of 1.55 is achieved
over the full-range SA algorithm. For application H264, the largest speedup
of 1.84 is achieved due to the lowest percentage of iterations (48%). Note
that the runtime of the tk-SA algorithm includes the time of generating the
initial solution Sheur and that of determining the temperature tk.

Table 6.2: Iterations and Runtimes for Benchmarks

Benchmark
Iterations Runtimes

SA tk-SA pct SA tk-SA speedup

VOPD 2.26e4 1.23e4 54% 0.079 0.050 1.58

H264 1.96e5 9.34e4 48% 0.582 0.317 1.84

MPEG4 1.76e4 1.00e4 57% 0.038 0.024 1.58

MMS 5.43e5 3.57e5 66% 4.542 3.720 1.22

BASIZ 2.55e5 1.64e5 64% 2.253 1.462 1.54

Avg. - - 58% - - 1.55

Accuracy of Temperature tk

The temperature tk is the most important parameter which affects the per-
formance of the tk-SA algorithm and the quality of the final mapping so-
lution. The closer the acquired tk approaches to that in the full-range SA
algorithm, the more accurately the tk-SA can reproduce the behavior of the
full-range SA algorithm in the period after temperature tk. As shown in
Table 6.3, two values are used for the measurement of the accuracy of the
temperature tk. The first one, M tk−SA

WCA , stands for the mean of WCAs at
temperature tk in the tk-SA algorithm. The second one, MSA

WCA, is the mean
of WCA at temperature tk (or nearly tk) in the full-range SA algorithm.
The variance between M tk−SA

WCA and CSheur
can measure the accuracy of tk

determined using Equation 6.6. Furthermore, the variance between M tk−SA
WCA

97



and MSA
WCA can verify how efficiently the tk-SA algorithm reproduces the

behavior of the full-range SA algorithm in the period after temperature tk.

As we can observe from Table 6.3, the M tk−SA
WCA is very close to the CSheur

in all applications except for MMS. This demonstrates that the method
proposed in this work is efficient for determining the temperature tk. For
all applications, M tk−SA

WCA and MSA
WCA are comparable. The largest variance

is less than 7% in the application VOPD. This means that the tk-SA and
full-range SA algorithms behave similarly at the temperature tk. Since both
of them use the same set of parameters and functions, they are more likely
to behave similarly after temperature tk.

Table 6.3: Mean of WCA at tk for Benchmarks

App tk CSheur
M tk−SA

WCA MSA
WCA

VOPD 0.048 5.27e7 5.37e7 5.02e7

H264 0.044 1.99e7 1.93e7 1.87e7

MPEG4 0.041 8.00e7 7.90e7 8.47e7

MMS 0.083 9.76e8 1.31e9 1.29e9

BASIZ 0.021 1.09e7 1.05e7 1.06e7

Figures 6.3 and 6.4 show the behavior of the tk-SA and full-range SA
algorithms for mapping application H264 respectively. MWCA stands for
M tk−SA

WCA and MSA
WCA respectively. With same scale in both figures, we can

see that the behavior of the tk-SA algorithm approximate that in the full-
range SA algorithm (after temperature tk) very well. This convinces the
efficiency of using the tk-SA algorithm to speed up the general SA algorithm
without the loss of the mapping quality.

 1e+07

 1.2e+07

 1.4e+07

 1.6e+07

 1.8e+07

 2e+07

 2.2e+07

 2.4e+07

 2.6e+07

 2.8e+07

 3e+07

 3.2e+07

 0.0001  0.001  0.01  0.1  1  10

Me
an

 of
 W

CA
 (b

its
*h

op
s)

Temperature t

Tf T0tk

MWCA

Figure 6.3: Behavior of tk-SA Algorithm (H264)

98



 1e+07

 1.2e+07

 1.4e+07

 1.6e+07

 1.8e+07

 2e+07

 2.2e+07

 2.4e+07

 2.6e+07

 2.8e+07

 3e+07

 3.2e+07

 0.0001  0.001  0.01  0.1  1  10

Me
an

 of
 W

CA
 (b

its
*h

op
s)

Temperature t

Tf T0tk

MWCA

Figure 6.4: Behavior of full-range SA Algorithm (H264)

Quality of Mapping Solution

The qualities of mapping solutions obtained by the tk-SA and full-range SA
algorithms are first evaluated mathematically by the WCAs of the mapping
solutions. Figure 6.5 shows the WCAs of mapping solutions for each ap-
plication found by the tk-SA and full-range SA algorithm respectively. For
applications H264 and MMS, the WCAs of both algorithms are almost the
same. For other applications, the WCA using the tk-SA algorithm is slightly
smaller than that using the full-range SA algorithm. The largest reduction
of WCA is about 5% in the case of application BASIZ.
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Figure 6.5: Comparison of WCA

The quality of mapping solutions of the tk-SA and full-range SA al-
gorithms is further evaluated by the communication energy consumption
obtained from the NoCmap simulator. As anticipated by the WCA, the
communication energy consumptions are comparably the same between so-
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lutions of the two algorithms. Figure 6.6 shows that the maximal difference
exists again in the case of application BASIZ, which is less than 5%.
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Figure 6.6: Evaluation of Energy Consumption

The comparisons of the WCA and the communication energy consump-
tion verify the efficiency of the proposed tk-SA algorithm. Although smaller
number of iterations and shorter time are used, the tk-SA algorithm achieves
the same good quality of the mapping solutions as that of the full-range SA
algorithm.

6.4 Chapter Summary

An accelerated SA algorithm, tk-SA algorithm, was proposed in this chapter.
Instead of using a random mapping solution, the tk-SA algorithm employs
an optimized mapping solution as the initial solution. Based on the analysis
of the typical behavior of the general SA algorithm, an efficient method for
calculating the initial temperature tk which corresponds to the optimized
initial solution was proposed. The accuracy of the temperature tk deter-
mined by the proposed method was quantitatively verified.

Starting from the lower initial temperature tk, the tk-SA algorithm saves
the iterations and runtime required for converging to the optimal mapping
solution. The experimental results showed that, for the given set of bench-
mark applications, on average, the tk-SA algorithm uses 58% iterations of
that in the full-range SA algorithm. As a result, an average speedup of 1.55
is achieved by the tk-SA algorithm. In addition, using the temperature tk,
the tk-SA algorithm reproduces the behavior of the full-range SA algorithm.
This enables the accelerated tk-SA algorithm to obtain the mapping solution
which has the same quality as that found by the full-range SA algorithm.
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Chapter 7

Resource-Aware
Multi-Application Mapping

The massive parallel computing performed on many-core platforms is the fu-
ture of computing [125]. With increasing processing capability, communica-
tion channels and flexible scalability, many-core NoC provide great potential
for solving today’s increasingly complex problems. With abundant process-
ing cores available on many-core NoCs, it is no longer reasonable to only
focus on the implementation of one single application. Instead, the design
focus should shift from the single-application to the multi-application sce-
narios, more precisely, to deploy multiple applications simultaneously on a
many-core NoC. For instance, [66] presents a concrete example of a 167-core
computing platform, where 9 cores are dedicated to realize a JPEG encoder,
and 15 cores are utilized to implement a H.264 encoder. Such physical sepa-
ration of multiple applications onto different regions of the NoC may reduce
the design complexity (e.g., imposed by context switching). And the com-
munication interference between applications will be significantly alleviated.
A system with less communication interference will benefit from lower la-
tency, higher throughput and shorter execution time [126].

While the majority of previous works focus on single application map-
ping, few works have been undertaken for mapping multiple applications
on a NoC platform. [127] presented a methodology to map multiple use-
cases onto the NoC architecture, with each use-case executing on specific
time slots. This method incurs considerable design and verification com-
plexity dealing with context switching, as well as the timing overhead. In
[128], multiple applications are mapped on different regions of the NoC so
that each application has no or smallest interference with other applica-
tions. Search heuristics including simulated annealing, greedy incremental
and Tabu search were applied for mapping multiple applications. Due to
the larger search space imposed by the multi-application mapping prob-
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lems, the method is time-consuming. Multi-application mapping is still an
open problem and more novel methods need to be developed.

This chapter presents a novel methodology for mapping multiple appli-
cations, which is aware of the available IP cores on the many-core plat-
forms. The multi-application mapping extends the single-application map-
ping which we have addressed in previous chapters and consists of two steps:
application mapping and task mapping. The two-step mapping method first
finds an area on the NoC for each application and then maps all tasks of the
application into the region. With general applicability to the unbounded
mapping (UM) and bounded mapping (BM) problems, the method is adap-
tive to the availability of on-chip cores. Several strategies are proposed for
application mapping and task mapping. The proposed two-step mapping
methodology aims to minimizing the communication energy consumption of
multiple applications and the timing overhead due to the core sharing by
multiple tasks in the BM case.

7.1 Multi-Application Mapping Problem

In contrast to the single-application mapping problem, a multi-application
mapping problem consists of multiple independent applications, each of
them can be represented by a TG (task graph) or a CCG (core commu-
nication graph) presented in Section 3.2.2. The objective functions and
constraints of the set of applications may vary. The many-core NoC is rep-
resented by the NoC model presented in Section 3.2.1.

Since in the BM case, the sequencing of tasks on individual cores will
significantly impact the execution time due to data dependencies, the time
consumed for each application needs to be formulated. While the compu-
tation time is given in the TG of one application, it is difficult to obtain
the communication time at the design time because it is dependent on the
particular mapping solution, as well as the switching and routing techniques
applied in the many-core NoCs. Hence, in this work, we approximate the
communication time by the data volume given in the TG of an application.
The approximation method is explained in Section 7.3.2.

Given a TG in which the communication time is approximated by the
data volume, the Earliest Completion Time (ECT) of a task ti, denoted by
ECT (ti), is defined as follows:

ECT (ti) = max
1≤k≤p

(ECT (tk) + CTki + ETi) (7.1)

where task ti has p parent tasks and tk is its kth parent task. CTki and ETi

are the communication time of the communication Comki and the execution
time of task ti respectively. ECT (te) = ETe, if te is an entry task.
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Similarly, the Latest Completion Time (LCT) of a task ti, denoted by
LCT (ti), is defined as follows:

LCT (ti) = min
1≤u≤w

(LCT (tu)− CTiu − ETu) (7.2)

where task ti has w child tasks and tu is its uth child task. LCT (tx) =
ECT (tx), if tx is an exit task.

Those tasks with same ECT and LCT compose the critical path (CP) of
an application. A CP is the longest path from an entry task to an exit task.
The sum of the computation and the communication times of tasks on the
CP, i.e., the length of the CP, determines the shortest execution time of an
application.

7.1.1 Problem Formulation

In the single application mapping case, given a many-core NoC with a par-
ticular topology and an application implemented by a set of tasks, the role
of mapping is to decide how to topologically place each task onto a core
on the NoC so that the design objectives are achieved subject to specific
constraints. For the multi-application mapping problem, we consider how
to simultaneously map multiple applications on a NoC. In contrast to single-
application mapping, the multi-application mapping contains not only the
placement of tasks but also that of applications on the NoC.

In this work, the objective of the multi-application mapping problem
is to minimize the energy consumptions both in UM and BM cases. In
addition, since the mapping and scheduling of tasks in BM case will change
the execution time of an application, BM method also aims to minimize the
length of the critical path for each application.

Using the aforementioned application and NoC models, we define the
multi-application mapping problem as follows:

Given a set of TGs and a NoC;
Find a mapping area for each application on the NoC, and a tile within

the mapping area for each task of the application with either unbounded or
bounded number of cores;

Such that for the given set of TGs, the communication energy con-
sumption on the NoC is minimized. And, in the bounded mapping, the
execution time of each application is minimized.

7.1.2 Work Flow of Multi-Application Mapping

Figure 7.1 illustrates the work flow of the proposed methodology for solving
the above multi-application mapping problem. The given set of applications
are mapped based on the order they arrive (first-come, first-served), or their
priorities (if more than one arrive at the same time). The system first decides
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whether the unbounded or bounded mapping should be applied. If there are
enough cores for all applications, the unbound mapping is applied, otherwise
bounded mapping is used. Then, a two-step mapping is performed for each
application, including application mapping and task mapping phases. In
both unbounded and bounded cases, the WNAD-Based algorithm (Section
7.2.2) is proposed for application mapping. For task mapping, the tk-SA
mapping algorithm presented in Chapter 6 is applied to the unbounded
mapping, and a task-sequence-based (TSB) algorithm (Section 7.3.3) to the
bounded mapping.
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Figure 7.1: Work Flow of Multi-Application Mapping

7.2 Unbounded Mapping

With enough on-chip cores, each task can be exclusively mapped on a single
core. The objective of the UM is to minimize the communication energy
consumption by shortening the communication distances among IP cores,
especially for those with large data transmissions.
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7.2.1 Objective Formulation

To evaluate the communication energy consumption, we use the volume-
based energy consumption model presented in Section 3.4. According to
this model, the energy consumption of one communication comij is linearly
proportional to the products of the data volume vol(comij) and the length
of the routing path γij . In order to minimize the communication energy
consumption, we need to find the mapping solution in which the commu-
nicating cores are mapped as close as possible. One way to achieve this
is to map an application onto a continuous and compact area rather than
multiple separated areas on the NoC. For this purpose, we use the nodes
average distance (NAD) mentioned in [27] to evaluate the quality of the
candidate mapping areas. NAD is defined as the average distance between
two randomly selected nodes on a NoC. For a X × Y mesh NoC, the NAD
is calculated by Equation (7.3)

NAD =
X + Y

3
×
(
1− 1

X × Y

)
(7.3)

The Equation (7.3) implies that for a given application, the average com-
munication distance among tasks varies when different areas are chosen for
mapping the application. For example, for an area with size 6×4, the NAD
is approximately 3.2, but that for an area with size 3 × 3 is approximately
1.8. This means, on average, a transmission in the former case needs to go a
longer way and consumes more energy than that in the latter one. Therefore,
an area with smaller NAD is preferable for mapping an application.

Given a selected mapping area, the next step to minimize the commu-
nication energy consumption is to find an optimized mapping solution. As
presented in previous chapters, for a single application, a lower energy con-
sumption can be achieved by minimizing the WCA (weighted communica-
tion of an application). The WCA is defined as the sum of the product of
the communication vol(comij) and the length of the routing path γij for
all communications of an application. We extend the concept of WCA to
the weighted communication of multiple applications (WCMA). For a set of
M applications, the WCMA is the sum of WCAs of all M applications as
follows:

WCMA =
M∑
k=1

∑
∀comij

(vol(comij)× γij) (7.4)

Based on these formulations, the objective of the multi-application map-
ping problem in UM case is transformed into: (1) to search for a mapping
area with smallest NAD for each application and, (2) to find the optimized
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task mapping solution yielding the minimized WCA for each application
and consequently the minimized WCMA for multiple applications.

7.2.2 Two-Step Multi-Application Mapping

To reach the above objectives, we propose a multi-application mapping
method which consists of two sequential steps: Application Mapping and
Task Mapping. The role of application mapping is to find an optimal map-
ping area with minimal NAD on the NoC for each application. The task
mapping works after application mapping and targets at mapping all tasks
of an application onto the mapping area with the purpose of minimizing the
WCA.

NAD-Based Application Mapping

Implied by Equation 7.3, for a given application, if we can find a square area
to map it, a minimal NAD can be achieved. On a 2-D mesh NoC, when a
square or a rectangle area is allocated to an application, the remaining area
on the NoC is divided into several rectangles. Therefore, the main job of
application mapping is how to efficiently allocate the unused area on the
NoC to each application. Based on this notion, we adopt the concept of
maximal empty rectangle (MER), which was originally used to solve the
placement problem in FPGA design [129].

Maximal Empty Rectangle An MER is an empty rectangle that is not
contained by any other empty rectangles. In our case, an MER represents
a cluster of spare nodes on the NoC that could be used for mapping an
application. Figure 7.2 shows an example of application mapping using the
MER approach. At first, the whole NoC is represented by one MER R0

(Figure 7.2a). After the mapping of application A1, the R0 is split into R1

and R2 (Figure 7.2b). In Figure 7.2c, the R2 is further divided into R3 and
R4 after the application A2 has been mapped. The MERs R1, R3 and R4

can be used for mapping the following applications.

R1

(a)

R1

A1

R2

(b)

R1

R3

A1
A2

R4

(c)

Figure 7.2: Application Mapping Using MER
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Objective MER Selection For a given application with m tasks, appli-
cation mapping tries to find an optimal or nearsub-optimal objective MER
to map the application. Based on the state of MERs on the NoC, the cases
that application mapping may encounter include: (1) there is at least one
candidate MER that can accommodate the given application; (2) the to-
tal amount of nodes in all MERs is sufficient to accommodate the given
application, but none of them can accommodate the application alone.

For the first case, there is one sub-area in each candidate MER, on which
if the given application is mapped, the minimal NAD can be achieved. We
denote the minimal NAD in the ith candidate MER by NADi, and the sub-
area by Areai. Assuming there are k candidate MERs, application mapping
will select the jth MER which has the smallest NADj among all NADi as
the objective MER, and the area Areaj as the mapping area Areamap for
the given application. The selection function is described as follows:

Areamap = Areaj , ∃j,NADj =
k

min
i=1

NADi (7.5)

To deal with the second case, the Largest Size + Combining (LS+C)
strategy is applied. In this case, the application has to be mapped on several
noncontiguous MERs. To avoid increasing communication cost between
more noncontiguous MERs with small size , LS+C chooses the free MER
with largest number of spare nodes as the primary area and then combines
the nearest free MERs to get adequate nodes for mapping the application.

MER Merging When the execution of an application finishes, the area
occupied by the application can be released and merged with neighboring
free MERs to form larger MERs for the following mapping.

Combining these strategies together, the NAD-Based application map-
ping algorithm is described as Algorithm 7.

WNAD-Based Application Mapping Algorithm

In Algorithm 7, the MERs which cannot accommodate the given application
would not be selected as an objective MER as long as there are candidate
ones, even if some of them have smaller NADs than the selected objective
MER and can accommodate most number of tasks of the application. Figure
7.3a is an example of application mapping using NAD-Based Algorithm.
After the application A1 and A2 have been mapped, the candidate MER
R1 is selected, although the non-candidate MER R2 with the smaller NAD
and close size (15) for the application A3. This is because the combination
of several noncontiguous MERs is likely to induce higher NAD and WCA
than a continuous MER. However, if tasks which most affect the WCA
are mapped in an area with smaller NAD, the rest of the tasks can have
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Algorithm 7: NAD-Based Application Mapping Algorithm

Input : A: a set of applications (DAGs), CCRG: a 2-D mesh NoC
with size W ×H

Output: The mapping area Areamap for each application

1 Initiate the original MERs list R0 with size W ×H.
2 for each application Ai do
3 if more than one MER can accommodate Ai then
4 Set NADmin = NADR0 , Areamap = R0;
5 for each MER R do
6 Compute the minimal NAD NADR and the corresponding

mapping area AreaR in R for application Ai;
7 if NADR ≤ NADmin then
8 NADmin = NADR;
9 Areamap = AreaR;

10 else
11 Use the LS+C strategy to find a mapping area Areamap;

12 Fragment the objective MER and update the MERs list;

13 if application Aj is completed then
14 Merge the area occupied by Aj with neighboring free MERs;
15 Update the MERs list;

limited impact on the overall WCA even if they are mapped on separate
MERs. Based on this consideration, we extend the NAD-based application
mapping algorithm to the weighted NAD (WNAD) based algorithm. The
WNAD of an MER is defined as follows:

WNAD =
Ntasks

Nnodes
×NAD (7.6)

where the first factor is the weighted ratio which indicates the percent-
age of tasks of an application that can be mapped on an MER. Ntasks is the
number of tasks of an application and Nnodes, the number of nodes avail-
able in the MER. For a candidate MER presented above, the weighted ratio
equals to 1 and the WNAD strategy is equivalent to the NAD strategy. An
MER with a lower WNAD can accommodate most tasks of the application
and has a smaller NAD. Using the WNAD strategy, both the candidate and
non-candidate MERs presented in the Section 7.2.2 can be evaluated to-
gether for finding the objective MER. If a non-candidate MER is selected as
an objective MER, the LS+C strategy is used to combine the non-candidate
MER with its nearest neighboring MERs to form the mapping area Areamap.
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Figure 7.3: Comparison of Mappings for Application A3

Using WNAD strategy, the Algorithm 7 is extended to Algorithm 8.
Figure 7.3b is an example of using WNAD algorithm to map the same set
of applications mentioned in Figure 7.3a. The main difference between the
NAD and the WNAD algorithms is that, the application A3 is mapped on
the area combined by MER R2 and one node in MER R1, instead of the
area completely inside the MER R1. As a result, the NAD of the mapping
area is decreased from 3.13 to 2.83.

Algorithm 8: WNAD-Based Application Mapping Algorithm

Input : A: a set of applications, NoC: a 2-D mesh with size W ×H
Output: The mapping area Areamap for each application

1 Initiate the original MERs list R0 with size W ×H.
2 for each incoming application Ai do
3 Set WNADmin = WNADR0 , Areamap = R0;
4 for each MER R do
5 Compute the minimal WNAD WNADR and the

corresponding mapping area AreaR in R for application Ai;
6 if WNADR ≤WNADmin then
7 WNADmin = WNADR;
8 Areamap = AreaR;

9 if the objective MER is a non-candidate MER then
10 Use the LS+C strategy to form a mapping area Areamap.;

11 Fragment the objective MER and update the MERs list;

12 if application Aj is completed then
13 Merge the area occupied by Aj with neighboring free MERs;
14 Update the MERs list;

15 Repeat 2-14 until mapping area Areamap for each application is
found.
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tk-SA Task Mapping

When the mapping area for a given application has been obtained in the
application mapping stage, the role of task mapping is to map the tasks
of the application into the mapping area with the purpose of minimizing
the WCA. The task mapping is a single-application mapping problem.
Therefore, the tk-SA algorithm (Algorithm 6) presented in Chapter 6 is
applied.

7.3 Bounded Mapping

7.3.1 Application Mapping

In the BM case, a set of m applications are to be mapped on a bounded
number of IP cores. The m applications consist of p tasks in total and each
of them has p0, p1, . . . , pm number of tasks respectively. The number of
cores provided by the NoC is q and q < p. We define the scale-down ratio
by q/p which means that the number of cores allocated to an application
has to be scaled down by q/p.

Given the number of cores allocated to each application, either NAD or
WNAD-Based algorithm presented previously can be applied to the appli-
cation mapping step.

7.3.2 Task Mapping Analysis

The task mapping algorithm in the BM case utilizes the tree-model based
algorithm presented in Chapter 4. The first phase of the task mapping is the
same as that in the original tree-model based algorithm, i.e., the abstraction
of a mapping area into an extended tree. The major difference lies in the
second phase, i.e., mapping tasks onto the extended tree.

Since a task in the bounded case has to share a core with other tasks, the
ECT (Equation 7.1) of a task is not only determined by the completion time
of its parent tasks, but also by the completion time of the task preceding
it in the task sequence in the same core. On other words, mapping a task
on a core may modify the length of the critical path and in turn change the
execution time of an application. For example, in Figure 7.4a, if we assume
that tasks t0, t2 and t3 are sequentially assigned to the same core (surrounded
by the dotted circle), the execution of task t3 cannot start until the task t2
finishes, even though its predecessor task t0 has already completed. In this
case, the ECT of the task t3 is changed from 11 to 15 time units.

Therefore, in the bounded mapping, to minimize the execution time of an
application, the task sequence in which all tasks are executed consecutively
on a core should be optimized whenever a new task is mapped on the core.
To evaluate the impact imposed by various task sequences on the execution
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time of an application, the dependency imposed to a task by sharing the
same core with tasks that have no data dependency with the task, needs
to be denoted in the TG (task graph). We refer to this dependency as the
virtual dependency (VD) in comparison with the data dependency between
two tasks in the original TG.

Modified Task Graph

A VD is added into a TG if one task is following another task in the task
sequence of a core while in reality there is no dependency between them in
the original TG. As shown in Figure 7.4b, the VD between tasks t2 and t3
is depicted by a directed dotted line from t2 to t3. The weight of a VD is
zero because in fact there is no communication between them.

The presences of VDs modify a TG by adding new dependency con-
straints into the original TG and consequently modify the ECT and LCT
(Equation 7.2) of a task and other tasks that depend on it. These modifi-
cations will finally change the CP of the TG. As shown in Figure 7.4, after
t3 is mapped to the core where tasks t0 and t2 have already been mapped,
the CP of the TG is changed from t0− > t2− > t5− > t6 (Figure 7.4a)
to t0− > t2− > t3− > t5− > t6 (Figure 7.4b). The length of the CP is
increased by 3 time units.

Clearly, mapping a task to different cores will result in different modified
TGs and corresponding CPs. The variants of task sequence in one core will
also generate different TGs and CPs. In Figure 7.4, if the execution order
of tasks t2 and t3 reverses, a VD of task t2 on task t3 is added and a CP
with longer length (t0− > t3− > t2− > t5− > t6) is resulted in. To achieve
a minimized CP of an application, in each step of mapping a task, we need
to find the right core and the right position in the task sequence of the core
for the given task. By mapping the given task on this core and putting it in
the proper position in the task sequence, the minimal CP can be achieved.
This is the main idea of the task mapping in the bounded mapping.

Communication Time

To calculate and compare different CPs derived from different modified TGs,
both the execution times of tasks and communication times of inter-task
communications in a TG should be specified. In fact, both of them are
dependent on the computation and communication resources on which an
application is to be mapped. Especially for the communication time between
two tasks, it would not be known until both tasks are mapped on the cores
of a NoC. Some previous works surveyed in [22] addressing the scheduling
problem based on the assumption that, either there is no communication
cost, or multiprocessors are fully connected. Hence, the communication cost
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Figure 7.4: Modified Task Graph with Virtual Dependency

could be specified in a TG beforehand. Clearly, this is unrealistic for most
cases, such as on a many-core NoC based system presented in this work. In
practice, it is possible to get data volume by application analysis. Based
on a 2D mesh NoC where the wormhole packet switching is applied, we can
approximate the communication time with data volume between any two
IP cores. This is because, on such a NoC, the network latency of wormhole
routing is (Lf/B)D+L/B, where Lf is the length of a flit, B is the channel
bandwidth, D is the length of the routing path, L is the length of the data.
If Lf << L, the communication time is dominated by the part of L/B [130].
Therefore, given the channel bandwidth B, it is reasonable to use L/B to
approximate communication time when we compute the length of the CP of
a TG. In addition to the approximation, the communication time between
two tasks assigned to the same core is not considered since the data is not
communicated on the NoC.

7.3.3 Task-Sequence-Based Task Mapping

Using the techniques of virtual dependency and modified task graph, we de-
velop the Task-Sequence-Based (TSB) mapping algorithm for task mapping
in BM. The algorithm first selects a task and then compare all CPs resulted
from modified TGs when the task is mapped to each possible position in
the task sequence of each candidate core. The core and the position in the
task sequence which achieve the minimal length of CP will be chosen for
mapping the selected task.
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Task Selection

As in the tree-model based mapping algorithm, at first, the task with the
largest communication volume with other tasks will be selected and mapped
on the root node of the extended tree. Then the task with largest APT (see
Section 4.2.2) will be selected as the next task to be mapped on the extended
tree.

Core Selection

Unlike UM, in BM both free cores and the used cores on which some tasks
have already been mapped, need to be evaluated for finding the optimal
task mapping. In case that there are spare cores on the extended tree, the
way by which a core is selected in the tree-model based mapping algorithm
is used to find a spare core for the selected task. The mapping on this core
has to be compared against the mappings on the used cores. In case that
there is no spare core available on the NoC, the mapping solutions on all
used cores are compared with each other to find the optimal task mapping.
The one achieving the shortest length of CP will be chosen as the objective
core for the given task. If the mappings on several cores get the same CP,
the WCA is used to determine the best one.

Comparison of Task Sequence

For a core and a selected task, the different position in the task sequence
where a task is inserted will result in different modified TGs and CPs. To
compare with the mapping solutions on other cores, the comparison among
all possible positions in the task sequence of a core has to be done first.
When the selected task is inserted in one position in the task sequence, the
TG is modified correspondingly. The length of the CP of the modified TG
is calculated and compared with the shortest one obtained so far. Finally,
the algorithm gets the shortest CP and the position in the task sequence
which achieves the shortest CP. A task cannot be put in a position before
any preceding predecessor task in the original TG.

Using the methods presented above, the TSB mapping algorithm is de-
scribed in Algorithm 9.

7.4 Quantitative Evaluation

To evaluate the effectiveness of the proposed multi-application mapping
methods, we experimented the algorithms with a set of benchmarks on an
in-house many-core NoC simulator [131].
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Algorithm 9: Task-Sequence-Based Task Mapping Algorithm

Input : TG, extended tree ET of the mapping area
Output: Mapping solution M

1 Calculate CV for all tasks ti ∈ T ;
2 Select the task tb with largest CV , map this node onto the root node

nr of ET, create T
′
= {tb} and M = {< nr, tb >}, remove tb from T ;

3 while T is not empty do
4 Calculate APTtj for all tj ∈ T ;
5 Select the task tb with the largest APT ;
6 Set minimal CP CPmin the CP of original DAG;
7 if there are free nodes on ET then
8 select one free node ni using tree-model based algorithm and

map tb on it;
9 calculate the CPi of the DAG;

10 if CPi < CPmin then
11 CPmin < CPi

12 for each used node nj on ET do
13 Set minimal CP CPj on node nj the CP of original DAG;
14 for each possible position s in the scheduling sequence of nj do
15 insert the task tb on the position s of the scheduling

sequence ;
16 add a virtual dependency in the TG and modify the TG;
17 update the ECT and LCT of each task;
18 calculate the CPjs of the modified DAG;
19 if CPjs < CPj then
20 CPj < CPjs

21 if CPj < CPmin then
22 CPmin < CPj

23 Map tb on the node nk which gets the minimal CP CPj ;
24 Put tb on the optimal position in the scheduling sequence in nk;
25 Append pair < nmap, tb > into M ;

26 Append tb into T
′
, remove Tb from T ;

7.4.1 Experimental Setup

A system-level many-core NoC simulator is built to analyze the execution
time and communication energy of the experimental benchmarks, under dif-
ferent settings. The in-house simulator is cycle-accurate in terms of network
transmission, where each stage of the data switching and routing process in
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the routers is modeled explicitly.

The NoC platform is either a 9 × 9 mesh for unbounded mapping, or a
7× 7 mesh for bounded mapping. The simulator adopts X-Y deterministic
routing and wormhole switching. Each router has 5 IN/OUT ports with 2
flit-depth buffers in each input port. To estimate the energy consumption,
each link between routers is assumed as 1 mm long and 32 bits wide. Orion
2.0 [132] is used to model the energy consumed on routers and links.

Four benchmarks are simulated, including an image processing applica-
tion (BASIZ, [124]), a MPEG encoding application [133], and kernels for
Gaussian Elimination (GE) and Laplace Equation (LE) algorithms [134].
BASIZ is a parallel application with 26 tasks detecting image zones with
more brightness and color intensity. MPEG has 21 tasks. The 18-task GE
and 16-task LE algorithms are widely used for digital signal processing.

Mapping Step Unbounded Mapping Bounded Mapping

Application Mapping WNAD WNAD
NAD

Task Mapping tk-SA TSB
GI NoP

Table 7.1: Mapping Algorithms for Experimental Comparison

The proposed multi-application mapping methods are compared with ex-
isting techniques (Table 7.1). In UM, for application mapping we compare
the WNAD-Based (Algorithm 8) algorithm for application mapping with
NAD-Based algorithm (Algorithm 7). We will demonstrate the benefits of
WNAD-Based algorithm by the mapping analysis of the four benchmarks
in Section 7.4.2. For task mapping, we compare tk-SA algorithm (Chap-
ter 6) with Greedy Incremental (GI) algorithm [135]. The GI algorithm is
evaluated with superior mapping results compared to previous works. The
combination of application and task mapping algorithms leads to four map-
ping methods: WNAD+tk-SA, WNAD+GI, NAD+tk-SA and NAD+GI.

In bounded mapping, we compare our TSB algorithm with non-optimized
(NoP) task mapping, since there is no existing work addressing the same
problem. The NoP mapping algorithm maps the tasks based on their se-
quential order defined in the task graph and randomly selects the core on
which a task is mapped. It considers the dependency of tasks defined in the
task graph but without further optimization of scheduling.

7.4.2 Results of Unbounded Mapping

The four benchmarks are mapped on a 9×9 NoC, with the results illustrated
in Figure 7.5. From Figure 7.5a and 7.5b, we can observe the effectiveness
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of WNAD-Based application mapping algorithm. Using the WNAD-Based
algorithm, the application BASIZ is mapped onto an area of a 5× 5 square
plus a neighboring node. MPEG and GE are also mapped on contiguous
areas. When mapping the application LE, there is still a contiguous area
left for it. In contrast, using the NAD-Based algorithm, the application LE
is mapped onto three separate areas. Since NAD-Based algorithm always
tries to allocate a candidate MER which can completely accommodate an
application in the application mapping, it usually assigns more cores to an
application than required. As a result, the first three applications, BASIZ,
MPEG and GE, are mapped to the areas which are similar to those in the
WNAD-Based algorithm. When it comes to application LE, the mapping
area has to be formed by the fragment areas left on the NoC, which results
in a larger NAD than that using the WNAD-Based algorithm.

MPEG
LE

BASIZ
GE

(a) Application Mapping with WNAD-
Based Algorithm

LE
GE

BASIZ
MPEG

(b) Application Mapping with NAD-
Based Algorithm

Figure 7.5: Mapping Result of Unbounded Mapping on a 9× 9 NoC

The normalized communication energy consumption for different map-
ping algorithms is illustrated in Figure 7.6. We can observe that the applica-
tion mapping has great impact on the energy consumption. As anticipated
from the increased NAD in Figure 7.5b, the largest difference of energy
consumption is shown in the application LE. The energy consumptions of
NAD-based algorithm are 136% and 98% higher than those of WNAD-based
algorithm, corresponding to the tk-SA and GI task mapping algorithms re-
spectively. For other three applications, the energy consumptions of WAND-
based application mapping with tk-SA and GI task mapping are also lower
than those of NAD-based algorithm.

Another observation is that the tk-SA algorithm outperforms the GI
algorithm in task mapping for all applications. The energy consumptions
of WNAD+GI mapping for application BASIZ, MPEG, GE and LE are
respectively 42%, 15%, 29% and 54% higher than those of WNAD+tk-SA
mapping. Similarly, the energy consumptions of NAD+GI mapping for the
applications are respectively 37%, 24%, 6% and 28% higher than those of
NAD-tk-SA mapping.
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In all combinations of application mapping and task mapping algorithms,
WNAD+tk-SA achieves the lowest energy consumption. This result verifies
the efficiency of the proposed application mapping and task mapping algo-
rithms in minimizing the communication energy consumption of multiple
applications.
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Figure 7.6: Normalized Communication Energy Consumption of Four
Benchmarks with Different Mapping Methods for UM

7.4.3 Results of Bounded Mapping

Figure 7.7 illustrates the mapping results of four benchmarks on a 7×7 NoC
in BM with WNAD-based application mapping algorithm. Since Section
7.4.2 already shows the effectiveness of WNAD-based application mapping
algorithm compared to NAD-Based algorithm, here we focus on analyzing
the effectiveness of TSB task mapping algorithm compared to NoP mapping.
Table 7.2 illustrates the mapping and task sequence of benchmark GE as an
example, using TSB and NoP mapping algorithms. The core at the bottom-
left corner of a NoC is indexed as 0 and that at the top-right is indexed
as n − 1, where n is the size of the NoC. The second and third columns
show the mapping and task sequence by WNAD+TSB and WNAD+NoP
mapping respectively.

The communication energy consumption for different mapping algorithms
is illustrated in Figure 7.8. We can observe that the energy consumption
of TSB mapping is less than that of NoP mapping for all four benchmarks.
The maximal reduction of energy consumption, about 57%, is in the case of
application MPEG. The energy consumption is decreased by 49%, 33% and
28% for application BASIZ, GE and LE respectively.

The execution times of four benchmarks with different mapping methods
in BM are illustrated in Figure 7.9. The TSB mapping achieves consider-
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GE LE

BASIZ
MPEG

Figure 7.7: Result of Bounded Mapping with WNAD Application Mapping
Algorithm on a 7× 7 NoC

Core Index WNAD+TSM WNAD+NoP

28 4 15

29 3 4

30 16 2 16 17

35 0 2 7 11

36 6 8 11 10 14 0

37 1 6

38 13 15 17 5

42 12 8

43 7 1 12

44 9 10 13 14

45 5 3

Table 7.2: Mappings and Task Sequences of GE with Different Task Mapping
Algorithms

able execution time reductions for applications BASIZ and GE with 52%
and 40% respectively. The critical paths of these two applications are min-
imally influenced by different task mappings, thus the TSB mapping works
effectively on reducing the length of critical paths. For applications MPEG
and LE, they either have multiple critical paths or the critical path is easily
changed during task mapping. TSB has limited effectiveness for these types
of applications.
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Figure 7.8: Communication Energy Consumption of Four Benchmarks with
Different Mapping Methods in BM
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Figure 7.9: Execution Times of Four Benchmarks with Different Mapping
Methods in Bounded Mapping

7.4.4 Experiment Summary

The quantitative evaluation demonstrates the effectiveness of the proposed
two-step multi-application mapping methods in terms of energy consump-
tion and execution time. For application mapping, the WNAD algorithm
considerably reduces the communication energy with the four applications
mapped on the 9 × 9 NoC. For task mapping, the tk-SA algorithm outper-
forms the GI algorithm in terms of energy saving in the UM case. The
proposed TSB algorithm is able to reduce the energy consumption and
execution time for the BM. With the two steps combined, our adaptive
mapping methods achieve significant energy and execution time saving for
multi-application mapping with various number of cores. It should be noted
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that the effectiveness of our algorithm is influenced by the characteristics of
applications.

7.5 Chapter Summary

Many-core architectures enable simultaneous execution of multiple applica-
tions on a chip. A novel methodology for mapping multiple applications
on many-core NoC platforms was proposed in this chapter. Composed of
application mapping and task mapping, the two-step mapping methodology
aims to minimize the communication energy consumption and the execution
time of each application. The adaptive mapping methods for bounded or
unbounded number of cores were presented respectively.

With an unbounded number of cores where each task can be allocated
with a dedicated core, WNAD-Based application mapping algorithm and
the tk-SA task mapping algorithm minimize the communication energy con-
sumption of multiple applications. For the bounded mapping where several
tasks need to share one core, TSB task mapping algorithm not only mini-
mizes the communication energy consumption, but also reduces the execu-
tion time overhead caused by core sharing. As demonstrated by the quan-
titative evaluation of practical benchmarks, the proposed two-step mapping
methodology achieves smaller energy consumption and execution time com-
pared to non-optimized mapping and existing works.

The proposed mapping methodology provides a general framework for
mapping multiple applications, where the algorithms employed in both ap-
plication and task mapping steps are not limited to those that have been
proposed in this work. Following the two-step methodology, we can apply
other optimization algorithms to application and task mapping with respect
to specific design metrics.
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Chapter 8

Conclusion

Many-core platforms have become the norm of massively parallel comput-
ing. One important issue in implementing parallel computing on a many-
core platform is how to allocate the computation resource (IP cores) and the
communication resource (communication channels) for a set of tasks which
represent the target applications, i.e., the application mapping problem.
Proper application mapping methods can minimize the energy consump-
tion and improve the system performance. A general application mapping
process consists of multiple stages, each of them focusing on a particular re-
source allocation problem. The collective effort of these stages leads to the
overall optimal mappings. This thesis defines the general framework of appli-
cation mapping, which integrates three optimization stages-IP selection, tile
assignment and communication mapping. Methods of accelerating the gen-
eral SA algorithm have been proposed to reduce the complexity of SA while
keeping the good quality of mapping solutions. Additionally, a novel multi-
application mapping methodology is proposed to perform multi-application
mapping with bounded or unbounded number of IP cores.

8.1 Three-Stage Application Mapping

Given a set of applications and a many-core platform, application mapping
determines to which resources on the platform a task will be allocated, and
on which routing path in the communication network an inter-task com-
munication will be routed. More concretely, on a heterogeneous many-core
platform, application mapping can be carried out through three stages-IP
selection, tile assignment and communication mapping. Each of them deals
with a specific resource allocation problem. Minimizing energy consumption
is the major objective of application mapping addressed in this thesis. IP
selection selects an appropriate IP core for each task with the consideration
of minimizing the energy consumed for the computation. Tile assignment
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and communication mapping target the minimization of the energy con-
sumed for the inter-core communication. Tile assignment determines which
tile on the platform will be assigned to an IP core selected in the previous
stage. This stage performs the physical placement of the selected IP cores.
Tile assignment optimizes the core-to-node mapping in order to map cores
with large amount of communication onto adjacent nodes, so that less en-
ergy would be consumed for communication. The communication mapping
chooses one routing path for each inter-node communication by taking the
traffic situation on channels (e.g., links on a NoC) into account, in order to
balance the traffic and alleviate the network contention.

With each individual stage focusing on a particular resource allocation
problem, the collective effort of the three stages results in an overall opti-
mized mapping. A framework of application mapping which integrates the
above three stages is proposed in this thesis. In addition to investigating
and formulating individual operations of the three stages, the framework
emphasizes on the inter-stage interaction to reach the overall optimal map-
pings.

8.2 Accelerating High-Performance Mapping Al-
gorithms

Regarding the mapping algorithm, the performance and the complexity are
the major metrics in selecting the appropriate algorithms employed in each
mapping stage. Compared to other heuristic algorithms like GI and GA,
as well as ILP method, SA algorithm has a better trade-off in complexity
and mapping quality. However, there are still potentials to speed up the SA
algorithm. Based on the study of the generic SA algorithm, it is observed
that:

1. The set of parameters and functions applied in the SA algorithm jointly
affects the annealing process and the quality of final mappings. The
parameters and functions optimized for a specific mapping problem
will speed up the annealing process without loss of the mapping qual-
ity. Additionally, the set of parameters has to be selected systemati-
cally, instead of being set independently.

2. When the annealing process starts from a randomly generated ini-
tial solution and a high initial temperature, the generic SA algorithm
behaves randomly at the beginning and lots of iterations are wasted
without optimization. It is possible to skip the random behavior and to
speed up the SA algorithm by starting the annealing from an optimized
initial mapping solution and a corresponding initial temperature.

122



According to these observations, two methods have been proposed for accel-
erating the SA algorithm in the application mapping. One way is to utilize
an optimization method, called Nelder-Mead simplex method, to produce
the set of optimized parameters applied in the SA algorithm. With the set
of optimized parameters, fewer evaluation iterations are needed compared
to the reference SA algorithm in which the set of parameters is set by the
random values. The proposed method also demonstrates the necessity of uti-
lizing the systematic approach to produce problem-specific parameters for
the SA algorithm, instead of using randomly selected parameters for differ-
ent problems. Another accelerating method is to start the annealing from an
already optimized initial solution, with the appropriate initial temperature.
The proposed tk-SA algorithm can skip the random behavior at the begin-
ning stages of the general SA algorithm. By doing this, the SA algorithm
is accelerated and the quality of final solution is kept. The quantitative
comparison shows that the SA algorithm utilizing the optimized parameters
and functions only uses on average less than 1% iterations of that used in
the SA algorithm using empirical parameters, to converge to the final opti-
mized solution. With the optimized parameters, the proposed SA algorithm
is on average 237 times faster than the SA algorithm using empirical pa-
rameters, while the optimal mapping is still found. Starting from the lower
initial temperature tk, the tk-SA algorithm saves the iterations and runtime
for finding the optimal mapping solution. The tk-SA algorithm on average
uses 58% iterations of that in the full-range SA algorithm. As a result, an
average speedup of 1.55 is achieved by the tk-SA algorithm. In addition,
using the temperature tk, the tk-SA algorithm reproduces the behavior of
the full-range SA algorithm. This enables the accelerated tk-SA algorithm
to obtain the mapping solution which has the same quality with that found
by the full-range SA algorithm.

8.3 Towards Multi-Application Mapping

Mapping multiple applications simultaneously is an efficient way to utilize
the abundant computation and communication resources on a many-core
platform. The design focus should shift from single-application mapping to
multi-application mapping. Compared to single-application mapping, there
are more challenges in mapping multiple applications due to the resource
sharing and competition between applications. It is prohibitively expensive
to combine multiple task graphs as a whole and to solve the mapping prob-
lem with a large number of tasks with the SA, GA or ILP algorithms. In
this thesis, we proposed a two-step multi-application mapping which deals
with the problem in a divide-and-conquer way. Consisting of two steps, ap-
plication mapping and task mapping, the proposed mapping method finds
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an area on a many-core NoC for each application and then maps all tasks
of the application into the area. The multi-application mapping adapts to
the availability of IP cores on the NoC. The weighted NAD (WNAD) based
algorithm is proposed for application mapping. The tk-SA algorithm is ap-
plied to the task mapping in the case of unbounded number of cores. The
task-sequence based (TSB) algorithm is proposed for the task mapping in
the case of bounded number of cores. The quantitative comparison shows
that the WNAD+tk-SA mapping algorithms achieves the lowest communi-
cation energy consumption in all combinations of application mapping and
task mapping algorithms evaluated. The proposed WNAD+TSB mapping
algorithm not only minimizes the communication energy consumption, but
also reduces the overhead caused by core sharing between multiple tasks.

8.4 Future Work

This thesis has explored the potential of achieving the optimal mapping
by the three-stage framework of application mapping and the developed
mapping algorithms. Several directions, however, should still be further
investigated.

Firstly, the utilization of GA in application mapping needs to be pro-
moted. Although GA, as a class of of evolutionary algorithm (EA), can the-
oretically produce better mapping solutions than SA algorithm, it is not yet
widely used for application mapping due to its unaffordable computational
complexity. Therefore, similar to the techniques which have been proposed
for SA algorithm in this thesis, appropriate accelerating techniques need to
be developed for GA. For instance, optimized crossover and mutation op-
erators can be proposed so that the convergence of GA can be accelerated
and the computational complexity of GA can be decreased.

Secondly, multi-objective mapping problems have to be investigated.
The optimization objectives in application mapping are often multiple rather
than single, and are sometimes conflicting with each other. For instance,
performance and energy consumption are usually a trade-off in application
mapping. For such multi-objective mapping problems, there is no single op-
timal solution, but a set of solutions featuring different trade-offs between
the objectives (or Pareto front). To find the Pareto front, algorithms like SA,
GA and ILP have to be applied. As discussed previously, the complexities
of these algorithms have to be decreased to improve their feasibility.

Last but not least, more novel methods need to be developed for multi-
application mapping. Compared to single-application mapping, there are
more challenges for mapping multiple applications onto a many-core plat-
form. One of them is how to efficiently allocate the shared resources (e.g.,
IP cores and communication network) to multiple applications and reduce
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the inter-application interference due to the resource sharing. Another one
is how to provide a design which can meet individual requirement and con-
straint, but not over-designed from the system’s point of view. Although
one methodology is innovated in this thesis, multi-application mapping is
still an open problem and more effort needs to be put into this direction.
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