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Abstract

Students on introductory programming courses find the abstract programming concepts difficult to understand, and often lack the intrinsic motivation. Hence, the dropout rates are usually quite high. The teachers have difficulties in identifying the students that are at risk of dropping out – in fact, the identification of those students typically cannot be done before the end of the course. The identification is especially difficult on large courses where the teachers do not know the individual students. Yet it is reasonable to assume that the students' study habits and general performance stay relatively similar throughout the course.

In this paper, we show that by utilizing novel methods of learning analytics together with a learning management system (LMS), it is possible to identify the students-at-risk already three weeks before the end of a seven-week course. Commonly, all of the course events, such as exercise submissions, lecture attendances and weekly assignments, are recorded by the LMS. The analysis utilizes this automatically collected data to identify the students-at-risk. We describe the method used for analysis in detail, and show how the student performance data on the course can be used to reliably predict those who are at risk, already at early stages of the course.
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1 Introduction

Succeeding in introductory programming courses is essential for the future success of computer science students. The high failure rates identified, for example, by [2] and [18] have caused alarm in CS1 teachers and researchers. According to [11], the reasons for failure are manyfold and complex. Unfortunately, they also conclude that there is no simple intervention that can be used to fix things.

As more and more of programming education is done online, the learning environments have been instrumented to collect more and more data about student activity. The hope is that, from this data, insights into the problems as well as potential improvements to course and content can be identified. Predicting student success and grades has been one aspect that has gained a lot of attention. Special attention has been paid to identifying students at risk. 

While predicting student grades and success has been done before online learning [8], the rise in the amount of data available as well as increase in computing power has made this significantly more popular. In programming education, the factors that have been shown to correlate with success include compilation errors [16], early starting [3], [5], [7], early test quality [3], working incrementally [7], and IDE feature usage [4].

The problem with many of the mentioned approaches is that they are specific to programming, and often even specific to the programming language or development environment used. Thus, while they can be useful for educators with similar courses and tools, a more general approach to predicting success and identifying at-risk students would benefit a larger pool of CS educators. Approaches used by [5], [10], [19] have modelled the students based on only the times, scores, and frequency of student submissions. This kind of data is often readily available in all online learning environments.

As shown in [19], if students are allowed to submit their answers unlimited number of times to the LMS, two different student populations can display very similar labour--reward related behaviour, even when different LMSs, course materials, course topics, lecturers and educational organizations affect the outcome. Also, the time span of a typical half-semester course is quite small, only six to seven weeks, and it seems unlikely that a student would change his or her study behaviour during that time period without an intervention. It seems even less likely that a larger group of students participating on the same course would do so simultaneously. Therefore, it is feasible to assume that under reasonable similarity assumptions, a student’s final grade, or at least one’s ability to pass the course, could be predicted based on the combination of the student’s activity during the first few weeks of the course, and the activities and outcomes of a set of students on a similar course.
Based on this, our research question is the following: If two similar-enough course instances are provided, can a student’s ability to pass a course be predicted with reasonable reliability, if the prediction is only based on the student’s activity during the first few weeks on the latter course, and on the student population’s activity and outcomes on the other similar course?
The rest of the paper is organized as follows. In the next section, we cover related work in more detail as well as briefly describe the ViLLE learning environment used on our target courses. Next, in Section 3 we introduce the research setup and methods used. In Section 4, in turn, we present the results of our analysis. Finally, in Sections 5 and 6, we discuss and conclude our findings.
2 Related Work and Background
There is a huge amount of literature on teaching introductory programming and approaches to tackling the high failure rates. Here, due to space constraints, we will focus on two aspects related to our research: the programming-specific factors that have been shown to correlate with student success, and factors identified from only assignment score and submission data. Finally, we will briefly introduce the ViLLE learning environment used in our study, as well as previous research findings on its use.
2.1 Programming Aspects Affecting Student Success
One of the systems collecting a lot of data is the BlueJ Java IDE for beginners [12], [17]. Early work analysing BlueJ data was done by Jadud [9]. He collected snapshots on student programs when they compiled their code. He then analysed the compiler errors, and calculated the error quotient -- which "characterizes how much or how little a student struggles with syntax errors while programming" ​​​​​-- for students. Based on this measure, he tried to predict the assignment grades and exam success. The results, although they found a correlation, were not conclusive.

Tabanao et al. [16] also analysed data collected from an instrumented BlueJ, again focusing on compilation errors. Their goal was to predict at-risk students by identifying error profiles which correlate with different types of students. They found five error types where the profiles are different for at-risk, average, and high-performing students. They can differentiate the high-performing students based on time between compilations and high-performing students from at-risk students based on error quotients. For midterm exam success, they found significant correlations between exam results and total number of errors, average time between compilations, and error quotient. Based on this, they built a linear regression model to predict exam success based on errors. This, however, was poor at identifying at-risk students.

Web-CAT is another system which has been in use for a long time, and has collected heaps of student submissions [3], [5]. One of the main aspects of Web-CAT is to encourage Test-Driven Development and it can require students to write their own tests. [5] report on a five-year-long study on comparing student behaviours in order to identify good and bad behaviours. Most of their results are about the submissions (discussed later), but they also identified that assignments with good grades had more code in them. Buffardi & Edwards [3] found a strong correlation between assignment outcomes and both early test quality as well as test quantity. Edwards et al. [5] note that they plan to use Web-CAT data to predict student success in the future. Finally, Allevato & Edwards [1] used Hidden Markov Models to study student behaviour. Their findings show that strong students tend to work incrementally, while weaker students often remove whole methods and test cases from their code.

Dyke [4] collected student actions in the Eclipse IDE in order to predict learning outcomes. The collected data consisted of actions such as file actions (open, save, close, etc.), compilation errors, testing and debugging, and using the quick fix feature. Their findings indicate, that using code generation and debugging features correlate with the final grade. While not done yet, they state identifying at-risk students as their future goal.
2.2 Factors Identified from Submission Data
Fenwick et al. [7] analysed BlueJ data. Their results show that both starting assignments early as well as working incrementally (in many 1-hour long sessions throughout the course) indicates better course success. The work by Tabanao et al. [16], while looking at compilations, can also be though as submission. Their results showed that time between submissions correlates positively with exam success.

From five years of Web-CAT submission data, Edwards et al. [5] identified several factors which have significant correlation with the grade of an assignment. Starting assignments early and finishing them early was an important predictor the assignment grade. Moreover, submissions with a good grade had slightly less submissions on average (statistically significant but small difference). They found no difference in time used on good grades and lower grades. Like mentioned, they are not yet using the data to predict student success, but plan to do so in the future. In another study with Web-CAT data, Buffarid & Edwards [3] confirmed the finding that the earliness of the first submission positively correlates with the grade.

Falkner & Falkner [6] have analysed a set of over 200,000 student submissions from different courses in their internal submission system. The data includes time of first submission, time spent between first and final submission, and time of last submission. Their goal, like so many others', is to identify at-risk students early on. The results show that students who submit their first piece of work late have a significant risk of being late throughout their career. It also seems that timeliness is correlated with the GPA of the students.

Spacco et al. [15] analysed data collected to the Marmoset system. The data is program snapshots from an Eclipse IDE plugin, and they include snapshots with unit tests. Their results also show that students who start early get better results.

In learning data structures and algorithms, Karavirta et al. [10] identified five different groups of students based on their use of (re)submissions. They found statistically significant differences between the groups in the scores they got from the exam.

Finally, in our previous work [19], we studied a subset of the data that is used in this paper. The data (explained in more detail in the Methods section) shows, that strong students do significantly less work at night. In addition, students with good grades start and finish their assignments early.
2.3 Summary
Identifying at-risk students and predicting student performance has been studied extensively. Programming-specific studies have found several indicators of weak and strong students. From submission times, counts, and scores, the consensus is that starting early is a significant factor. Thus, it seems that only this data can be used to identify at-risk students.
2.4 ViLLE Learning Environment
The courses studied in this research use the ViLLE learning environment. ViLLE is a collaborative learning management system (LMS) where course assignments are distributed, submitted, and, typically, automatically assessed. Its origins are in program visualization, but it nowadays has been extended well beyond computing. However, the support for programming assignments is still advanced and heavily used in many educational institutions.

3 Method

3.1 The Courses at the University of Turku
The courses that were selected for this study are two introductory level programming courses that are taught at the University of Turku, Finland. "Basic Course on Algorithms and Programming" (BCAP) focuses on the elementary concepts programming and introduces the foundations of algorithmic thinking to the students. “Introduction to Object Oriented Programming” (IOOP) extends and reiterates the ideas that are taught at BCAP with the concepts of object oriented programming. Both courses are seven-week-long half semester courses that Computer Science (CS) and Information Technology (IT) majors need to pass in order to complete their studies. While the students on both courses are mainly first year CS and IT majors, the courses have a small minority of CS minors from other departments as well. The two courses are taught consecutively, so that BCAP is taught during the second half of the autumn semester, while IOOP is taught during the first half of the spring semester. Due to the consecutive, introductory and mandatory nature of the courses, the students on both courses are largely the same within each study year. Both courses are taught by the same lecturers.
Both BCAP and IOOP consist of seven 90 minute lectures and seven 90 minute tutorial sessions that alternate with each other throughout the course so that there is one lecture and one tutorial each week. In addition to the lectures and the tutorials, both courses also have four demonstration sets and some homework exercises, both of which are submitted in the LMS. In addition to these exercises, BCAP has three small project work assignments that are done in the LMS. IOOP has one similar project work assignment, but it is done outside the LMS, and submitted on paper.

The tutorial sessions that are used on both courses are a form of collaborative work, where students work in pairs in a lecture hall to solve the assignments given by the lecturer. The tutorial events increase student activity extensively, and can cover as much as 25 percent of all student activity on the course [19]. On BCAP, students need to attend to at least five of the seven tutorial sessions, whereas on IOOP, students need to attend to six of the seven tutorials in order to pass the course. If a student misses too many tutorials, he or she is presented with the opportunity to complete extra assignments in the LMS to compensate for the missing tutorial attendances. Attendance to the lectures is not mandatory on either of the courses, but students were awarded a small amount of course points for each of the lecture attendances.
In addition to the attendance constraints, students on both courses need to achieve at least 50% of the tutorial assignment points, 50% of the demonstration points, 50% of the homework exercise points and complete all of the project work assignments. Both courses are graded on a scale of 0 (fail) to 5 (excellent). On both courses, a student that collects 80% of the available course points is entitled to a final grade of 1 (pass), regardless of the outcome of the final exam. Similarly, if a student achieves at least 95% of the final score, his or her minimum final grade is 2 (adequate), regardless of the final exam outcome.
The ability to pass the course without a final exam is widely used among the students, and it causes the students to have two overlapping strategies for passing the course. Due to the existence of these strategies, it is unfeasible to predict the final course grade for BCAP or IOOP, but instead we have opted only to predict the student’s ability to pass the course.
3.2 Data Collection and Data Sets
The ViLLE LMS is used extensively throughout BCAP and IOOP courses. The LMS is used to collect students’ lecture and tutorial attendance information, distribute assignments and course material, collect and store the students’ assignment submissions, and to automatically assess the correctness of these submissions and provide feedback to the students. In addition to storing the assignment submissions and attendance information, the system also automatically collects and records the related metadata, such as user identifiers, time stamps, assignment identifiers and the received scores for these events.
For this study, we extracted the attendance and assignment submission metadata of the BCAP and IOOP courses for the study years 2012—2013 and 2013—2014 from the ViLLE LMS. In addition to this, we also received the students’ final grades for the four course instances from the lecturers. The course instances are described in more detail in Table 1, and the grade distributions for the course are listed in Table 2.
3.3 Analysis Tools and Data Pruning
Data analysis for this article was conducted using R Statistical Programming Environment. [14]. Predictive models were generated using the Support Vector Machine (SVM) implementation in e1071 library that is available in the CRAN repositories [13].

The original course data sets include assignment submissions from the lecturers, ViLLE development team and students who passed the course using an exemption exam. These assignment submissions were removed from the data sets before the data analysis. The data set sizes after pruning are reported in Table 1.

Table 1: Descriptive information about the pruned course data sets that are used in this study.

	Course name
	No. of students
	No. submissions
	Max. score

	BCAP 2012
	183
	43599
	1350

	IOOP 2013
	180
	24203
	1450

	BCAP 2013
	170
	47588
	1350

	IOOP 2014
	141
	21518
	1450


Table 2: The final score distributions for the course instances in this study. Each of the courses was graded using a six-level grading scheme from zero to five, where zero signifies a failed course, and grades from one to five signify a passed course.

	Course name
	0
	1
	2
	3
	4
	5
	Total

	BCAP 2012
	54
	25
	18
	21
	18
	47
	183

	IOOP 2013
	42
	19
	16
	16
	23
	64
	180

	BCAP 2013
	31
	27
	18
	20
	19
	55
	170

	IOOP 2014
	37
	9
	13
	9
	14
	59
	141


3.4 Selection of the Suitable Cost and Gamma Values for the Support Vector Machines
We selected the suitable cost and gamma parameter values for the support vector machine that was used for classification and regression during the analysis through a process of randomized iterative trial and evaluation within a single data set.

For each iteration, we selected candidates for the cost and gamma parameters, and randomly sampled two thirds of the BCAP 2012 data set as the training set, and the remaining third of the data set as the training set. We then trained the SVM on the training set and measured its ability predict the outcomes on the test set. Based on this analysis, we decided to use cost parameter value 30 and the gamma parameter value 1 for all of the remaining parts of the analysis.
3.5 The Event-Based Matching of the Course Instances
Two course pairs were selected to be evaluated in this study: BCAP 2012 ( BCAP 2013 and IOOP2013 ( IOOP2014. The courses were paired with each other by matching their respective time tables with each other. In order to compensate for the differences in the specific dates, the courses were matched by aligning the corresponding lectures and tutorials with each other. In order to avoid the events themselves from interfering with the classifications, the actual cut-points for each of the event pairs were chosen to be an hour before the beginning of the related events.
The matching process created fourteen training set–test set pairs between both of the course pairs. For each of the created training set—test set pairs, a new binary SVM classifier was trained, using the respective training set, and its predictive power was evaluated by calculating the number of misclassified cases for both pass and fail categories. All of the performance measurements were then compiled together to form an overview about the earliest reliable point for determining the students’ performance. 
4 Results
While the overall performance of the created classifiers is important in showing that the predictors are working as expected, from the applicability point-of-view, it is equally important that the number of false positives remains low. The number of false positives is important because it depicts the number of students that need special attention and go undetected by the predictors.
The performance statistics of the created event-based SVM classifiers are listed in Table 3. The table shows how for both course pairs, the predictors’ misclassification rate (MR) starts to decrease from the third tutorial onwards. The drop in the misclassification rate can be explained by the simultaneous drop in the number of false positives (FP). The number of false negatives (FN) remains relatively unchanged regardless of the propagation of the predicting course.
It is also noteworthy, that the misclassification rate is fairly low for all of the predictors, and for only five out of the 28 predictors the MR exceeds 20 percent. As the expected value for MR in a random process is 50%, and the N for both course pairs is well over a hundred, the created predictors are clearly successful in classifying the students’ ability to pass or fail the course. For both course pairs, we are able to predict a statistically significant portion of the students that will fail the course at least three weeks before the course ends (see Table 3), and in the case of the BCAP course pair, we are able to achieve this milestone a week earlier at the course midpoint, before the beginning of the fourth lecture.
Table 3: A summary of the pass/fail predictions that were made by the SVMs. All of the four courses in question (BCAP 2012, BCAP 2013, IOOP 2012 and IOOP 2014) consisted of seven lectures and seven tutorial sessions that were interleaved with each other. Each of the predictions was made from the submission metadata that was available an hour before the beginning of the event in question. For both of the course pairs that were tested for this study (BCAP 2012 ( BCAP 2013 and IOOP 2013 ( IOOP 2014), the table lists the number of false negatives (FN), number of false positives (FP), and the misclassification rate (MR) in percent. The results show that from the third tutorial onwards, both the misclassification rate and the number of false positives start to decline, while the number of false negatives stays relatively unchanged. The values in FP that are marked with an asterisk are significantly smaller than the respective expected value (Exact Binomial Test, p-value < 0.05).
	
	
	BCAP 2012 → BCAP 2013
	IOOP 2013 → IOOP 2014

	Index
	Event Type
	FN
	FP
	MR (%)
	FN
	FP
	MR (%)

	1
	lecture
	NA
	NA
	NA
	NA
	NA
	NA

	2
	tutorial
	8
	20
	18,92
	0
	26
	20,47

	3
	lecture
	26
	21
	28,48
	1
	19
	15,38

	4
	tutorial
	14
	20
	20,36
	2
	24
	19,12

	5
	lecture
	8
	21
	17,06
	2
	23
	17,99

	6
	tutorial
	20
	18
	22,35
	8
	15
	16,55

	7
	lecture
	22
	10*
	18,82
	2
	16
	12,86

	8
	tutorial
	27
	5*
	18,82
	10
	20
	21,43

	9
	lecture
	23
	1*
	14,12
	2
	13*
	10,71

	10
	tutorial
	20
	2*
	12,94
	4
	12*
	11,43

	11
	lecture
	15
	3*
	10,59
	10
	7*
	12,14

	12
	tutorial
	16
	6*
	12,94
	6
	9*
	10,71

	13
	lecture
	27
	2*
	17,06
	5
	5*
	7,09

	14
	tutorial
	19
	3*
	12,94
	5
	5*
	7,09


5 Discussion

5.1 Applicability

The results that were shown in the Section 4 provide a direct model for early identification of students-at-risk on an introductory level university programming course. The model relies on the similarity of the course grading schemes, recorded student behavior, and extensive usage of the LMS on the course. At least in theory, the model can be applied to any two similar courses that utilize an LMS that records the required data, as long as the course events can be mapped to each other. However, the model that is provided in this paper is only shown to work with BCAP and IOOP, and its applicability to other courses should be tested further.

On the BCAP and IOOP courses we were able to detect a statistically significant portion of those who fail the course over three weeks before the course ends. This means that the lecturers and student counselors are able reliably identify the students at risk of failing the course, even while the course is in progress. This enables the lecturers and the student counselors to provide targeted help to the identified students, therefore making it less likely that the student needs to retake the course at the expense of the following courses.
5.2 Limitations

This study uses a SVM to predict the students’ ability to pass a course, based on preceding course instances, and the students’ scores and assignment submission behavior during the first weeks of the course. We acknowledge that on BCAP and IOOP, the students’ ability to pass the course is heavily dependent on the amount of points that they receive from the different course activities, and in some cases the ability to pass the course can be directly deduced from the achieved points alone. This dependence relation clearly improves the predictive power of the SVM classifier. That said, the merit of this study is not in the ability to detect the students’ likelihood to pass the course from the final submission score and count distributions, but in being able to detect the likelihood to pass the course early on, using the available information from a similar preceding course. The scheme used in prediction is also agnostic of the course content, so it should provide a good candidate for generalization.
In a more general setup it might be necessary to include more features than just the submission scores and the submission counts to train the SVM classifier. In that case, the most useful added features are likely to be those that model the course requirements.
Due to the apparent similarity of the BCAP and IOOP courses we did not need to apply any form of normalization to the submission scores or to the submission counts. It is very likely, that with other courses it is necessary to normalize at least the submission scores in order to make the SVM classifier transferable from one course to the other. Furthermore, it seems likely that each type of event has its own magnitude and effect on student activation, but this was not tested in the scope of this study.
Due to the grading schemes that were used for BCAP and IOOP, we were unable to predict the students’ final grades, and we satisfied on predicting the students’ ability to pass the course. From a theoretical standpoint, there is nothing that prevents one from predicting more than just two categories, using a different set of courses.
The fact that we were able to detect a statistically significant portion of those who fail on BCAP a week earlier than on IOOP is likely due to the fact that we chose to train the cost and gamma parameters on the BCAP 2012 course instance. By selecting the parameters individually for both course pairs we likely could have achieved a better result, but we would have lost some of the comparability of the results. The further development of the detection method remains outside the scope of this paper.
6 Conclusions

Based on the results, we were able to show that with two similar-enough course instances we can reliably predict the student’s ability to pass a seven-week course three weeks before it ends, even if the prediction is only based on the student’s activity during the first few weeks on the predicted course, and the student population’s activity and outcomes on another similar course. Furthermore, it should be studied if the model that was created for this research can be used in a broader scope. The set of predictive factors should also be studied further, in order to identify all of the key factors that affect the students’ ability to pass or fail a course. 
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